Chapter 2   Communication within neurons

SYMBOL 38 \f "Wingdings" Although it had been known for nearly 2000 years that nerves served to communicate between the body and the brain, the question of how they did it was settled only a matter of decades ago.  Nervous conduction is now one of the best-understood processes in the whole field of physiology, and its elucidation has been a major triumph for that branch of the subject known as biophysics - the application of purely physical methods to biology.

That there was some link between electricity and nervous and muscular action had been sensed as far back as the end of the eighteenth century, with Galvani's celebrated observation of the twitching of frogs' legs when in contact with certain combinations of metals.   SYMBOL 38 \f "Wingdings" Further understanding had to wait for the development of galvanometers sensitive enough to register the passage of very small electrical currents.  By the end of the nineteenth century it was clear not only that nerves and muscle could be activated by electrical stimulation, but conversely that their normal activity was always accompanied by changes in electrical potential.  It did not follow, of course, that these electrical changes were the cause of neural communication, since activity of many other kinds of tissue also gave rise to electrical effects.  It was not until some 70 years ago that it was finally established that electrical currents were not only generated as a side effect of nervous conduction, but were also necessary for conduction to take place at all.  

Figure 2.1 shows how to convince even the most hardened sceptic of this.  Dissect out a short length of myelinated nerve fibre, and lay it in on a glass slide so that each end lies in a pool of saline solution.  Stimulate one end while recording from the other: you pick up the action potentials that are transmitted down the axon.  Now introduce a pool of (non-conductive) oil across the middle of the slide, dividing the saline into separate pools at each end.  Stimulate: now nothing happens.  Yet we have done nothing to the interior of the fibre, so nerve conduction cannot be due to movements of fluids or of filaments within the axon.  Next, join the two pools of saline together, with a copper wire.  Suddenly the fibre starts conducting action potentials again.  Something, passing along the copper from one pool to the other, must have enabled this to happen.  Heat is too slow: the only possible candidate is electricity, completing the circuit of which the other half lies within the axon.  In other words, the current generated by an active nerve is not just an accidental by-product of transmission, like the noise from a car: it is an essential determinant of the entire process.

Figure 2.1 – electricity vital

The flow of electrical current along nerves

Now nerve fibres, with their conductive central core of axoplasm surrounded by an insulated membrane often reinforced with extra non-conductive layers of myelin, are clearly very like ordinary insulated wires: if you apply a voltage at one end, current flows down the core and should make makes the other end change its voltage as well (Fig. 2.2).   Could action potentials simply be transmitted by this kind of passive conduction, in the same way that signals pass along a telephone wire?  

Figure 2.2  Wire and axon

For most nerves, the answer is no.  The snag is leakage.  We’re used to electrical wires and cables in which the core is a very good conductor - it has a low resistance – and the outside is a very good insulator - has a very high resistance.  So if you apply a given voltage at one end you get essentially the same voltage at the other end.  It will not be quite the same voltage, because a little of the current will have leaked out of the wire along the way, so the current leaving the far end will be slightly less than the current entering.  For ordinary insulated wires like the ones used for domestic wiring very little current is lost, but nevertheless some is, and you notice it if you're trying to conduct over very long distances.  For the Victorian engineers who laid the first transatlantic telegraph cables, for example, this loss was a severe problem.   You might apply quite large voltages to your cable in Penzance and find by the time they reached Nova Scotia that practically nothing was left – the electricty had just leaked away into the Atlantic Ocean.  You need to understand leakage a little more quantitatively, because it underlies how a nerve fibre actually works, and this involves a little physics: more precisely, something called its cable properties.

Imagine the axon as a series of little imaginary compartments or units (Fig. 2.3).  For each unit, current has a choice: it can either leak away across the membrane, or carry on to the next unit.  As you go along a given percentage leaks away for every unit of distance.  The result is that if you apply a voltage at one end of a cable, the further you go down the axon the more current has leaked away, so the voltage across the membrane gets smaller and smaller - exponentially, for those who still dimly remember some physics or maths.  More quantitatively, the behaviour depend both on how good its insulation is - the resistance of the axon membrane - and also on how much resistance is offered to currents flowing longitudinally through the axoplasm.  We can call the transverse, insulating, resistance of the membrane for one unit RM, and the longitudinal resistance of the axoplasm per unit RL,  If we assume that the external medium offers only a negligible resistance to current flow (the justification for this assumption will become apparent later), then we can treat all the outer ends of the individual RM's as if they were short-circuited together, producing the ladder-like network of resistors shown in Fig. 2.3 that is called the equivalent circuit of the nerve fibre.

Figure 2.3 - space constant

Now imagine a potential V0 applied to the end of this ladder.  In the first compartment, the current it generates has a choice: it can either flow out through RM or continue through RL  to enter the next compartment.  What actually happens is that some fixed fraction of the total current takes the former route and the rest takes the latter: the bigger the resistance of the membrane, RM, and the smaller that of the axoplasm, RL, the greater will be the tendency of the current to carry straight on rather than leak away through the membrane.  Unless the insulation is perfect, or the axoplasm infinitely conductive, the current entering the second cell will be smaller than that entering the first by some fixed ratio.  In the same way, the current entering the third cell will be smaller than that entering the second, and so on all the way down the chain.  The result is that the potential seen at each compartment will fall in a fixed ratio as one goes from compartment to compartment down the line, resulting in an exponential decline in voltage as a function of distance along the axon, at a rate that will depend on the ratio RM/RL  (Fig. 2.3). Thus V is given by V0e -x/ , where e is the well known constant whose value is about 2.718, and is a parameter called the space constant that describes how quickly the voltage declines as a function of the distance x.   is in fact the distance you have to go before the voltage has dropped to 1/e (about 37 percent) of its original value Vo.  It turns out in fact that  is actually equal to 
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For telephone wires, for instance, this works out at some hundreds of miles, and doesn’t present much of a problem.  But nerves turn out to be a bit of a disaster area. SYMBOL 58 \f "Wingdings"Consider for instance a large myeli​nated frog nerve fibre, some 14 m in diameter, and assume for the moment that the myelin is uninterrupted along its length, without nodes of Ranvier.  With 1 mm as our unit of length, it turns out that although the axoplasm is intrinsically a vastly better conductor of electricity than myelin - their specific resistances being of the order of 100 ohm cm and 600 megohm cm respectively - because the cross-sectional area of the axoplasm is so small, the ratio of RM to RL is not very great: RM comes out as about 250 megohm and RL about 14 megohm, giving a space constant of some 4 mm or so.  In other words, a potential generated at one end of such an axon will have dropped to less than half at a distance of 4 mm, to about a tenth of its original value after a centimetre, and by two centimetres will only be some one per cent of the original stimulus, and probably undetectable in the general background electrical noise.  In other words, axons are quite incapable of acting as reliable passive conductors of electricity over distances of more than a centimetre or two at most.

There are two reasons for this.  The first is that materials that nerve fibres have to be made of are not ideal.  The core conducts about 50 times worse than it if it were made of say copper, while the insulating part, the cell membrane, is absolutely hopeless: compared with say rubber its degree of insulation about a million times worse.  

The other reason is that nerves are exceedingly small, and the layer of insulation extremely thin.   Size has a very important effect on the space constant: if you increase the diameter of a cable, the space constant gets longer.  If you double the diameter of a cable RM drops by half but RL drops by a quarter (Fig. 2.4).  As a result, the ratio RM/RL is doubled, so the space-constant increases by only the square root of two.   In general the space constant is proportional to the square root of the diameter.  But there is a limit to how much you can improve nerve this way: the large, 10-micron, fibres in the sciatic nerve in your leg have space constants of a couple of mm or so.  In many parts of the brain and in some sense organs, for example within the thin layer of the retina, a space constant of this size is fine.  But if you’re trying to get a message from your spinal cord to your feet it is obviously absolutely hopeless.  Even if each fibre was one centimetre across rather than 10 microns, the space constant would still only be some 15 cm and messages would fade out before they got half-way down your thigh.   You can calculate for yourself that such a fibre would need to be something like 9 cm across to be able to conduct reliably for that distance, a diameter comparable to that of the leg itself.  (This analysis is not quite fair because we have assumed a constant thickness of myelin: but even if we allow this thickness to increase in proportion with the axon itself, the fibre will still need to be almost a hundred times bigger.  Bearing in mind the fact that many important fibre tracts in the body contain millions of fibres, one must still conclude that passive conduction is not a practical possibility over long distances.)

Figure 2.4 - area

For most nerves, then, passive conduction is not a practical possibility.  How Victorian engineers solved this problem in long telegraph cables was to have little amplifiers at intervals called repeaters that regenerated the signal, building the voltage up again to a full size.  Since these repeaters used external energy to do their work, this was a process not of passive but of active conduction.

How does the nerve do it?   It too has repeaters.  In nerve fibres that have to conduct over long distances there are channels in the membrane that open in response respond to small changes in voltage across the membrane - called voltage-gated channels.  When they open they trigger off a very large voltage burst, with a fixed size of some 100 mV in amplitude but only 2-3 millisecond in duration, and this is what is meant by the action potential or spike (Fig. 2.5). 

Figure 2.5 Passive/active

The solution: action potentials

Regeneration

There are many properties of action potentials that demonstrate this process of regeneration.   If we record the action potential from a single electrical stimulus at different points along a nerve fibre, we find that its amplitude does not in fact decrease at all as a function of distance, but stays at a constant value.  Even more strikingly, the size of this action potential is not even a function of the size or nature of the stimulus that initiated it in the first place.  So long as the strength of the stimulus is above a certain threshold value (below which no action potential is seen at all), neither the amplitude nor the shape or speed of the action potential is in any way influenced by the nature of the original stimulus, a property known as the all-or-nothing law.  These two features, the all-or​-nothing law and the existence of a threshold, are never shown by voltages transmitted through passive conductors.  A nerve is very like a burning cigarette: once lit, the temperature and rate of advance of the burning region is not a function of the temperature of the flame which originally ignited it, so long as this was sufficient to light it at all.  Here the combustion is continually regenerative: the heat of the burning tip raises the temperature of the next region to the point where it too catches fire, and so on all along its length.  In other words, there is a continuous cyclic process in which heat triggers combustion and combustion generates heat, this heat coming of course from the stored chemical energy of the tobacco.

It turns out that this is a surprisingly close analogy to the mechanism of propagation of the action potential.  What happens is that the original stimulus to the fibre causes local currents to flow passively through the membrane, causing a spread of potential rather as in Fig. 2.6. This voltage is in some way sensed by neighbouring regions of the fibre and triggers a mechanism in the membrane that generates a voltage many times larger (thus introducing an amplification of the original signal) which in turn sets up local currents that cause a potential change still further down the axon ... and so on, until the potential change has been transmitted from the point of stimulation to the end of the axon (Fig. 2.6).  This whole cyclical process is known as the local circuit mechanism of action potential propagation.

Figure 2.6 - propagation

Each cycle consists of three distinct stages: first, there is the mechanism by which a potential at one point results in a passive flow of current and thus in depolarisation of regions further down the axon; secondly, the mechanism by which this depolarisation triggers off some change in the membrane; and thirdly, the mechanism by which this change produces a new depolarisation that is much larger than what originally triggered it off.  

Now of these processes, the passive part of conduction - current flow - was understood very early on: it is simply a matter of physics, and in this respect nerve behaved in exactly the same way as the telephone and telegraph cables whose properties had been sorted out since the end of the 19th century, and can be described in terms of equivalent circuits like the one in Fig. 2.3.  

The second two obviously require identification of this mysterious change in the membrane that results in amplifi​cation of the voltage that triggers it.  It turns out that this change consists in a change in the permeability of the membrane to certain ions.  It can be shown, for example, that during an action potential the electrical resistance across the membrane drops enormously, but briefly - with a time-course not very different from that of the AP itself.   To understand how a change in permeability can affect potential, we need first to understand the ionic composition of the interior of nerve fibres, and the fluid by which they are surrounded.

Ionic concentrations

Broadly speaking, the insides of axons have much the same ionic composition as the insides of most other cells, which can be lumped together under the designation intracellular fluid, or ICF.  Similarly, we can talk about extracellular fluid or ECF, which provides the ionic environment in which the axons reside.  ICF differs from ECF in a number of ways, that vary slightly from one cell to another, and between species, but the underlying pattern is very similar.  The single most important feature is that inside an axon we have a lot of potassium and not much sodium, whereas ECF is the opposite, with a lot of sodium and not much potassium.  ECF or blood is in many ways remarkably like seawater. Or perhaps not so remarkable when you realise that it was in the ocean that cells first evolved into multicellular organisms: you are a walking bag of seawater, your cells still rocked in the cradle of the deep.  

Box ("Ionic composition...") near here - 

Some people go even further and suggest that just as ECF represents the composition of seawater in relatively recent evolutionary history, what ICF (high K) represents is the composition of the sea much longer ago, when the various fundamental molecules of life first began to be packaged up inside their cells - so ICF is a kind of oceanic memory.  While this is an attractive idea, geologists are far from clear that the sea really has been getting steadily more concentrated in sodium in relation to potassium.   But whether or not this is the true evolutionary explanation, what is certainly clear is that this high-potassium micro-environment represents in some way an ideal ionic environment for all the molecular systems within the cell to function.   

These differences in concentration are maintained in two ways: by overall homeostatic mechanisms involving such things as the kidney and the regulation of intake, that determine the composition of the ECF; and mechanisms within cell membranes that determine the ICF.   From the nerve fibre’s point of view, by far the most important of these membrane processes is what biochemically-minded people think of as a sodium-potassium ATP-ase but which physiologists call the sodium pump (Fig. 2.7).  What it does is swap sodium ions on the inside with potassium ions on the outside (it actually swaps three sodiums for two potassiums).  Because in each case this means moving ions against their concentration gradient, such pumps consume energy – hence the ATP-ase activity.  

Figure 2.7 Permeabilities, pump

What this and the many other varieties of pump achieve is the creation of a store of potential energy.  It is rather a special store, in two respects: first, that it can be harnessed very much more quickly than any conventional chemical store; and second, that it is specifically available at the membrane of the cell.  Many cells use this energy for transporting other substances, though coupled transport: sodium’s desire to enter the cell, down its concentration gradient, can for instance be coupled to the transport of glucose.   Potassium is not used in this way, and in fact the axon membrane is characterised by being slightly permeable to potassium in its resting state, through one or more kinds of potassium leakage channels.  We shall see later that these channels have an important role in determining the electrical properties of the axon at rest.

One might well wonder how it is possible to have a channel that is specifically permeable to potassium and not to sodium, an ion which is also singly positively charged and has a smaller hydrated size.  Recent studies of the molecular structure of such channels have demonstrated a complex structure almost perfectly designed for this task (Fig. 2.8).  Charges associated with the channel proteins lure in positive ions, while carboxyl oxygens substitute for the water to which the ion is normally wedded: unhydrated sodium, being bigger than unhydrated potassium, is then excluded.

Figure 2.8 – Potassium channel

This then is the ionic backdrop against which the axonal membrane operates.   Much of its operation is common to all cells.  As we shall see, they all share physical mechanisms that convert any changes in membrane permeability to changes in potential.  What is unique about nerve and muscle cells is that they also possess special mechanisms by which such changes are in turn triggered off by changes in potential, thus completing the cycle of three links by which the action potential is propagated over the membrane surface (Fig. 2.6).  Thus to understand how nerves work we need to be able to answer two questions: How do ionic permeabilities affect membrane potential? and How do membrane potentials affect ionic permeabilities?
The dependence of potential on ionic permeabilities

Imagine that we have a system of two compartments, A and B (Fig. 2.9), and that initially A contains a strong solution of KCl, and B a weak one; and suppose that the membrane separating them, initially impermeable, suddenly becomes permeable to potassium ions.  Clearly there will now be a tendency for K+ to diffuse through the membrane down the concentration gradient between A and B. Since the ions carry a positive charge, compartment B will become more and more positive with respect to A as they migrate in this way, setting up an electrical gradient that will tend to oppose the entry of further ions from A.  Eventually there will come a point where the concentration gradient from A to B will be exactly equal and opposite to the electrical gradient from B to A, and the system will be in equilibrium, since there will be no net flow of ions across the membrane.  

Figure 2.9 - equilibrium 

The resultant electrical potential between A and B is then called the equilibrium potential for potassium, EK. To work out how big this potential will be, consider the energy involved in moving one potassium ion from A to B. The work done in moving it against the electrical gradient will be given by its charge e multiplied by the potential difference EK; since the system is in equilibrium, this work must be exactly equal to the energy gained in moving down the concentration gradient, which can be shown to be
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where T is the absolute temperature, and k is Boltzmann’s constant.  So we can write:
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(In the alternative form, derived from consideration of a mole rather than a single ion, R is the gas constant, and F is Faraday's constant, equal to N.e).  This relationship (the Nernst Equation) is true for any ion in equilibrium across a membrane to which it is freely (and solely) permeable, with the proviso that if the charge on the ion is not +1 (as for instance in the case of Cl - or Ca++) we need to include this ionic charge z as well:
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Only a tiny number of ions need to cross the membrane to set up such an equilibrium, so that the concentrations of the ions on each side remain effectively unchanged, and the equilibrium potential is set up virtually instantaneously after a sudden permeability change of this kind.  Suddenly making the membrane permeable to potassium - perhaps by opening up little channels in it that allow K+ through but nothing else - is rather like connecting a battery of voltage EK, across our equivalent circuit in Fig. 2.3. 

Now we noted earlier that the axonal membrane at rest is indeed slightly permeable to potassium.  Since – taking the figures for the squid giant axon - the concentration of potassium inside is about twenty times greater than outside, we can calculate that there ought to be an equilibrium potential across the membrane of some 75mV, negative inside.  If you actually put an electrode into a squid axon and measure the potential, you do indeed find a standing negative voltage, the resting potential, which is of the right order of magnitude but a little smaller (some –60mV).  The discrepancy tells us that our equations need to be refined. 

The limitation of the Nernst equation is that it represents a highly idealised and indeed hypothetical state of affairs, because at any one moment, real membranes are in fact permeable to more than one ion.  Let us just go one step further and imagine a situation where as before we have two compartments, with a lot of sodium on one side and a lot of potassium on the other, but this time instead of the membrane being permeable to just one of the ions, it now permeable to both (Fig. 2.10).  One thing at least ought to be apparent, after a tiny bit of thought, and that is that the overall potential, V, will not just be a function of the concentration differences of the ions, it must also depend on just how permeable the membrane is to each of them.   

Figure 2.10 - GCFE

To see that this must be so, consider an extreme case - suppose that we make the permeability to sodium smaller and smaller and smaller, so that eventually it reaches zero. Then V must be given by EK = 58 log10 [K]A/[K]B. or about –75mV.  Equally, if we make the permeability to potassium smaller and smaller, to zero, then V will be given by ENa = 58 log10 [Na]A/[Na]B , or about +55mV.   So the overall potential must also depend on the permeabilities of the two ions, which we can call PK and PNa.  These are called permeability coefficients, and represent the ease with which the ion can pass through the barrier for a given concentration ratio.  

Because of the P’s the resultant equation for the voltage V, the Goldman constant field equation, is a little more complicated than the simple Nernst equation, but not very.   
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It has the same general form, but as you would expect we now have terms for both ions, and they are multiplied by their respective P’s.   So in a sense their weighting in the expression depends on how permeable they are.   For example, the more permeable the membrane is to potassium, the more the potassium concentration ratio will matter; in the limit, if we reduce one of the permeabilities to zero, something magical happens - it turns into the Nernst equation.   So in a sense the Nernst equation is simply a special case of this one.

If you’re not very happy even with this sort of elementary maths, there is a graphical representation of all this which most people find a helpful way of looking at it.   In a sense, EK and ENa represent extreme values of the range that V can take up: can’t get more positive than ENa or more negative than EK.  So we set up a vertical voltage axis, and mark these two potentials on it.  It is worth pointing out that these voltages essentially fixed provided the cells are in good condition, because the concentrations are fixed, the temperature is fixed, and the other bits in the Nernst equation - k, e - are universal physical constants.  So these are like two rigid boundaries, and the actual voltage V at any moment must lie somewhere between them.   What the Goldman equation is saying is that V behaves as if it were under the influence of two forces: PK pulls it towards EK, and PNa towards ENa: where it ends up depends simply on the balance between the two.  In other words, changes in permeability cause changes in potential.SYMBOL 58 \f "Wingdings"
The resting potential

With Goldman safely behind us we are now in a position to understand why the resting potential is close to EK but not actually at it.  The reason is that although at rest the permeability for potassium is much higher than for sodium, sodium permeability is not in fact zero: in fact the ratio of the permeabilities is about 100:1, in frog muscle, at least.  As a result, the resting potential is pulled a little more positive than would be expected for potassium alone, and the Goldman equation gives a pretty accurate prediction of the resting potential.   

In fact you can predict a lot more than that.  If the equation is correct, then should be able to predict V not just under resting conditions, but also when we deliberately mess about with the ionic concentrations.   One relatively simple way is to manipulate the concentration of potassium in the external fluid. *N77 You can see from the Nernst equation that this will have the effect of altering the value of EK.  

In a classic experiment, Hodgkin and Horowicz did exactly this.  They bathed a frog muscle cell in solutions with different concentrations of potassium, and measured the resultant resting potential.  Now if the membrane had been only permeable to potassium, then it would have obeyed Nernst equation, and the potential would then be proportional to the log of the concentration outside.  So plotting potential against the log of the concentration ratio would have given a straight line.  For large concentrations, this nearly worked, but as the concentration was lowered, the results increasingly deviated from the straight line.  But by using the Goldman equation instead of the Nernst, and feeding in a ratio of about 100 for the permeabilities of potassium and sodium, the prediction was almost perfect.  

Figure 2.11 - external potassium 

Similar experiments have been done on the giant axons of squids, creatures that have in fact played a surprisingly large part in the discovery of how nerves function.  The reason is that despite enjoying an absurd number of arms, squids are shy, timid creatures: when alarmed, they contract their mantle to force water out of their siphon, propelling themselves backwards.  These are very rapid response, and need very fast conduction, using a special extra large fibre innervating mantle called a giant fibre.  ‘Giant’ here has rather specialised meaning: means somewhere between 0.1 and 1 mm across, big enough that one can put glass tubes down them (Fig. 2.12).  This in turn means that one can do two things: one is to measure the electrical potential; the other is to sample the cytoplasm inside (axoplasm) and see what it’s made of.  Indeed it is possible to squeeze their axoplasm out with a kind of miniature garden roller, and replace it with fluids of different composition, thus altering the potassium concentration inside as well as outside.  

Figure 2.12  Giant squid axon

The action potential

Now if we put a microelectrode inside a muscle fibre or squid axon, and stimulate it to get an action potential, we find that the potential of the inside relative to the outside suddenly reverses from (in the squid) its resting  -50mV to a peak of some +40mV, and then rapidly declines back to the resting potential again (Fig. 2.12).  This is the monophasic action potential.  What sort of permeability change could account for this?  Not just a simple short-circuit, because then the potential would only tend towards zero, not reverse and become positive.  In the squid the peak of the action potential is not far off at some 45mV, strongly suggesting that a sudden increase in Na permeability pulls the membrane potential temporarily towards ENa(around +55mV).  By experimenting with various concentrations of sodium ions inside and outside the axon it was possible to demonstrate directly that the peak of the action potential was indeed dependent on ENa...  If the concentration external sodium was altered, although the resting potential didn’t vary - or only very little - what did alter was the height of the action potential:  the lower the external sodium concentration, the smaller the AP until eventually it is abolished altogether (Fig. 2.13).   Another test was to change the sodium not outside but inside, an experiment that can only feasible with the squid axon because of its huge diameter.  Once again, alteration of sodium altered the size of the AP, but the other way round: the smaller internal Na, the bigger the AP.   The peak of the action potential therefore depended critically on the ratio of [Na]out/[Na]in, in other words, on the Nernst potential for sodium.  So the natural explanation was that the AP was caused by a brief increase in PNa, driving the membrane potential towards ENa. 

Figure 2.13 - external sodium 

Box on Biphasic action potentials near here

So it looked as if there was an increase of PNa at the start of the action potential, but what was setting it off?  One attractive idea was that the depolarisation of the membrane by local currents from the previous bit of nerve membrane might actually cause the increase in PNa.  This would work beautifully, because there would then be positive feedback - depolarisation gives increase in PNa, which in turn causes more depolarisation - which would have exactly the kind of explosive regenerative effects that were needed (Fig. 2.14).  

Figure 2.14  The positive feedback relation between sodium permeability and depolarisation

So at this stage, of the three pieces of the puzzle (local currents, the effect of permeability of voltage, the effect of voltage on permeability) the first two were well understood - simple physics and the Goldman equation - but the third was a complete mystery.  It was Alan Hodgkin and Andrew Huxley in Cambridge who set about trying to complete the puzzle by identifying the nature of this mysterious third process. SYMBOL 38 \f "Wingdings"
The dependence of ionic permeability on potential

In simple terms, the problem looks easy enough: what we want to know is how the permeability changes if the nerve fibre is depolarised.  So why not simply pass different currents through the membrane, to set up different membrane potentials V, and see what happens to its conductance, g?  We can work out g very easily: conductance is simply the inverse of resistance: resistance isV/I, so g is I/V - the current divided by the voltage.   And we can assume that g is in turn simply proportional to the sum of all the permeabilities.  (Fig. 2.15)

Fig. 2.15 V and permeability

That sounds simple, but unfortunately it suffers from a tiny flaw: it won’t actually work.  It doesn’t work precisely because the system we are looking at has a feedback loop built into it.  As soon as we alter the voltage, the conductance will change, and this will in turn mess up the voltage so it is no longer what we thought it was.  

What we need to do is provide some way of setting the membrane potential at the level we want, and holding or clamping it there despite any changes in conductance that may be going on. The way that Hodgkin and Huxley did this was by using a negative feedback circuit (Fig. 2.16).  We start, paradoxically, not by stimulating but my measuring: we measure the actual voltage and compare this with the command voltage, the voltage we actually want the membrane to be at.  The difference between the two represents the error, the amount by which the potential needs to be adjusted. One can then introduce a simple circuit - a current regulator - that responds to this error signal by sending a current through the membrane with a second electrode in such a way as to move the actual voltage towards the value we actually intend.  This amounts to clamping the membrane at the level we want, by hitting it very hard with a large injection of current as soon as it tries to wriggle free.  All this can happen very fast, so we can put in different command voltages and see how the membrane responds.  As before, if we measure the current we can calculate g by taking the ratio I/V.   In principle one can use this technique with any sort of cell, but using the squid axon had particular advantages.  Being so large, it was not too difficult to put long electrodes right down the middle, which increases the total area available and hence the size of the currents, which is technically an advantage.  SYMBOL 38 \f "Wingdings"   

Figure 2.16 - classical clamp

So what did Hodgkin and Huxley find? The basic approach was to apply steps of depolarisation, and measure the currents.   If you suddenly reduce the potential from the resting potential of –65mV to say -50mV, the current changes in a characteristic and repeatable way, that shows three main components (Fig. 2.17). 

1.  The first is a brief pulse or spike of current that is in a way a kind of artefact, due to having to charge the capacitance of the fibre up to the new potential - for the moment you can forget about it - we’ll be talking about capacitance in a later lecture.  

2.  Then there is a longer-lasting period during which current enters the axon, rising to a peak, then getting smaller again and in fact reversing to give:

3.  A current flowing out of the fibre, which last as long as the depolarisation is maintained.  When the voltage is returned to the resting potential, this current drops relatively slowly back to zero.

Figure 2.17 - clamp results

What is going on?  The fact that the second component is a current entering the fibre suggests that this could be the sodium current caused by the increase in PNa that had been predicted.  Similarly, the fact that in the third phase the current is outwards suggests that it is carried not by sodium but by potassium.  One can test whether the second phase is indeed due to sodium by replacing all the external sodium with something else - Hodgkin and Huxley used choline, a positive ion much larger than sodium.  They then found that the entry of current was completely abolished, leaving just the third component, which could be taken to represent the potassium current and thus the potassium permeability.  Then, if one subtracts this potassium component from the total current curve, what is left must be sodium.   Confirmation of all this came rather later, using two selective poisons that block the two channels.  Tetrodotoxin (TTX) specifically blocks these sodium channels, and has the same effect as replacement of external sodium.  Similarly, another substance called TEA (tetra-ethyl-ammonium) selectively blocks the potassium channels. 

So what we have now (Fig. 2.17) are curves showing how the PNa and PK vary after a depolarisation.   Basically, PNa starts to rise first, up to a peak, and then falls back.  PK also rises, but more slowly, and unlike PNa it stays up for as long as the depolarisation is held, then decaying fairly leisurely to its base level.    But something else happens to sodium that isn’t immediately apparent in these records, which is that when the PNa falls back to its resting level during the depolarisation, the channels have not in fact returned to their normal condition, for if one quickly returns the potential back to resting level and then depolarises again, there is virtually no response at all: the channels are in fact inactivated.   They only recover when the membrane has been at the resting potential for a sufficient period of time.   In other words, whereas the potassium channels exist in two possible states, open or closed, the sodium channels exist in three possible states: open, inactivated and closed.

By systematically measuring these permeability changes in response to steps of different size and starting from different initial voltages, Hodgkin and Huxley (1952a, b) were able to derive equations expressing gK and gNa in terms of membrane potential, that summarised their data and made it possible to predict, in general, how the permeabilities would vary in response to any given pattern of depolarisation of the membrane.   For once one knows how a system behaves in response to a small step input, then by breaking up any given voltage pattern into a series of small steps and adding the results together one can calculate the response to the whole thing.  In particular, starting with the time-course of the intracellular action potential of the squid axon, one can work out in this way what permeability changes would result from it, ending up with the curves shown in Fig. 2.18.   This shows that at the start of the action potential, PNa rises abruptly, followed with a short delay by PK; PNa then starts to decline to its resting value while PK is still quite high; the latter declines relatively leisurely to its resting state.

Figure 2.18 - Action potential

We have now come full circle, for if we know the time course of the permeabilities we can use the constant field equation to calculate the shape of the action potential that should result from them.  Even informally is obvious from Fig. 2.19 that at the start of the process, the sudden increase in PNa will pull the action potential towards ENa, but that it will fall again as PK starts to overtake; and in the final phase, the prolonged undershoot, when the potential is hyperpolarized towards EK, can be explained by the long time taken for PK to return to normal.  

But we can do this sort of thing much more quantitatively.  If we feed the permeabilities into the Goldman constant-field equation, and finish up with what we started with, then we know we have a complete description of the way in which the action potential is able to regenerate itself.  More precisely, the action potential represents the solution of the set of differential equations that embody the results of the voltage clamp experiment, the electrical properties of the membrane, and the constant field equation: the fact that this solution is so nearly identical to the shape of the actual action potential (Fig. 2.19) testifies to the completeness of Hodgkin and Huxley's description of the way in which membrane permeability depends on voltage.   This work was a landmark in biological science - the first time that a fundamental biological phenomenon had been entirely and completely described by a purely physical model SYMBOL 38 \f "Wingdings"

SYMBOL 58 \f "Wingdings"
Figure 2.19 – Grand prediction

Curves like those in Fig. 2.19 look continuous: but it important to bear in mind that they are the result of the summation of thousands of single events (the opening and closing of channels) which are themselves quantal, or binary: a single channel is either open or shut, and the dynamics of overall permeability changes really reflect the way in which the probability of a channel being open varies with time and voltage.  This can best be seen by using a refinement of the basic clamp technique called patch clamping (Fig. 2.20).  The principle here is exactly the same as the ordinary voltage clamp, but micro-miniaturised.  As I hope you remember, what you do in voltage clamping is measure the membrane potential, compare it with what you want it to be, and then if there’s a difference or error, to pass a current across the membrane to bring it back to heel.  In patch clamping, as the name suggests, instead of clamping an entire cell, or most of it, what you do is operate on a tiny part of it. You take some of the membrane in question and simply suck it on to the end of a micropipette, then use the pipette as an electrode whose potential you measure and down which the clamping circuitry passes the currents necessary to do the clamping.  Because the area of membrane is so small, there will typically be only a few channels in it - sometimes if you’re lucky just one - so you can observe exactly what it does in response to depolarisation.    

Figure 2.20 - patch clamp

Under these conditions the isolated channels in fact behave very differently from what we saw in the whole squid axon, in two ways: first that they’re all-or-nothing: either they’re open or they’re closed, and cannot be in-between.  Second, like vesicles at the neuromuscular junction they behave probabilistically.   The effect of depolarisation is simply to alter the probability of their conducting rather than not conducting.  These two things can be seen in these patch-clamping records of voltage-gated sodium channels.  The quantal nature of the responses is very obvious, and in the record in Fig. 2.20 you can see that there must be at least two channels in this particular piece of membrane.  You can also see how every time you apply the same potential it does something slightly different.  But if you do lots of records and then average them, the average probability of their being open rather than closed then generates a continuous curve that is extremely similar to the kinds of curve that Hodgkin and Huxley measured originally in the whole squid. 

So to summarise, what we learn from patch clamping is that individual channels are all-or-nothing, with a probability of opening that is a function either of voltage or of concentration of transmitter.   The smoothness of the overall response is simply because of the very large numbers of channels involved, that makes the random fluctuations almost invisible when measuring from whole cells. 

Structure of voltage-gated channels

A quantitative description such as Hodgkin and Huxley's can also often suggest an underlying mechanism.  It turns out that the changes in permeability in response to step depolarisations obey quite simple mathematical laws, with an equally simple mechanistic interpretation.  The rise of potassium permeability, for instance, obeys the same kind of dynamics as a fourth-order reaction.   In chemistry, an nth-order reaction is one where n molecules have to come together for the reaction to occur: if the probability of any one of them arriving is p, the probability of the whole reaction occurring is going to be pn.   High-order reactions have a number of characteristics: for instance, tend to be more temperature-dependant than low-order ones, because p often proportional to T, so any effect of temperature is amplified by the fourth power.   They also tend to be slower than comparable reactions of lower order: p4 is necessarily smaller than p3 or p2 or p.   And in fact by looking at the time-course of a reaction after suddenly doing something that increases p, you can tell from its shape what order the system is.  (Fig. 2.21). 

Figure 2.21 4th-order

This, in effect, is what Hodgkin and Huxley did, assuming that the probability p depended on the voltage at any moment.   The particular interpretation they put on it was simply that the K channels were normally blocked by four independent particles, When the membrane is depolarised, there is simply an increased probability that any particular particle moves out of the way; but to unblock the channel, all four have to move out - hence the fourth order.   The recovery is more rapid because it only takes one blocker to flip back for the channel to be blocked.  

The sodium channel can be modelled in a similar way, but with two important differences: first that it obeys third- rather than fourth-order dynamics (which is why sodium permeability rises more quickly), and secondly because once open it spontaneously closes again, entering the inactivated state.  A plausible model is thus of three blocking particles that move aside when the membrane is depolarised, together with a fourth that does the opposite, moving in to inactivate the channel.  What is absolutely extraordinary about all this, and shows the power of really exact quantitative analysis, is that several decades later when it became possible to look at the channels and sequence the proteins of which they were constructed, their hypothetical model turned out to be entirely correct.   A sodium channel is a single protein that does indeed consist of exactly four domains, each very similar, composed of six alpha helixes spanning the membrane, with straggly bits in between.  One of the alpha helixes has a number of positively charged residues and seems to constitute the voltage-sensitive part of the complex; another part called the pore loop appears to make the channel selective for sodium rather than other ions.  The four domains are believed to arrange themselves in the membrane as shown in Fig. 2.22, and the idea is that when depolarised they tend to twist in such a way as to open the channel.   

With knowledge of the molecular structure of these channels, we can now explain a number of genetic disorders affecting nerve conduction and particularly cardiac disorders in terms of genetic variations in the channel proteins. In addition, the actions of a number of nerve toxins can similarly be explained in terms of their either blocking or activating sodium or potassium channelsSYMBOL 38 \f "Wingdings", and there is hope that derivatives of these substances may form the basis of new drugs that may treat disorders of this kind.
Figure 2.22 Structure of Na channel

It may be helpful at this point to summarise what is known of the electrical propagation of the action potential:- A local depolarization of a section of nerve gives rise, at first, to an increase in PNa that causes the membrane to become still more depolarised as the potential moves towards  ENa. Meanwhile, however, PK starts to rise, and the sodium permeability to fall, causing the potential to start to drop back towards the resting value.  This in turn tends to shut off both the sodium and potassium channels; but because of the delayed response of potassium permeability, there is a period during which PK is greater than in the resting state, and the membrane is hyperpolarized; eventually the resting potential is regained.  Meanwhile, the currents generated by this process have spread to neighbouring regions of the fibre, causing them to depolarise and thus initiating, at a distance, the same sequence of changes all over again. In this way the whole pattern of potential and permeability changes is propagated down the fibre (Fig. 2.23).

Figure 2.23 - snapshot

Threshold properties

Once we understand the mutual relationship between membrane potential on the one hand, and ionic permeabilities on the other, we can easily explain many of the functional properties of nerve that make it behave so differently from a simple passive conductor of electricity, in particular the phenomena of threshold and of the all-or-nothing law.  

The fundamental concept that underpins practically everything nerves do is the fact that there are feedback loops in the nerve membrane, more exactly just two of them, one for sodium and one for potassium (Fig. 2.24).  With potassium, a depolarisation causes an increase in PK, which then tends to oppose the depolarisation by bringing the membrane potential nearer to EK: a good example of a negative feedback system that tends to stabilise the membrane near its resting potential.  The case of sodium is the exact opposite: here, depolarisation again causes an increase in perme​ability, but this tends to depolarise the membrane still further.  Here we have not negative but positive feedback.

Figure 2.24 - brink

Looking at sodium first, we know that if we depolarise the membrane, sodium permeability rises; and we also know from the Goldman equation that if sodium permeability rises, this will depolarise the membrane even more.  So what we have here is positive feedback - and a good thing too, since that is what underlies the membrane’s regeneration of action potentials whose amplitudes have dropped because of the losses caused by passive conduction.   But uncontrolled positive feedback is very bad news.  In fireworks, heat stimulates reactions that generate more heat; in atom bombs a nuclear reaction occurs that generates neutrons that trigger more nuclear reactions. Indeed if you look at any explosive process you will invariably find positive feedback going on.

 The reason that nerves are slightly less explosive than barrels of gunpowder is that the positive feedback of the sodium loop is tempered by the negative feedback of the potassium loop.  Here a depolarisation - as with sodium - causes increased potassium permeability, but the big difference is that when PK rises the nerve becomes less depolarised rather than more depolarised.  So this is not explosive at all, but the reverse: potassium has a stabilising effect.   So what matters in nerve is the balance between the hysterical sodium response and the calming influence of potassium, whether overall the feedback is positive or negative.   Luckily Nature has arranged things so that in the resting state, at the resting potential, the potassium effect is actually stronger than the sodium one: there is therefore net negative rather than positive feedback, at least for small displacements of potential.  But if you push a little harder, with bigger and bigger depolarisations, there comes a point where the response to sodium overtakes potassium, so that there is net positive feedback, and this is what sets the fibre off and generates an action potential.  So the threshold is in effect simply the point at which the two effects are just balanced.   A wonderfully close analogy for all this is a brick or domino being pushed over (Fig. 2.24).   Again, there is a balance between positive and negative feedback, and in the region of the threshold the brick may teeter on the brink before toppling one way or the other.  As you can see in the figure, nerve fibres do exactly the same sort of thing. 

So any factor that favours the potassium mechanism rather than the sodium one will tend to raise the membrane threshold.  Two important instances of this occur in the refractory period and in accommodation.
Refractory period

If we try to stimulate a nerve with a pair of shocks, gradually reducing the interval of time between them, we find that there comes a point when the threshold for the second shock begins to rise relative to that for the first.  Even​tually, as we go on decreasing the interval between the stimuli, we find that we cannot activate the nerve a second time at all, no matter how large the current we use (Fig. 2.25). This period, during which it is impossible to sti​mulate the nerve for a second time, is known as the absolute refractory period: the period during which it can be stimulated, but only by using a larger current than usual, is called the relative refractory period.  The latter corresponds quite well with the period just after the peak of the action potential during which PK is still raised relative to its resting level, thus tending to stabilise the membrane potential.  

Figure 2.25 - refractoriness

The absolute refractory period seems to be due mostly to a property of the sodium channels.  We saw earlier that in the voltage clamp experiments the sodium permeability rose quickly in response to a step of depolarisation, and then declined spontaneously, leaving the channels in an inactivated condition which lasts as long as the voltage is maintained.  We noted that even when the voltage is returned to its original value, it takes a certain period of time for the sodium channels to revert from their inactivated state to one in which they can once again respond to changes of voltage.  Thus after the peak of the action potential has passed, there is a period of recovery during which the sodium mechanism is unresponsive, making the membrane absolutely stable to stimuli of any size.  The existence of the refractory period is of considerable functional importance, since this is what prevents the action potential from being conducted in both directions at once.  Because the local currents flow almost equally both ahead of the action potential and behind it (Fig. 2.23) it is essential that the region over which it has just passed should not be reactivated all over again; its refractoriness prevents this happening.

Accommodation

One normally measures a nerve's threshold by using a small voltage step or pulse in which there is a sudden change of potential.  If instead we try to depolarise the nerve more slowly, we find that we need to depolarise it further before it will respond with an action potential.  Indeed, if the rate of depolarisation is sufficiently slow we may find that the nerve never responds at all, however far we depolarise it (Fig. 2.26): the nerve has accommodated itself to the changing potential.  Furthermore, even when it does get back to the resting potential, the fact that the sodium channels remain inactivated added to the increased potassium permeability together mean that for a short time - of the order of a millisecond - it is impossible to stimulate the fibre, however large a voltage you use: it’s then said to be refractory.   If you plot how large a stimulus you need to excite the fibre, you find that there is then a period when it once again becomes possible to stimulate the fibre, but you need a bigger stimulus than usual; and then eventually it gets back to normal.  These two periods are called the absolute and relative refractory periods.

Finally, we saw earlier than sodium is quick off the mark but potassium responds more slowly.  One consequence of this is that rapid depolarisations are more effective at stimulating the nerve fibre than slow ones, because they get at sodium as it were before potassium has time to rise.    This phenomenon has a special name, accommodation. It’s most obvious if you depolarise not with a step but with what is technically called a ramp, rising at different rates … if it’s slow enough it never fires at all, even if you depolarise until you’re blue in the face - it’s said to have accommodated itself to the rising voltage.   One way to understand what is going on is to consider what would happen if series of steps instead of ramp  Na only transient, potassium builds up steadily, plus inactivation - so less and less excitable.   A paradoxical consequence of this is that if you slowly depolarise a nerve fibre to steady level just under its normal threshold, you might think it would therefore be easier to stimulate.  In fact it’s actually more difficult to stimulate than it was originally.

Figure 2.26 - accommodation

This phenomenon can be readily explained if we think in terms of the balance between the sodium and potassium mecha​nisms.  In the voltage clamp experiments, we saw that a sustained step of depolarisation gave rise to an immediate but transient increase in sodium permeability, and a delayed but sustained increase in that of potassium.  Thus there is only a short period during which the sodium mechanism dominates: time is on the side of stability.  Suppose for example we were to stimulate a nerve not with one large step of depolarisation, but with a staircase-like sequence of little ones (Fig. 2.26). It is clear that whereas  PK increases cumulatively with each new step,  PNa does not, since it is only transient; furthermore, the transient increase in  PNa will steadily decline with increasing depolarisation, because of the steadily increasing degree of sodium channel inacti​vation.  Thus the more gradually we depolarise a nerve fibre, the more we push the sodium/potassium balance in favour of potassium, and the further we need to depolarise it in order to reach the threshold; and if we depolarise it slowly enough, there will come a point where  PNa is never great enough relative to  PK for the nerve to fire at all, and the membrane will therefore completely accommodate.  However, there is one big difference between a domino and a nerve: the feedback is changing in strength and direction all the time in nerve, and as it result it is finally able to recover and right itself. Sodium is quick on the draw, but quickly gives up and in fact keels over altogether because it gets inactivated.  Reliable old potassium on the other rises slowly but inexorably to its final value.   And this is exactly as it should be, because it means that in the long run potassium always wins and the membrane is absolutely bound to return to its original excitable state. 

We shall see later that the mechanism of accommo​dation can sometimes be an important determinant of the way in which sensory receptors respond to slowly changing stimuli.

The all-or-nothing law

We are now in a position to explain something of huge functional importance nerve, the all-or-nothing law. When you record action potentials, one thing that becomes very obvious is that their size does not vary.  In particular, its size is not affected by the size of the stimulus that caused it.   This something that’s true of any system that relies on propagation through regeneration via positive feedback - think of our sparkler, or a barrel of gunpowder - it makes remarkably little difference whether you ignite the barrel with a match or with a flame-thrower - the bang is just the same.   If you think in terms of dominos again, you can see why.  When you knock over a domino, the energy it passes on to the next one is made up partly of the energy you gave it with your push, and partly - mostly - from its own potential energy.   In exactly the same way, only a part of the energy that the second domino passes on came from the first domino, and an even smaller fraction from your original push.  So in this way the original push gets dissipated as you go down the line, and it all settles down to a constant value.  If you don’t believe it, you can do the sum!

Any system with positive feedback will tend to behave in a manner appro​ximating to all-or-nothing behaviour.  The violence with which a barrel of gunpowder explodes depends very little on the temperature of the flame used to light it, so long as it is big enough to set it off at all.  The domino of Fig. 2.24 ultimately hits the ground with much the same force, whether the original push was large or small.  Much the same, but not exactly the same: clearly, if the energy of the push is appreciable in comparison with the domino's stored potential energy, the force with which it strikes the ground will be increased.  More exactly, the energy released on falling over will be P + E, where E is the stored potential energy, and P the energy imparted by the original push.  In the case of nerves, the all-or-nothing law is not found to be strictly obeyed if one records close to the point of stimulation - within a space constant or two - since the stimulus energy then contributes in part to what is recorded.  But as the action potential is propagated further and further away from its origin, this contribution becomes increasingly negligible, and it eventually settles down to its standard form.  What we have, in effect, is not just one domino but a whole line of them (Fig. 2.27): when one falls, it imparts a fraction of its energy to the next, sufficient to knock it over, and so on in turn all the way down the line.  Imagine for the sake of argument that one-tenth of a falling domino's energy is used in knocking over the next.  Then the first domino imparts an energy (P + E)/ 10 to the second, which in turn imparts ((P + E)/10 + E)/10 to the third, and so on: it is clear that the contribution of the original push, P, to the energy with which the nth domino hits the ground will get vanishingly small as n gets larger, and that this energy will in fact settle down at a constant level: the system as a whole will then obey the all-or​-nothing law exactly.

Thus the basic cause of all-or-nothing behaviour is the regenerative process that produces action potentials.  A common misconception is that it is caused by the all-or-nothingness of the individual channels, which is rather like saying that because you either have a penny or you don’t, everyone must be either a millionaire or completely broke.

Figure 2.27 - dominos

This law is of fundamental significance in the nervous system, and it is worth reflecting on its functional implications.  Why should it have evolved?  It clearly imposes very severe limitations on the kinds of messages that nerves can convey, prohibiting direct transmission of graded quantitative information (of the kind conveyed, for example, by the varying concentration of a hormone in the blood), the only messages permitted being of the binary 'yes/no' variety.  The answer certainly lies in the problems of trying to send messages along cables that are so leaky that currents cannot be conveyed passively more than a matter of millimetres.  An engineer faced with such a problem - as found on a somewhat larger scale in transatlantic submarine cables - would probably deal with it by introducing a series of booster amplifiers at intervals along the cable, to restore the losses caused by leakage.  In the case of nerve axons, we have already seen that the length over which they are required to conduct is so vastly greater than the space constant, that many thousands of such stages of amplification would be required; each node of Ranvier is in effect a booster of this kind.  

What are the characteristics of a chain of amplifiers of this sort? All amplifiers, however good their quality, suffer from two defects: they introduce noise, and they create distortion.  Noise includes both the hiss that arises inevitably in any electrical system - including neurons - from the random movements of the electrons or ions in its conductors, and also disturbances picked up from external sources of interference.  Now imagine a thousand hi-fi amplifiers connected end to end, so that the output of one forms the input of the next.  The noise generated by each one of them will be amplified all the way down the line and added to those of the others, making the final output very much noisier than if there were only one amplifier.  Distortion arises through inaccuracies in the linearity of the amplification.  This too becomes exaggerated if a number of amplifiers are connected in series: if for example the gain of each amplifier is 1 per cent greater than it should be, then the gain of the whole set of a thousand will be too large by a factor of some 2000; and if 1 per cent smaller than it should be, then the overall gain will be 1/2000 of the correct value.  Thus accurate transmission of quantitative information becomes almost impossible: the system almost automatically becomes all-or​-nothing in character, since signals either vanish or become saturatingly huge.

The only solution is to be less ambitious about what one is trying to signal.  If for example one limits oneself to only two possible signals - 'yes' or 'no' - then distortion no longer matters: the signal is either there or not there, and no regard need be paid to how large it is.  If we also arrange for each amplifier to have a threshold that is higher than the normal noise level, but allows through the signal 'yes', then we can get rid of noise as well.  In other words, the only kind of system that is capable of transmitting messages reliably over distances that are much bigger than the space constant is precisely what we have found in the nerve axon itself: a series of regenerative amplifiers (the voltage​-sensitive sodium channels) exhibiting a threshold that prevents the fibre from producing spurious signals in response to its own noise.  There is no advantage in such a system for conduction over shorter distances, and in practice it is found that short neurons (as for example the bipolar cells of the retina) never use action potentials, but rely on the much simpler and more informative method of passively propagated electronic potentials.  There is nothing intrinsically desirable about action potentials: they are a necessity imposed by the need for nerves to be small, and severely constrain the way in which information is coded.SYMBOL 38 \f "Wingdings"
Neural codes

We now need to think about the ultimate function of nerve, transmitting information.  How is this information actually coded?   

For short neurons, there’s no problem: stimuli of different sizes are converted into potentials of different sizes, and these are conducted passively and faithfully to the other end, where they cause the release of similarly graded amounts of transmitter.   But over longer distances, with active propagation, this won’t do at all.  Because of the all-or-nothing law, each action potential is exactly the same as any other.  From the point of view of communicating info, at first sight this sounds absolutely hopeless: obviously we want nerves to tell us how strong stimuli are.  How does the body solve this problem? 

There are many ways in which such information could be coded despite all-or-nothingness.  At one time, in the very early days of digital computers, people were excited by the way in which these tremendously complex devices with their miles of wiring hundreds of repetitive units just like neurons seemed just like the brain; and of course it was natural to compare the all-or-nothing action potential with the similarly all-or-nothing digital pulses on which these computers were based.  (There are still textbooks that say that nerves code information digitally).  But this is completely wrong.   The essential difference between the two basic ways of coding information, analogue and digital is this: 

In digital coding we convert it into a pattern using a more or less arbitrary code which is discrete and not continuously variable at all, with only a finite number of possible values: think of the digits on a digital watch.   
In analogue coding, we convert the incoming variable into another continuously variable quantity that directly represents its size in a one-to-one sort of way: in other words, it’s an analogue of it, like the minute hand on an analogue watch.  (Fig. 2.28) 

Figure 2.28  Neural codes 

Nowhere in the brain do we ever see what you need to have in digital pulse-coded systems, which is impulses either occurring or not occurring in fixed positions.  In computers, there has to be some kind of internal clock within the computer that defines what the timing of the pulses means.  It is unlikely that this form of coding is used by the brain, both because the slowness of conduction would make it difficult to maintain accurate timing between events, and also because of the apparent absence of anything equivalent to an internal reference clock.  A familiar example of a different kind of binary code is the Morse code, where information is carried in the temporal pattern of the only two possible signals - dot and dash.  However, coding of such sophistication has never been observed in actual neurons, and we shall see that the mechanism by which neurons are caused to fire repetitively makes it unlikely that information could actually be carried by the nervous system in this form.  

So in this respect brain not in the least like a computer.  In nerves, information is mostly coded by the frequency of firing, and as this is something that that can vary continuously, it provides an analogue code.  This kind of signalling technically called frequency modulation.   So although we can’t control the size of the APs or spikes, what we can do is alter how often they happen.   

Frequency coding has one very great advantage, the same as the advantage of FM (frequency modulated) as opposed to AM (amplitude modulated) radio: if you add interference to a signal it messes up its amplitude but hardly affects its frequency at all; as a result FM is much less prone to noise and interference than AM.  In amplitude modulation, the amplitude of the radio-frequency carrier wave is a direct copy of the sound wave being transmitted (Fig. 2.29); the radio receiver decodes this signal by converting the envelope of the radio wave back into a sound wave.  The disadvantage of such a system is that any variations in the amplitude of the wave caused by transmission itself - fading, or noise generated by radio interference - get incorporated in the sound reproduced by the receiver.  In FM transmission this is no longer the case: here it is the frequency of the radio wave rather than its amplitude that conveys the sound information, and disturbances that affect its amplitude no longer matter, since it is only the frequency of the received signal that is decoded by the receiver, producing essentially noise-free transmission.  If a peripheral nerve is stimulated by a touch receptor in the skin so that 50 impulses are despatched from the periphery, it is virtually certain that exactly 50 impulses will be received by the central nervous system.   So action potentials are extremely reliable, but very costly in terms of the energy consumed by the sodium pumps needed to mop up after the repeated action potentials.
Figure 2.29 - FM

So far we have only considered temporal codes; but in addition, nerves can signal information spatially.  This is related to what at first sight is a strange feature of nerves, that they contain quite so many fibres.   Take a muscle like the gastrocnemius, for instance: it can only do one thing - at any moment it can exert a certain force.  So one might well think that all you need to control it is just one nerve fibre, whose frequency of firing would tell it what force to generate.  Yet the nerve innervating the gastrocnemius, has far more than just one fibre: in fact, hundreds and hundreds of them.  The reason is that this provides an additional mechanism for providing fine grading of the force of contraction, called recruitment, the extra dimension enabling the total number of action potentials per second to be varied over a wider range.  If you record from any one fibre, you find that its firing frequency increases with the strength of contraction, as you’d expect; but there is a certain threshold below which it doesn’t fire at all.  If you move to a different fibre, you find the same thing, but typically with a different threshold. Because all the fibres have different thresholds, as the force of contraction increases, it isn’t just that any particular fibre fires faster, it is that more of them start to fire at all (Fig. 2.30).   And this recruitment enables the muscle to be controlled with a wider range of commands than would be possible if there was only one afferent nerve fibre.   It does not just apply to motor nerves: a good example of this, as we shall see, is in the nerve from the vestibular apparatus.  Here the fibres are all found to have different stimulus thresholds, so that increasing stimulation leads to more and more of them firing at once.   

Fig. 2.30 - recruitment  

Coding and decoding frequency

How are frequency codes generated?  And how are they decoded again?  

The second question is easier to answer.  Recall that the function of nerves is to release controlled amounts of transmitter from their terminals.   As we shall see in more detail in the next chapter, when action potentials finally reach the end of the axon they open voltage-gated channels, that let calcium in.  This then makes the terminal release the transmitter they contain from the vesicles in which it is normally stored.  Since each spike is identical, it releases the same quantity of transmitter; consequently altering the frequency causes the rate of transmitter release to change, so that the original information is passed on to the target cell.   

Coding from stimulus size to firing frequency is a little more complex.  Consider a neuron with a set of receptor channels which when open tend to short-circuit the membrane and lead to an equilibrium potential around zero.  Somewhere between the resting potential ER and zero there will be a threshold potential for triggering an impulse.  If we suddenly open the receptor channels and keep them open, the potential will move towards zero, and must at some point cross the threshold, setting off an action potential.  The usual stereotyped sequence of changes in permeability will then ensue, terminating in a recovery phase in which PK will be elevated and the neuron relatively hyperpolarized as its potential is pulled towards ER.  As PK declines to normal after the impulse, the potential will rise again, not just to the original resting potential but past it (since we suppose that the receptor channels are still open) towards zero.  What happens next will depend on the rate at which this depolarisation occurs.  If it is sufficiently fast (and SYMBOL 113 \f "GreekMathSymbols" correspondingly low), the threshold will be crossed once more, and a second action potential will be generated; then a third, a fourth, and so on: impulses will continue to be generated so long as the receptor channels remain open (Fig. 2.31). The greater the short-circuiting current, the faster the rate of depolarisation will be after each impulse, and so the sooner the nerve will fire off again.  Thus the frequency of the repetitive firing will depend on the degree of short-circuiting that we have produced: the more receptor channels are open, the higher the frequency.  But if the rate of depolarisation after the first action potential is too slow, SYMBOL 113 \f "GreekMathSymbols" may rise so much because of accommodation that the membrane potential never reaches it, and the neuron will fail to fire for a second time.  Under suitable conditions, a steady current will imitate the effect of a short-circuiting permeability change, and will elicit repetitive firing: the frequency is often a simple - even linear - function of the applied current (Fig. 2.31). 

Figure 2.31 - repetitive

Even though the current is held constant, one often observes in such a preparation that the frequency of action potentials declines from an initial high value to a lower steady state (Fig. 2.32).   A decline of this kind in the response to a steady stimulus is called adaptation, and is discussed much more fully in the next chapter (p.[whatever it is]).  This particular example of adaptation seems to be a general property of all kinds of neurons, including receptors, and is called membrane adaptation.  It is sometimes described as accommodation, but this is very misleading since it is not in fact due to the same mechanism as that underlying the true accommodation described earlier.   

Figure 2.32 - membrane adaptation 

Membrane adaptation is believed to be caused by the entry of calcium ions during the action potentials.   The calcium then acts on a type of potassium channel that is distinct from the voltage-sensitive ones we have come across so far, that opens in response to calcium, thus increasing PK, stabilising the membrane and raising the threshold for generating action potentials (Fig 2.33).  This probably represents a general mechanism for regulating the resting potential, rather than specifically intended for adaptation.

Figure 2.33 - calcium & adaptation

In addition to adaptation, there are other more complex kinds of temporal patterns that can occur, especially in central neurons, in response even to steady stimulation.   An example is the rhythmic occurrence of bursts, clusters of high-frequency action potentials separated by periods of quiescence.   This more complex behaviour can be due to channels with longer periods of activation or inactivation, or to specialised calcium channels, particularly when, as in Fig. 2.33, calcium entry then interacts with some other channel to alter its properties.  A particular instance of unusual discharge patterns with an identifiable functional meaning occurs in the thalamus in relation to sleep and arousal, and is discussed in Chapter 14, on p.xxxxxxx.

Conduction velocity

So far, very little has been said about the speed at which all these processes occur.  We have traced the sequence of events by which one active region of nerve can trigger off a similar pattern of activity in another one at a distance from it by means of local currents: conduction velocity is simply a matter of how far and how quickly these currents spread, and how long it takes for them to be regenerated.

The spatial part of this is something we looked at much earlier in this chapter, and you will recall that there is a useful parameter, the space constant, , that is a measure of how far currents spread.  More exactly, you remember that lambda is how far you can go before a voltage that you have applied drops to 1/e of its original value, and this tells you all you need to know about the how far bit.  But what about how quickly they spread? 

You might be forgiven for thinking that conduction of electricity down a nerve would simply happen at the speed of light, but that is completely untrue.   Currents travel down cables - whether nerve fibres or any other kind of man-made cable - at speeds that are considerably less than this.   When the first transatlantic telegraph cable was laid in 1866 from Valentia in Ireland to Newfoundland - 2600 miles - people were astonished that it took three seconds for current to travel from one end to the other, about 3% of the speed of light.   That was a good cable: with really bad cables like nerve fibres, passive conduction is very slow indeed - sometimes less than 1 m/sec.   Why is it so slow?

The answer lies in an electrical property of the membrane called capacitance.  (See Box)   Any two conductors separated by a layer of insulation act as a capacitor.  The larger the opposed areas of the conductors, and the thinner the insulating layer between them, the larger the capacitance will be.  In the case of nerve fibres, the membrane is both a good insulator and extremely thin, and makes a splendid capacitor: it has a capacitance, CM, of about l SYMBOL 109 \f "GreekMathSymbols"F/cm2.  So our equivalent circuit should really be redrawn in the form shown in Fig. 2.34.

Figure 2.34 - capacitance

In Fig. 2.3 an equivalent circuit of the nerve membrane was introduced, in order to explain the spread of current from one part of the fibre to another. What was omitted from this circuit was that nerve fibres show not only resistance, but also another passive electrical property, capacitance: (see box) the ability to store charge.  Now the effect of having capacitance in a circuit of this sort is to make it more sluggish in its responses. SYMBOL 58 \f "Wingdings" If we suddenly pass a current I through a resistor RM on its own, the voltage across it immediately reaches the value V = IRM; but with a capacitor as well it now takes time for the voltage to reach this value, because part of the current must be used to charge up the capacitor to the new level.  What is observed is that on injecting a step of current of this kind, the voltage rises only slowly to its final value of  IRM, with a time-course that is exponential and given by V=  IRM (1 - e-t/SYMBOL 116 \f "GreekMathSymbols").   SYMBOL 116 \f "GreekMathSymbols" here is the time constant of the circuit (the time taken for the discrepancy (IRM - V) to fall by a factor e), and is equal in this case to RMCM.  For many nerve fibres, this time constant is of the order of a few milliseconds, setting a limit on the rapidity with which the membrane can generate voltages in response to local currents. SYMBOL 38 \f "Wingdings"
The question of how far the local currents spread was considered earlier in this chapter.  We saw that a voltage generated at a particular point on the membrane declines exponentially as a function of distance, with a space constant .  The space constant and time constant together give a measure of the speed with which an electrical disturbance is propagated passively along the axon, regarded as a simple cable.  This speed is in fact equal to SYMBOL 108 \f "GreekMathSymbols"SYMBOL 116 \f "GreekMathSymbols", which has the dimensions of a velocity.  

Now we need to consider what difference it makes having active rather than passive conduction.  Passive conduction involves just  and ; active conduction - perhaps paradoxically - is actually slower than passive because of the extra time - T -  needed to regenerate the action potential from threshold to full size.  We need to modify the formula for the velocity a bit to take this into account: in effect, instead of / we now need something like /(+T).   T is mostly due to time it takes for the sodium permeability to respond to the change in potential, and normally is very short, so that T is small in comparison with .   

Although T is not normally a very large factor, there are circumstances when it can alter.  Higher temperatures speed the permeability changes up a great deal, because they’re both high-order reactions, but they affect the fourth-order potassium more than the third-order sodium.  As a result, potassium gradually catches up with sodium and the action potential actually gets briefer and smaller as the temperature is raised (Fig. 2.35).  In some cold-blooded animals, conduction ceases altogether if the temperature exceeds some 37SYMBOL 176 \f "GreekMathSymbols"C. SYMBOL 38 \f "Wingdings"
Figure 2.35  Temp and conduction velocity

The size of the local currents also depends on the ionic concentrations inside and outside the fibre - low external sodium for instance reduces the velocity of conduction because it makes the sodium current smaller - and is influenced by local anaesthetics and other pharmacological agents acting on the permeability mechanisms.  It is also a function of the density of sodium channels in the membrane; the nodes of Ranvier have a very much higher density of sodium channels than do ordinary unmyelinated fibres, another factor contributing to the increased conduction velocity of myelinated nerves.

Finally we need to consider factors that might influence conduction velocity by acting on  and .  One such factor is the diameter D of the fibre.  How will this affect ?   is equal to the product of C and RM, both of which depend on the surface area of the fibre: if D increases, the surface area increases in proportion.   This makes the capacitance increase, but it makes the resistance decrease: and oddly enough these two effects cancel out, so that the time constant doesn’t vary with diameter at all.   What about ?.    Earlier we looked at the effect of diameter D on the space constant, and we saw that l in fact varies with the square root of the diameter.  So if the velocity is proportional to /, and  is constant, then velocity will also vary with the square root of D as well, which is indeed what is found (see Box). 

The second factor is myelination.  Animals rarely have unmyelinated fibres larger than about 1m in diameter: the reason for this is that there is a far better way of increasing the conduction velocity of large fibres than simply increasing their size, and this is myelination.  As we saw in the previous chapter, the effect of myelination is enormously to thicken the layer of insulation round the fibre (except at the nodes of Ranvier); this has the desirable consequence of greatly increasing RM, and reducing CM.  As you might expect, this enormously increases RM, but once again it has the opposite effect on C, which gets smaller.   Again, the two factors cancel out, so that the time constant is no different.  But as we saw before, the extra insulation does increase the space constant, so as a result conduction is greatly speeded up: in effect, the myelin forces the external local currents to travel further before they can gain access to the axoplasm through the nodes.  A curious thing about myelinated nerve fibres is that they don’t show the square root relationship for velocity and diameter, but something nearer a linear relation.   The reason is to do with optimisation; in real life it turns out that the myelin thickness is not constant: there is an optimum thickness for myelin, which varies with the diameter, and the effect of this is to make the curve more-or-less linear rather than showing a square root relation (Fig. 2.36). An important consequence of the linear relation for myelinated fibres as opposed to the square root one for unmyelinated is that the two curves cross, at about 1 micron diameter.  This answers a question that may already have occurred to you; if myelin’s so wonderful, why aren’t all fibres myelinated?  The reason is that although there is a speed advantage in myelinating larger fibres, it is actually better to leave the smaller ones alone, because for a given overall diameter, the myelin takes up space that impinges on the conducting axoplasm.  So there is no point in having myelinated fibres smaller than 1m in diameter, or unmyelinated ones larger than this (squids don't seem to have heard of myelin).SYMBOL 38 \f "Wingdings".

Since in myelinated fibres the active, voltage​-sensitive, sodium and potassium channels are virtually confined to the nodes, the action potential moves rather quickly from one node of Ranvier to the next, but lingers at the node itself while it is being regenerated, like a car on a motorway stopping for petrol: something called saltatory conduction, a word that just means ‘jumping’. SYMBOL 38 \f "Wingdings"   Obviously myelinated nerves would conduct even faster if there were no nodes at all, but you have to have some it order to make up for the loss of current that still occurs despite the thick layers of myelin.   In fact the nodes are separated by something of the order of a space-constant, which provides enough of a safety margin that even if one or even two are nodes poisoned the nerve can still just conduct.  The importance of myelination can be seen in multiple sclerosis, a condition in which the myelin gradually degenerates, causing progressive weakness and lack of co-ordination.

Figure 2.36 - Rushton

Box 2.1   "Summary of factors affecting conduction velocity"

The compound action potential

At all events, if look at peripheral nerve we typically see mixture of myelinated and unmyelinated fibres are all jumbled up together, conducting at a wide range of speeds. The fastest nerves in your body are extremely fast, conducting at about 120 m/sec or about 270 mph: means that the time taken for information to get from say your toe to your brain can be as little as 10msec; on the other hand, a small fibre conducting at less than 1 m/sec would take more than a second for the same journey.  

As a result of this mixture of speeds, if you take such a nerve, stimulate one end and record some distance down it, you get rather a complicated electrical response called the compound action potential, the sum of many different action potentials all occurring at different times: rather as in the Grand National, the further away, the more the whole pattern is spread out.SYMBOL 58 \f "Wingdings"  Under these circumstances, the pattern of peaks in the compound action potential gives a sort of spectrum of the conduction velocities of the fibres in the nerve, though not a very quantitative one, since large peaks may simply be due to large fibres rather than to a large number of fibres of a particular velocity.  Often the fibres appear to fall into groups based on their diameter and therefore their conduction velocity: common way of classifying fibres: basically fast, medium and unmyelinated slow, but subdivisions of the fast (See Box). 

Figure 2.37 - compound

Box   "The classification of nerve fibres"

Figure captions

Fig 2.1  Knock-down proof that action potentials depend on electrical currents: see text. 

Fig. 2.2 Analogies between electrical conduction by an insulated wire and by an axon.  Both consist of a central conductor and insulated sheath that nevertheless allows some current to leak out, so that the transmitted voltage is not the same as the original.

Fig. 2.3  Passive spread of electrical current along an axon.  Above, each unit length of fibre can be thought of as having a longitudinal resistance RL and a transverse or membrane resistance RM.  Then the whole axon may be represented by the ladder-like equivalent shown below.  If a voltage V0 is applied at one end, the voltage measured at different distances x along the axon will fall off exponentially, as shown at bottom, because of leakage through the membrane.  The space constant is the distance for which the voltage falls by a factor e.

Fig. 2.4  Doubling the diameter of an axon reduces RM by a factor of 2, but RL by a factor of 4.  (The fact that axons are not usually square does not affect this result!).

Fig. 2.5  Idealised passive transmission of information by a neuron.  A stimulus causes a change in potential; the resultant current flows down the axon but is subject to leakage, so that the voltage at the terminal is less than the original.  But nevertheless it causes the release of transmitter from the ending.

Fig. 2.6  The components of action potential propagation.  A depolarisation V at one point on the fibre results, through local current flow, in a smaller depolarisation V' some way down the axon.  This triggers off a permeability change P in the membrane, which in turn produces a voltageV that is larger than V'.  The whole sequence - decay followed by regeneration - is repeated indefinitely.  

Fig. 2.7  Passage of ions across membranes.  Above, the major classes of mechanisms that transport ions across membranes.  Below, the 3:2 sodium/potassium pump, using ATP to transport sodium out of the cell and potassium in, against their respective concentration gradients.

Fig. 2.8  Postulated molecular structure of one class of potassium channel, showing how the presence of carboxyl groups and charged groups in proteins lining the channel enables it to discriminate between potassium and sodium ions (after D. A. Doyle et al, 1998)

Fig. 2.9  Two compartments each containing potassium chloride, at different concentrations.  At top, the barrier separating them is impermeable to potassium, so there is no potential difference.  Middle, and bottom, the barrier is made permeable only to potassium ions (black dots), which therefore tend to diffuse down their concentration gradient.  But in doing so they set up a potential, which eventually grows to the point where it prevents further ions moving across:  this is the Nernst or equilibrium potential, EK.

Fig. 2.10  Left, two compartments as in Figure 2.9 containing sodium and potassium chloride and separated by a barrier having a permeability PK to potassium and PNa to sodium. At top, both permeabilities are zero; middle, it is permeable only to potassium (black dots), producing a potential of EK; bottom, to sodium (red dots), producing ENa.   Right, its equivalent circuit: gK and gNa are the electrical conductances determined by PK and PNa..  Bottom right, the membrane potential E can be thought of graphically a being an equilibrium between the pull of PK towards EK and PNa towards ENa.
Fig. 2.11  Measurement of membrane potential of frog muscle fibres (data points) in response to different external potassium concentrations.  The black line shows what would be expected from the Nernst equation if the membrane were permeable only to K+, whereas the red line shows the expectation if it is about 1 percent as permeable to Na+ as it is to K+.  (After Hodgkin and Horowicz, 1959).

Fig. 2.12 Left, intracellular recording of action potential in squid giant axon.  Right, photograph of giant axon with a microcapillary tube introduced within its lumen. (ref)
Fig. 2.13  Action potentials in a squid axon, showing the effect of different external sodium concentrations.  A, sea water; B, 71 percent sea water; C, 50 percent; D, 33 percent; the sea water was diluted with isotonic dextrose.  (After Hodgkin and Katz, 1949).

Fig. 2.14 (no caption)

Fig. 2.15  Trying to determine how the conductivity g depends on the potential V.  One might simply try injecting a current I to create a given potential V, and then measure the ratio I/V to find the conductivity; but any change in g will alter the value of V (red arrow), so the experiment cannot be done.  

Fig. 2.16  The principle of the voltage clamp.  Two electrodes are inserted in the quid axon; the voltage measured by one of them (black) is compared with the 'desired voltage' V, and any difference between the two (error) automatically alters the current I passed in to the axon through the second electrode (red).  The time-courses of V and I are displayed on an oscilloscope; here the current in response to a step change in V is shown (somewhat simplified and schematic).

Fig. 2.17 Left, time course of current in response to a step depolarisation in a voltage clamp experiment on a squid axon, showing the three main components of the current.  Right, by repeating the experiment in sodium-free seawater, the sodium component can be eliminated, leaving the potassium current behind; the difference can be presumed to be what the time-course of the sodium current was originally.  (Simplified, after Hodgkin and Huxley, 1952a; Hodgkin, 1958).

Fig. 2.18  Above, changes in potassium and sodium permeability associated with the action potential.  Below, how these changes result in the form of the action potential itself.  The arrows above and below the trace indicate roughly by their length the relative sizes of PNa and PK, pulling the potential respectively towards ENa and EK.

Fig. 2.19  Above, theoretical solution of the differential equations embodying the electrical properties of squid axon, the constant field equation, and the results of voltage clamp experiments.  Below, actual action potential in squid axon at 18.5SYMBOL 176 \f "GreekMathSymbols"C.  (After Hodgkin and Huxley, 1952b).

Fig 2.20 Patch clamping.  Above, schematic view of the method: an excised patch of membrane is held tightly against a micropipette so that the potential across it can be clamped to various levels by passing current through the pipette.  Below, behaviour of individual voltage-gated sodium channels in rat myotube membrane, as revealed by patch-clamping.  In single trials (three top traces) individual channels can be seen opening in response to depolarisation and shutting again spontaneously, their currents adding together when more than one is open (top trace); when many such records are averaged, the probabilistic summation leads to a curve similar to what is seen for whole-fibre preparations.  (Data from Pattak and Horn, 1982).

Fig. 2.21  In a fourth-order system, four independent events must coincide for the outcome to occur; thus the probability of the outcome is the fourth power of the probability of each individual event.

Fig. 2.22  Left, possible structure of a sodium channel, formed of four domains each composed of six cylindrical alpha helices.  Right, opening of the channel as result of small rotations of each domain.

Fig. 2.23  'Snapshot' of a nerve axon with an action potential travelling from left to right. The red holes represent the approximate relative density of open sodium channels, the black ones of potassium channels. Below, the flow of current and distribution of potential along its length.

Fig. 2.24  Top, the relation between small depolarisations V and changes in permeability to potassium, PK, and sodium, PNa, illustrating the existence of negative feedback in the former case, and positive in the latter.  Whether the system as a whole shows negative or positive feedback depends on the relative size of the two components, as in the brick shown in the middle.  For a small push it shows negative feedback, and is stable: for a larger push it shows positive feedback and topples over.  Bottom, response to stimulating currents of increasing size applied to crab nerve near the recording electrode, showing stability for small stimuli and instability (action potential generation) for larger ones: close to the threshold it teeters on the brink.  (Partly after Hodgkin, 1938).

Fig. 2.25  Refractoriness of nerve: the voltage V required to stimulate an axon at different times t after a previous suprathreshold stimulus, showing the absolute refractory period A and the relative refractory period R.  V0 is the threshold when a single stimulus is used.

Fig. 2.26  Accommodation.  Above, the threshold for generating an action potential (arrows) depends on the rate of depolarisation: if this is too slow the fibre may never fire at all however much it is depolarised (after Fabre, 1927).  Below: left, the changes in PK and PNa in response to a clamped step of voltage; right, in response to a series of small steps, approximating a slowly increasing depolarisation: potassium permeability increases steadily, while sodium permeability declines though inactivation.

Fig. 2.27  All-or-nothing behaviour of a row of falling dominoes.

Fig. 2.28  Types of temporal coding that could be used by nerve fibres: over long distances, only pulse-interval coding is actually used.

Fig. 2.29  Amplitude and frequency modulation, showing how noise added to the modulated radio wave results in more interference in the decoded audio signal in the case of amplitude modulation (AM) than for frequency modulation (FM).

Fig. 2.30 Recruitment.  The lines show how firing frequency is related to stimulus size in three hypothetical nerve fibres of different thresholds.  As a result (right), with increasing stimulus size the number of fibres firing, as well the rate of firing, both increase, leading to an acceleration in the total number of action potentials.

Fig. 2.31  Left, mechanism by which a steady current may initiate repetitive firing.  The black line shows schematically the response to a continuous depolarising current; the red line, to a smaller current. 1 and 2 are the threshold levels corresponding to the associated rates of depolarisation.  The frequency in each case is the reciprocal of the interval T between spikes.  Below, experimental relation between injected current and resultant steady firing frequency for three motor neurons (data from Granit et al., 1963)

Fig. 2.32  Membrane adaptation in motor neurons: spike responses to steadily injected currents of the strengths indicated (Oshima, 1969).  

Fig. 2.33  One membrane mechanism that contributes to adaptation.  Depolarisation increases internal calcium concentration, which in turn activates Ca-dependent potassium channels; the resultant increase in PK forms a negative feedback loop that tends to restore the original potential.

Fig. 2.34  Above, voltage response of a resistor (left) and of a resistor and capacitor in parallel (right) to an applied step of current, showing the slow, exponential, rise of voltage in the second case.  Below, modification of the equivalent circuit of figure 2.2 to include membrane capacitance CM as well as resistance RM.

Figure 2.35  Temp and conduction velocity.  Left, because the opening of potassium channels is a higher-order process than that of sodium, its speed is more affected by temperature; thus at higher temperatures the potassium response to a tep of depolarisation tends to catch up with the sodium response.  As a result (right) action potentials travel faster at higher temperatures, but also get smaller (squid axon: after Huxley, 1959)

Fig. 2.36  Theoretical dependence of conduction velocity V on axon diameter D, for unmyelinated (U) and myelinated (M) axons.  M is extrapolated from observations, U is scaled to fit observations on fast C—fibres; considerably idealised.  (After Rushton, 1951)

Fig. 2.37  The compound action potential.  Above, biphasic recording from whole nerve: the compound action potential is spread out because of 'straggling' by action potentials in smaller fibres.  Below left, actual compound action potential from frog sciatic nerve, with the A group shown on an expanded time scale in the inset.  (Data from Erlanger and Gasser, 1938).   Right, section of part of rabbit sciatic nerve, showing a mixture of fibre sizes, mostly in groups Aand A (ref).  
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Notes

There are many excellent books on electrophysiology.  Aidley, D. J. (1989) The Physiology of Excitable Cells. Cambridge University Press, Cambridge is excellent all round; as is Nicholls, J. G., Martin, A. R. and  Wallace, B. G. (1992) From Neuron to Brain. Sinauer, Massachusetts (with the added advantage of an appendix on electrical circuits for those who missed out on their physics at school).  Matthews, G. (1986) Cellular Physiology of Nerve and Muscle. Blackwell, Oxford is more general in its scope, as is Levitan, I.B. and Kaczmarek, L.K. (1997)  The Neuron  (Oxford University Press). a book with remarkably clear text and illustrations.  Aidley, D. J., Stanfield, P. R. (1996)  Ion Channels (Cambridge University Press) provides detailed and comprehensive information from a molecular viewpoint; at the opposite extreme is the outstandingly thoughtful and functional Rieke, R., Warland, D., Ruyter van Stevenunck, R. and Bialek, W. (1997)  Spikes: Exploring the Neural Code (MIT Press)

Hodgkin, A.L. Chance and Design (1992) Cambridge University Press is an autobiography that provides an inside view of how research was done in Cambridge in the 1950’s.

p.   Galvani  Galvani's description of his experiments, and his careful reasoning from them, are well worth looking at.  His summary of how nerve operates is, in essence, a remarkably percipient description of passive conduction: "For what pertains to voluntary motions, perhaps the mind, with its marvellous power, might make some impetus either into the cerebrum, as is very easy to believe, or outside the same, into whatever nerve it pleases, wherefrom it will result that neuro-electric fluid will quickly flow from the corresponding muscle to that part of the nerve to which it was recalled by the impetus, and when it has arrived there, the insulating part of the nerve substance being overcome through its then increased strength, as it goes out thence, it will be received either by the extrinsic moisture of the nerve, or by the membranes, or by other contiguous parts, and through them, as through an arc, will be restored to the muscle from which, as we are pleased to think, it previously flowed out, from the positively electric part of the same, through impulse in the nerve".  Luigi Galvani (1791)  De Viribus Electricitatis in Motu Musculari Commentarius; translated R. M. Green (Licht, Cambridge, Mass.).

p.    Permeability changes causing potential changes  A horribly common misconception - actually taught in many schools - is that the potential changes that follow the opening of sodium channels are due to a large increase in sodium concentration: "Sodium ions rush in, and during recovery they are pumped out again by the sodium pump".  The clearest demonstration of the falsity of such a view is that after blocking the sodium pump with ouabain, a squid axon can carry several thousand action potentials before the internal sodium finally rises to the point where the axon can no longer conduct.  The membrane is like a car battery, charged by the dynamo provided by the sodium pump.  

p.   The Voltage clamp technique is well described in Alan Hodgkin's own Conduction of the Nervous Impulse. Liverpool University Press, Liverpool (1964).   Something of the atmosphere in the lab in the exciting time that led up to these findings can be felt in Hodgkin, A. (1992) Chance and Design: Reminiscences of Science in Peace and War. Cambridge University Press, Cambridge.  

p.  Tetrodotoxin  a powerful poison from the puffer fish, a high-risk Japanese delicacy that adds a certain frisson of excitement to dining out in Japan, since it regularly poisons a certain percentage of the gourmets who eat it.  One shouldn’t blame the puffer fish, actually, as it turns out to be due to bacteria that associate with it; reared in isolation, puffer fish are not poisonous at all. 

p.  Calculations In Chance and Design (1992) Alan Hodgkin describes how at this stage, in March 1951, the only computer in Cambridge was out of use for 6 months, and how Andrew Huxley spent three weeks of gruelling labour literally cranking out the calculations on a hand-operated mechanical calculating machine: rather awful that what took him three weeks is done my computer in a millisecond.  

p.   Voltage-driven permeability changes   One additional factor, however: it turns out that in many cell bodies, terminals and dendrites (though less so in axons) calcium as well as sodium may enter during action potentials.  Since calcium concentrations outside cells are normally very much larger than those inside, this calcium entry can also contribute substantially to membrane depolarisation (an important example of this is cardiac muscle).  But calcium entry is also important in another way, for in many situations it also acts as a chemical messenger, triggering other kinds of responses from the cell apart from changes in potential.  A good example of this is in synaptic transmission, discussed in the next chapter; another is of course muscular contraction.  In addition, when calcium enters it may indirectly contribute to membrane potential by altering the permeability to potassium, through more than one type of channel: these channels are distinct from the purely voltage-sensitive ones discussed so far.  For the most part, these mechanisms tend to stabilise the resting potential. 

p. Toxins   Scorpion venom is for instance a cocktail of several remarkably vicious compounds, one rather cleverly slows the inactivation down, and another lowering the threshold for the sodium mechanism, so that the fibre fires paroxysmally and then blocks itself.  Certain poisonous frogs secrete batrachotoxin - used in South America as an arrow poison – that lowers threshold for sodium and knocks out inactivation completely.  Wasp and bee venom contains dendrotoxins that - like TEA -  block potassium channels; and so on.

p.   Time-constant  One might wonder why RL does not contribute to the time constant.  The reason is that just as the space-constant is defined in terms of what happens when we disregard time (by considering what happens when everything reaches equilibrium), so the time-constant is defined in terms of what happens when space is entirely neglected: that is, when a current is applied uniformly along the fibre.  Since there is then no spatial variation, no current flows through RL so it cannot contribute.

p.   Saltatory conduction  Students sometimes get the impression that saltatory conduction is fast because the action potential jumps in this way.   This is really to think of it back-to-front: each node causes the action potential to be delayed while it is regenerated, like pit stops in a motor race.  The nerve would conduct faster if there were no nodes, but not very far. 

p.   Conduction velocity and diameter   Apart from Rushton's classical paper mentioned above, you may care also to look at  Arbuthnott, E. R., Boyd, I. A. and  Kalu, K. U. (1980) Ultrastructural dimensions of myelinated peripheral nerve fibres in the cat and their relation to conduction velocity. Journal of Physiology 368, 125-157.  One might wonder why the myelinated curve doesn't go through the origin: is there really a certain size at which the fibre stops conducting altogether?  The answer is that in the model it is assumed that one can alter the thickness of the myelin for optimum conduction velocity; as the diameter goes down, this optimum thickness gets relatively bigger.  There comes a point where the model says that one does best with solid myelin and no axoplasm at all!  You can investigate this yourself with the NeuroLab Conduction Velocity exhibit.

p.    37SYMBOL 176 \f "GreekMathSymbols" causing nerve block  Good news for oysters, anaesthetised as they are swallowed.  And possibly for lobsters, traditionally brought slowly to the boil whilst still alive.

p.    Better not to use action potentials    An antidote to the common misconception that all nervous communication has to be through action potentials is Roberts, A. and  Bush, B. M. H. (1981) Neurons without Impulses. Cambridge University Press, Cambridge.

NeuroLab

General instructions for running NeuroLab may be found on page [whatever it is].
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  p.    Passive currents   This models a stretch of cable with longitudinal resistance and transverse resistance and capacitance.   The two sliders enable you to alter the space and time constants.   You can choose either to apply a steady current or a pulse of current (a charge, in other words) with the radio buttons on the right.  Pressing Start shows a series of snapshots of voltage as a function of distance on each side of the point of stimulation, at equal intervals of time after application of the stimulus.  In the case of a steady current, you will see the voltage  gradually reach an equilibrium in which it falls off exponentially on each side.  If you have chosen Charge, you can see how it gradually spreads itself out over the cable, collapsing away to nothing as it is dissipated through the membrane resistance.  See for yourself the effect of altering the space and time constants.
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 p.     Ionic equilibria   This enables you to play around with a simplified model cell, altering ion permeabilities and pumps and seeing the effects on membrane potential and cell composition (on the left) and volume (the cell is shown in the box on the right: its colour (and that of the extracellular fluid) reflect its ionic composition - red is sodium and blue potassium).  You can select the cell to be either a red blood cell or a squid axon with the radio buttons at middle left; you can also use the check box to turn the sodium pump on or off.  

Select squid axon, make sure the sodium pump is on, and press the Start button.  The membrane potential will settle around -64mV.  Use the up and down buttons next to the displayed numbers in the table at top left to alter external sodium and potassium, and note the effect on membrane potential and cell volume.   Alter some of the permeabilities in the same way.  Try turning the sodium pump off.  You can reset the original values with the Reset button, halt the simulation temporarily and resume with Halt and Continue, and quit (as in all the NeuroLab exhibits) with Quit.  
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  p.   Action potentials   This exhibit provides a model of some aspects of action potential generation under normal and clamped conditions.   The model is a highly simplified one, and as a result the time-courses of the action-potentials are not like any those in any particular preparation or species, but they do illustrate many of the principles involved.

The main window shows a display of potential, gNa, gK, total membrane current and stimulus size as a function of time: a sweep is initiated by clicking on the Sweep button at bottom right.  The stimulus controls are at top right: you can choose either a current stimulus under natural conditions, or a clamped voltage stimulus, varying the size with the slider and the polarity with the radio buttons.  Normally the stimulus is applied when you click on the Stimulate panel and stops when you release it; alternatively you can click once on the On panel and then once on the Off.  If you select Ramp, the stimulus changes gradually, at a constant rate: use this to look at accommodation, for instance.  Below, two check boxes enable you to apply TTX (blocking sodium channels) or TEA (potassium).  

In Current mode, short or small stimuli cause a disturbance that settles back to equilibrium; if larger than a certain threshold, an 'action potential' of fairly fixed time-course is generated.  See what factors affect the threshold.  You can also investigate refractoriness and accommodation.  Then select Voltage Clamp mode, and simulate a Hodgkin-Huxley experiment.  Note that small stimuli have more effect on potassium than on sodium permeability; you can also look at inactivation of the sodium channels.
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  p.    Time constants  This exhibit shows an electrical circuit, together with a hydraulic analogue of it, and provides a graphic display of how it responds to different kinds of stimuli.  The values of the two resistances and the capacitor can be altered with the sliders at right.  The radio buttons at top right select one of three operating modes: for the moment, select Voltage.   The circuit then consists of a capacitor and resistor in parallel (as in an axon membrane): when the switch is closed (click on the panel below the sliders) the capacitor is charged up by a fixed voltage source through another resistor.  The hydraulic analogy is a tank of a certain capacity with a leaky outlet, being filled through a tap from another source of constant pressure.  Press Sweep, and a trace will start to appear in the window, showing the voltage across the capacitor as a function of time.  Then open and close the switch and se for yourself how the voltage is affected.  

Selecting the Current option replaces the battery and resistor with a constant current source, equivalent to water flowing into the tank through a tap at a constant rate.   Notice that closing the switch now makes the potential move towards a constant equilibrium value at which the rate of current coming in is equal to the rate of its leaking out again.  

The third option, R2, will be more relevant when we consider synaptic and receptor mechanisms, in Chapter 3, and it is described there (p. [whatever it is]).  
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  p.    Conduction velocity   Here you can design you own nerve fibre by altering its diameter and the degree of myelination: the display at right shows you the resultant electrical properties, and at bottom left you can read off the conduction velocity.  You can see for yourself how diameter affects conduction velocity for unmyelinated fibres.  In the case of myelinated ones, you need to adjust the myelin thickness for each diameter to create the maximum possible speed.   If you are feeling keen, plot graphs of all these things, including optimum myelin thickness.  This model is a very simple one, taking into account only general physical principles, but it generates surprisingly realistic results.

[image: image12.png]


  p.    Compound action potentials   A simple demonstration of the complications introduced when recording from multi-fibre nerve trunks, especially when they are partly damaged and when extracellular electrodes are used.  A set of fibres is shown symbolically in the window.   They are stimulated at the black line at left when the Stimulate button is clicked.  The recording electrodes are the red and blue lines crossing the fibres to the right.  You can move them with the sliders called Electrode Position at top right, and you can also select either monophasic or diphasic recording.  When you stimulate, action potentials (yellow) start to move along the fibres at different rates, and in the window below you can see the resultant potential that is recorded, as a function of time.   You can alter the dispersion of the fibres (i.e. the range of velocities they show) and also introduce some damage, blocking the action potentials at random points as they pass along.  

Boxes

Ionic composition of two kinds of electrically active cell


Frog muscle (Resting potential ca. -100 mV)





Na+
K+
Cl-


Internal (mM)

10
124
1.5


External (mM)

109
2.3
78


Equilibrium

 potential (mV)
+65
-105
-100



Squid axon (Resting potential ca. -60mV)





Na+
K+
Cl-


Internal (mM)

50
400
50


External (mM)

440
20
560


Equilibrium

+55
-75
-60

 potential (mV)



Simplified, after Conway (1957) and Hodgkin (1958)
Box on Chloride

Finally, a mention of another ion - haven't we forgotten chloride? In our simple model, we assumed that chloride ions were unable to diffuse across, so we were justified in omitting them from the constant field equation.  But experiments show that real nerve and muscle membranes have significant chloride permeabilities, and it is obvious from the data that have been presented that there is a considerable imbalance in the concentrations of Cl- on each side.  Nevertheless, there are two reasons why this ion can, for the moment, be safely neglected.  The first is that in practice the Nernst potential for chloride is usually very close to the equilibrium potential of the nerve membrane, so that changes in its permeability have negligible effects on the resting potential.  What happens is that potassium and chloride are free to move together as KCl until the Nernst potentials for both chloride and potassium are equal: that is, until [K]out/[K]in = [Cl]in/[Cl]out.  Because internal [Cl] is so very much smaller than [K], a shift of a given quantity of KCI has an enormously greater effect on the chloride ratio than on the potassium (since the external concentrations remain essentially unchanged).  Thus chloride adjusts itself to a resting potential that is essentially determined by potassium.  Second, it turns out that during the action potential no signi​ficant alterations in chloride permeability occur; as we shall see, this is in sharp contrast to what happens to sodium and potassium.  However, when, in the next chapter, we look at synaptic mechanisms, we shall find that there are certain occasions when chloride cannot be neglected at all, and indeed most inhibitory synapses actually work through changes in chloride permeability.

Box: Summary of factors affecting conduction velocity

Factors that affect conduction velocity either concern the time it takes things to happen, or how far the effects spread: temporal factors or spatial ones.  Velocity is given approximately by:





[image: image13.wmf]l

t

+

T


where   is the space constant,    the time constant for passive propagation down the axon, and T is a measure of how long it takes for a threshold depolarisation of the membrane at any point to regenerate itself to full size.  These three primary factors in turn depend on secondary factors:  


The space and time-constants depend on the longitudinal and transverse

 resistances of the axon (RL, RM) and the membrane capacitance (C):
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These in turn are influenced by:



1. Diameter



(RMSYMBOL 181 \f "GreekMathSymbols" D-1, RL SYMBOL 181 \f "GreekMathSymbols"D-2, C SYMBOL 181 \f "GreekMathSymbols"D; so ( /) SYMBOL 181 \f "GreekMathSymbols"SYMBOL 214 \f "GreekMathSymbols"D)








)


2. Myelination



(  is increased but not  ; the effects on RM and C cancel out)



3. The external resistance



(Because it contributes to the effective value of RL)

The effective regeneration-time, T, depends on:





1.
Temperature




2.
Density of gates




3.
Ion concentrations




4.
Anaesthetics, anoxia, etc.


Capacitance

Capacitance means the ability to store charge.  All objects can store charge to a certain extent: but as you add charge the voltage quickly rises and makes it difficult to add more.  The ratio of charge Q to voltage V is what is called the capacity or capacitance C, and for most objects C is very small.  But if two conductors are separated by an insulator, as in the early form called Leyden jar, capacity is much bigger: if you take electrons from one side and add them to the other, creating a positive charge on one side and a negative on the other, the pluses and minuses attract one another and partially neutralise themselves, and you get a smaller potential difference than would otherwise be the case.     

It’s called capacity for the very good reason that there is an exact parallel here with say water stored in tanks of different capacity: actually many people who feel their grasp of electricity is shaky find it helpful to think in terms of water instead of currents and voltages.  Voltage or potential is the same as water pressure; charge is equivalent to the quantity or volume of water, and current to rate of flow.  Then you can see that a given quantity in a tank of small capacity is going to fill it up more, to a higher level and therefore a higher pressure, than a large tank.  Now if we attach an outlet tap to the tank, water leaks out, at a rate that depends on the pressure and on how much resistance the tap offers to the flow.  The flow is equal to the pressure divided by the resistance, just as I = V/R.    As the level in the container falls, the rate of flow falls too, because the pressure is dropping all the time - so you get an exponential decline.   

Exactly the same is true of the capacitor: if you connect a resistor across a charged capacitor, it gradually discharges it, the voltage dropping rapidly at first but then slowing down, again exponentially.  And just as we use the space-constant as a measure of how far current spreads exponentially, so we can use something called the time-constant, , to express how quickly the capacitor discharges.   It’s simply the time it takes to fall by a factor e, just as for the space constant.   If we call the size of the capacitor C and the resistance R, the time-constant is in fact given by the product R.C: if the resistance is bigger it will take longer to discharge, and so it will if the capacity is bigger.
The classification of nerve fibres

Unfortunately, two different systems for classifying nerve fibres according to their size are in use. 

Erlanger's system




Diameter (µm)

Velocity (m/sec)



8 - 20



50 - 120

A

5 - 12



30 - 70



2 - 8



10 - 50



1 - 5



 3 - 30


B

1 - 3



 3 - 15


C 

 < 1




   < 2  (unmyelinated)


This is used for motor nerves (whose fibres are mostly

groups A ('alpha fibres') and A ('gamma fibres'), and

for skin afferents, mostly groups A, A and C (see chapter 4).

Lloyd's system




Diameter (µm)

Velocity (m/sec)


  I

12 - 20



70 - 120


 II

 4 - 12



24 - 70


III

 1 - 4



 3 - 24


 IV

  < 1



   < 2  (unmyelinated)


This system is used for afferents from receptors in 

muscle, which fall into classes I and II; consequently 

classes III and IV are not in practice used.

Inside and outside nerve fibres: monophasic and biphasic action potentials

The potentials that nerve fibres use to convey information or potentials across the membrane.  To measure them, you need one electrode on one side and one on the other – in other words, one (an intracellular electrode) penetrating the cell, and the other somewhere outside: if external resistance is low, it doesn’t much matter where.  With this arrangement, and the electrodes connected to a differential amplifier that amplifies the difference in voltage between them, as an action potential passes down a fibre you will record a trace that quite accurately reflects the true potential across the membrane at every moment.

Fig. 02boxa

However, it is technically difficult to make electrodes small enough to penetrate axons, and pointless if all one wants to do is detect action potentials, rather than find out their exact shape.  Instead, we can use a pair of extracellular electrodes, spaced a little apart along the nerve fibre, and connected as before to a differential amplifier.  Now, as the action potential passes, each electrode in turn becomes more negative than the other while the membrane beneath it is depolarised.  Because the amplifier is looking at the difference between the voltages, the recorded potential swings first one way, then the other, producing a biphasic action potential, as opposed to the monophasic one that you obtain with an intracellular electrode.

Fig. 02box

People

Luigi Galvani (1737 - 1798) worked at the University of Bologna, where he carried out his famous series of experiments demonstrating that nerves and muscles could be stimulated by electricity, and that in life, 'animal electricity' flowed from the brain to control the limbs.

Sir Andrew Huxley (left, b. 1917) and Sir Alan Hodgkin (1914 - 1998) at around the time of their receiving the Nobel Prize in medicine for the elucidation of the mechanisms of action potential conduction, using the voltage clamp technique in giant squid axons.  

Edgar, 1st Baron Adrian (1889 - 1977), Nobel Laureate and President of the Royal Society, whose use of valve amplifiers to enhance the recording of nerve action potentials resulted in a greater understanding of the coding of information in terms of action potential frequency.
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