Chapter 6   





Hearing

The nature of sound

To appreciate the working of the ear you need first to understand the sound waves to which it responds, a topic that regrettably often seems to get squeezed out of the school physics curriculum.

Sound is generated in a medium such as air whenever there is a sufficiently rapid movement of part of its boundary - perhaps a moving loudspeaker cone, or the collapsing skin of a pricked balloon.  What happens is that the air next to the moving boundary is rapidly compressed or rarefied, resulting in a local movement of molecules that tends to make the pressure differences propagate away from the original site of disturbance, at a rate that depends on the density and elastic properties of the medium.  This velocity is around 340 m/sec in air, and about four times as great in water.  If the original sound source is undergoing regular oscillation - like the prongs of a tuning fork - the sound is propagated in the form of regular waves of pressure.  The wavelength of these waves - the distance from one point of maximum compression to the next - is equal to their velocity divided by their frequency, the number of vibrations made every second by the source.  Pitch is the sensory perception that corresponds with frequency, just as colour corresponds with the wavelength of a light, but there is not always an absolutely direct relationship between the two.

Strictly speaking, not all vibrations of this kind are sound; to be audible, the waves must have a frequency lying somewhere between about 20 and 20 000 Hz.  The simplest of all vibrations are those in which the variations of pressure along the wave are sinusoidal as a function of time, in other words are proportional to sin(2ft), where f is the frequency and t is time.  In such a case we may describe the wave completely by means of its frequency and its amplitude, the value of the additional pressure at the peak of compression (Fig. 6.1).  

Figure 6.1 sound 

The intensity of sounds

Sound waves also of course carry energy: the rate at which energy is delivered per unit area, the intensity of the sound, is proportional to the square of its amplitude, and also to the density of the medium and the square of the frequency: it obviously takes more energy to vibrate something backwards and forwards very fast than if it is done more slowly.  Because the range of intensities to which the ear can respond without damage is a very large one indeed - a factor of some 1014 - it is convenient to use a logarithmic scale to describe sound intensities.   For this purpose, a standard reference level is used (its value being near the threshold of hearing under ideal conditions, 10-12 W/m2), and the log of the ratio of the actual intensity to this standard gives the intensity of the sound in Bels (named after Alexander Graham Bell, an inventor of the telephone).  In practice, the unfortunate custom has grown up of dealing in tenths of a Bel, or decibels (dB), so that the formula becomes:
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Figure 6.2 shows the intensity of some common kinds of sound, expressed in decibels.  Because intensity is proportional to the square of the amplitude, multiplying the latter by a factor of ten results in a 20 dB increase in intensity.  

Finally, although the measure defined above is an absolute scale of intensity, decibels can also be used to express the ratio of two intensities: thus if one sound has one-tenth the intensity of another, it can be described as having a relative intensity of -10 dB, or as being attenuated by 10 dB.

Figure 6.2 decibels

The smallest intensity that can just be perceived, the auditory threshold, depends very markedly on frequency; a graph of measurements of threshold as a function of frequency is called an audiometric curve (Fig. 6.3), and often has clinical diagnostic value.  The minimum threshold of around 10-12 W/m2 corresponds to a movement of the air molecules that is some 10-11 m - considerably less than the diameter of a hydrogen atom. SYMBOL 38 \f "Wingdings" 

Figure 6.3 audiometry 

Frequency and phase

One other parameter that is necessary to describe a sinusoidal vibration in certain circumstances is its phase.  A sinusoidal wave of constant amplitude and frequency that is sampled simultaneously at two fixed points in space - as for example by the two ears - will by definition have the same amplitude and frequency at each point, but the compressions and rarefactions at the one point will not occur at the same moment as those at the other because of the time delay.  In general, one wave will appear to be displaced in time with respect to the other, and the phase difference between the two is a measure of the fraction of a whole cycle by which one appears to be shifted (Fig. 6.4). It is conveniently expressed as an angle, so that a phase shift of 180SYMBOL 176 \f "GreekMathSymbols" brings the waves into antiphase, the peaks of one then corresponding to the troughs of the other, and a further 180SYMBOL 176 \f "GreekMathSymbols" shift, making 360SYMBOL 176 \f "GreekMathSymbols" (or 0SYMBOL 176 \f "GreekMathSymbols") in all, brings them back into coincidence.

Figure 6.4 phase 

Sound spectra

Now pure sinusoidal waves are actually rather uncommon in real life: musical instruments, for example, produce waves whose profile, though repetitive, is not sinusoidal (Fig. 6.6).  However, over two hundred years ago the French mathematician Fourier proved that every repetitive waveform can be decomposed into a set of simple sinusoidal components, whose frequencies are integral multiples of the frequency (fundamental frequency) of the original wave, and if added together recreate the original.  For instance a square wave of frequency f (Fig. 6.5) can be synthesised by adding together sine waves of frequency f, 3f, 5f, 7f and so on, with amplitudes in proportion to 1, 1/3, 1/5, 1/7, etc.  We can represent a recipe for a Fourier synthesis of this kind in the form of a Fourier spectrum that shows in graphical form, as a function of frequency, the amplitude and phase of each of the components (harmonics) that make it up; in practice, the phase information is often omitted, for reasons that will become apparent later.  Figure 6.6 shows the sound spectra of a number of different kinds of musical instrument: in each case, the line of lowest frequency shows the amplitude of the fundamental, and those of higher frequency show the amplitudes of the harmonics.  The Fourier spectrum and the shape of the waveform itself are thus in a sense interchangeable: each contains the same information as the other, for if we know the spectrum, we can add all the components together and recreate the original waveform, and conversely it is possible by a process of Fourier analysis to translate any given waveform into its equivalent spectrum. SYMBOL 58 \f "Wingdings" SYMBOL 38 \f "Wingdings" (
Figure 6.5 Fourier 

Furthermore, it turns out that Fourier analysis can even be applied to waveforms that are not repetitive: unpitched sounds like that of a boiling kettle, or transients of the kind produced by dropping a teapot.  To see why this is so, consider what happens as we continuously lower the frequency of a repetitive waveform of given shape.  Since the individual components of the spectrum are spaced out on the frequency axis by f, the fundamental frequency, it follows that the smaller f is, the closer and closer become the lines of the spectrum.  In the limit, when the frequency of the wave becomes zero - in other words when its wavelength is infinite, and it never repeats itself at all - the spectral components are infinitely close together: so the spectrum, instead of being a sequence of discontinuous spikes, is now a smooth curve.  Thus repetitive waveforms give rise to spectra with discrete harmonics, whereas unrepetitive waveforms produce continuous spectra.  In either case, it turns out that the quality of a sound - for example the timbre of a musical instrument - is much more closely related to the overall shape of its spectrum than to the shape of its waveform.  Musical instruments with lots of high harmonics sound bright and strident (trumpets, clarinets, Fig. 6.6) (; those with most of their energy in the fundamental sound smoother and more rounded.  Sharp sounds, hisses, clicks, all have continuous spectra with prominent high frequencies (the only difference between a hiss and a click is in fact in the phase relationships of its components), whereas thumps, roars and rumbles have their energy concentrated at the low-frequency end. SYMBOL 38 \f "Wingdings"
Figure 6.6  instruments

To summarise, we have two different and largely independent psychological sensations that arise from a sound, that are closely related to two different aspects of the sound's spectrum.  On the one hand, pitch depends on the fundamental frequency: two instruments may have spectra of entirely different shapes but will be recognised as playing the same note if their fundamental frequencies are identical (and sounds like bangs and hisses with continuous spectra have no pitch at all).  Timbre on the other hand is governed entirely by the overall shape of the spectrum, regardless of the fundamental frequency; an oboe playing a succession of different notes is still recognisably the same instrument, because the general shape of its spectrum remains essentially unchanged.

One of the most striking examples of the use of sound spectra comes from studying the human voice. SYMBOL 58 \f "Wingdings" The larynx, isolated from the rest of the voice-producing apparatus of head and throat, is essentially not very different from the double reed of an instrument like the oboe.  As the air passes between the vocal cords, alternately they are forced apart and spring back, producing a repetitive series of compressions and rarefactions whose frequency can be modified by altering the shape and tension of the cords themselves; the resultant spectrum is roughly of the form shown in Fig. 6.7.  But in real life, the sounds it produces have to pass through a number of hollow cavities - the throat, nose and mouth - before they reach the outside world; these cavities tend to resonate, absorbing certain frequencies and reinforcing others, so that the original sound spectrum becomes distorted (Fig. 6.7).  The two or three main resonance peaks in this spectrum simply reflect the fact that the tongue effectively divides the mouth cavity into separate compartments, and each compartment acts as an independent resonator, at a frequency that depends mainly on the shape of the tongue and the degree of jaw opening.  What is striking is that different vowel sounds are associated in a closely reproducible way with particular positions of these resonant peaks (called formants), and these characteristics are largely independent of the speaker, the pitch of his or her voice, and whether the vowel is spoken or sung: yet the waveforms produced by different speakers pronouncing the same vowel are generally completely different from each other.  In other words, it seems that vowels are recognised, independently of the quality of the voice or its pitch, by the overall shape of the spectrum and not by the shape of the wave itself.  It is the frequency of the fundamental that produces the sense of the pitch of the voice, and very often conveys information in its own right (as in the different emphasis in 'I love you' and 'I love you'), particularly of an emotional nature.  Finally, it seems to be the fine structure of the spectrum, the little bumps and hollows on it that are the results of idiosyncrasies of the way our own particular mouths and throats are constructed, that enable us to differentiate one speaker from another.  It turns out, as we shall see, that almost the first thing the ear does to the sound waves it receives is to Fourier-analyse them, and the pattern of activity of the fibres of the auditory nerve is - at least for medium and high frequencies - in effect a representation of the spectrum of the sound that is heard: only at low frequencies is information about the actual shape of the waveform available to the brain. (See Box on p. whatever it is)

Figure 6.7 voice 

The structure of the ear

External and middle ear

The visible external ear, or pinna, has little effect on incoming sound except that of colouring it by superimposing little idiosyncratic resonances on it in the high-frequency region, that are dependent on the direction from which the sound is coming and can, as will be described later, provide quite accurate information about the position of a sound source.  The auditory canal, the external meatus, similarly does little in Man except to add its own rather broad resonance peak around 3000 Hz.  In other animals with less vestigial pinnae, they may have a more significant part to play in gathering sound, and if movable can provide a great deal more information about where a sound is coming from.

At the end of the meatus, the sound impinges on the tympanic membrane ('eardrum' in sensible English) that separates the outer ear from the middle ear.  On the inner side, the tympanic membrane is attached to the malleus ('hammer'), the first of a set of three tiny bones, the ossicles, whose function is to transform vibrations of the eardrum into vibrations of the fluids that fill the inner ear (Fig. 6.8). The malleus is joined to the incus ('anvil') which in turn bears on the stapes ('stirrup'), whose footplate rests on the oval window, a membrane separating the middle and inner ears (Fig. 6.8). This chain of ossicles acts as a kind of lever system, converting the movements of the eardrum, which are of comparatively large amplitude but small force, into the smaller but more powerful movements of the oval window; this increase in the pressure of the vibrations is further enhanced by the fact that the tympanic membrane is much larger in area than the oval window.  Thus the amplitude is reduced by a factor of nearly 200, and force increased by the same amount.  

The reason why this transformation is necessary - it is not amplification, for like all passive systems it cannot increase the energy of the waves that are transmitted - is because the fluid of the inner ear is very much denser than air.  If a sound wave in air strikes a dense medium like water, the pressure changes of the air are too small to make more than a slight impression on the fluid, and most of the sound is reflected back.  To ensure the most efficient transfer of energy from air to fluid, we need some way of increasing the pressure changes in the sound wave to match the characteristics of the new medium, and this impedance matching appears to be the primary function of the middle ear; without it, only some 0.1 per cent of the sound energy reaching the eardrum would reach the inner ear.  

A second function of the middle ear is that it is capable of acting as a kind of censor: it contains muscles - the tensor tympani and stapedius - that effectively disable the transmission system when they contract, protecting the inner ear from damagingly powerful sounds. SYMBOL 38 \f "Wingdings"  In addition to all this, the middle ear also further shapes the audiometric spectrum, mostly by reducing low-frequency sensitivity.

Figure 6.8 inner ear 

Inner ear

The inner ear is simply the labyrinth, described in the previous chapter; the part of it that is concerned with sensing sounds is the cochlea, in effect an elongated sac of endolymph some 35 mm long, shaped as if it had been pushed sideways into a corresponding tube of perilymph, rather like the sausage in a hot dog (Fig. 6.9): the upper half of the perilymph is called the scala vestibuli, the lower is the scala tympani, and the endolymphatic sausage is the scala media.  At the far end of this structure, the two perilymphatic regions join up through an opening called the helicotrema; and finally the whole thing is rolled up into a conical spiral, giving it the shape of a snail shell.  In cross-section (Fig. 6.9) one may see that the scala vestibuli and scala media are separated by only a very thin membrane, Reissner's membrane, whilst the boundary between scala media and scala tympani is much more complicated and contains several layers of cells, including the receptors themselves, resting on the basilar membrane.  

The oval window faces onto the scala vestibuli, while a similar structure, the round window, separates the scala tympani from the air of the middle ear. (This air, incidentally, is in communication with the outside atmosphere through the eustachian tube which joins it to the pharynx; this tube is normally closed, but opens briefly during swallowing and yawning, causing a characteristic modification of one's hearing: one may get relief in this way from the ear-drum pain sometimes experienced in air travel as a result of pressure differences between the atmosphere and the middle ear.)

Figure 6.9 scala CS

Now endolymph and perilymph are virtually incompressible fluids; so any movements of the oval window must result in corresponding movements of the round window.  In other words, sound energy has no option but to pass from the scala vestibuli to the scala tympani, either by crossing through the endolymph, or by travelling right to the end of the cochlea and traversing the helicotrema.  In the former case, it will cause the basilar membrane, with all its elaborate superstructure, to vibrate as well.  Now the cochlear receptors - the hair cells - are peculiarly well adapted to respond to exceedingly small up-and-down movements of the basilar membrane.  Their cell bodies are attached at the bottom to the membrane itself, and at the top to a rigid plate called the reticular lamina, which is in turn attached to a strong and inflexible support called the arch of Corti, that also rests on the basilar membrane.  Consequently any movement of the basilar membrane results in an exactly similar displacement of the hair cells.  These hair cells are very like the vestibular hair cells described in the previous chapter; they possess a number of stereocilia, arranged this time in a characteristic V- or W-formation and graded in size, but the auditory hair cells of adults do not appear to have kinocilia.  The cilia project through holes in the reticular lamina, and in the case of the outer hair cells the tips of the cilia are lightly embedded in the lower surface of the tectorial membrane, a flap of extracellular material analogous to the cupula or otolith, that extends from the inner boundary of the scala media and lies along the top of the inner and outer hair cells.  The cilia of the inner hair cells do not appear to make contact with the tectorial membrane, but lie just short of it.  

A consequence of the geometry of this arrangement is that any up-and-down movement of the basilar membrane will result in horizontal sliding, or shear, between the reticular membrane and the tectorial membrane.  This in turn will bend the cilia of the hair cells through an angle which will be enormously greater than the original deflection of the basilar membrane (Fig. 6.10).   There is then a further stage of mechanical amplification, since the actual mechanism by which bending gives rise to permeability changes seems to be that protein filaments run from the tip of one filament to the tip of its shorter neighbour, where they appear to be linked directly to the opening of membrane channels.  Once again, a small angle of ciliary bending will generate a disproportionate mechanical effect.   This permeability change gives rise to generator currents that eventually lead to depolarisation of the terminal, calcium entry, release of transmitter and to stimulation of the auditory fibres.  An electrode in the vicinity of the cochlea can be used to pick up the summed receptor potentials of the hair cells, giving a recording that is closely related to the form of the original sound-waves called the cochlear microphonic potential.  If amplified and used to drive a loudspeaker, the result is a quite faithful reproduction of the sound entering the animal's ear.

Figure 6.10 hair cells 

But although it is fairly clear how the cochlea may act as a transducer of sounds into nervous energy, nothing has yet been said about whether it also carries out any analysis of the sound at the same time, in the way that for instance the cones of the retina begin the analysis of colour by responding preferentially to light of different wavelengths.  In fact it turns out that different regions along the length of the cochlea are especially responsive to different sound frequencies, providing a rough kind of Fourier analysis of the type described earlier in this chapter.  Before going on to discuss the electrophysiological responses of auditory nerve fibres, it is useful first to consider the mechanical properties of the cochlea that enable it to do this.

Cochlear function

Fourier analysis by the cochlea

The  physicist  and  physiologist  Hermann von Helmholtz  (1821-94)  was  the  first  to appreciate the general way in which sound quality was related to its frequency spectrum.  Observing that the basilar membrane gets wider as one approaches the helicotrema, he suggested that it might be the cochlea itself that carried out this Fourier analysis.  His notion was that individual transverse fibres of the basilar membrane might act rather like the strings of a piano, tuned to different frequencies and resonating in sympathy whenever their own particular frequency was present in a sound. (If you open the lid of a piano and sing loudly into it with the sustaining pedal depressed so that the strings are undamped, you will hear it sing back to you as particular strings are set into sympathetic vibration: and if there were some device that signalled which strings were vibrating and which weren't, you would have a kind of Fourier analyser).  

However, direct measurements of the mechanical properties of the basilar membrane show that it cannot in fact behave in this simple mechanical way.  There is too much longitudinal coupling of the membrane, much as if neighbouring strings in the piano were glued together; and in any case it is easy to show, simply by cutting it and observing that it does not twang back, that there is hardly any tension in the basilar membrane at all, and certainly not enough to make it resonate in the way Helmholtz suggested.

Nevertheless, it is clear from a number of pieces of evidence - for instance, that lesions of the basal end of the cochlea are associated with the specific loss of high-frequency auditory sensitivity - that different regions of the cochlea really are sensitive to different frequencies, in a systematic way.  The foundations for our knowledge of the mechanism by which this comes about were laid when Georg von Békésy, some 40 years ago, applied his superlative experimental skill to an investigation of the way the basilar membrane actually responded during stimulation by sounds of different frequencies. SYMBOL 38 \f "Wingdings" What he found was that at any particular frequency, as one explored from the base towards the apex, the amplitude of the vibration of the membrane increased relatively slowly up to a maximum and then fell off again more sharply.  The position of this maximum along the cochlea was dependent on the frequency, and the lower the frequency the nearer it was to the helicotrema: by 50 Hz or so the maximum had more or less reached the end of the cochlea. SYMBOL 58 \f "Wingdings" There were also phase differences at different points along the membrane: the greater the distance from the basal end, the greater the phase lag between the movement of the membrane and that of the oval window.  

Consequently when one looked at the basilar membrane as a whole, the appearance was of a travelling wave progressing towards the apex, growing larger as it went until the point of maximum response was reached, and then abruptly decaying to zero (Fig. 6.11).  More recent work using preparations in a more physiological condition than von Békésy's cadavers has shown that the peak of amplitude is actually much sharper than shown in the Figure, for reasons that will become apparent.   But this remains a good description of the passive contribution of the basilar membrane, considered in isolation.

Figure 6.11 snapshot 

The mechanical properties that give rise to this behaviour are rather complex, and an elementary account must necessarily be over-simplified.  In essence what happens is something like this: the sound waves, entering the scala vestibuli at the oval window can only get out again through the round window, but there is a choice of routes by which they can get there.  They might for example cross straight through the basilar membrane at the basal end: the membrane is stiffer here, but on the other hand this would be a short route involving less movement of perilymph.  Alternatively, the sound waves might prefer to travel further along the cochlear duct before crossing into the scala tympani, involving a longer mass of fluid to have to move, but an easier crossing because of the decrease in stiffness of the basilar membrane at increasing distances from the base.  

Now the relative hindrance offered by the stiffness of the membrane and the inertia of the perilymph depends very much on what the frequency of the sound is; the energy required to move a mass backwards and forwards increases enormously with increasing frequency, so that at high frequencies the path of least resistance is for the sound to cross from scala vestibuli to scala tympani near the base.  At very low frequencies, the opposite is true: it is not much trouble to move the entire mass of perilymph backwards and forwards, and by doing so the sound can make the easier crossing at the apical end, where the stiffness is least.  In other words, the preferred route will represent a compromise between the relative disadvantages of membrane stiffness and perilymph inertia, and the structure as a whole will act as a kind of auditory prism, sorting out vibrations of different frequencies into different positions along the membrane: behaving, in fact, like a Fourier analyser.  One can find out how well it carries out this task by looking at the responses of the auditory fibres themselves.

Responses from auditory fibres

The synaptic connections between primary auditory fibres and the hair cells are broadly similar to those found in the vestibular system; corresponding to the distinction there between type I and type II cells, there are clear differences in innervation between the inner and outer hair cells (IHC, OHC) of the cochlea; both probably release glutamate.  Each inner hair cell has afferent connections from some twenty or so radial fibres (Fig. 6.12), each of which appears to terminate on a single hair cell.  By contrast, the spiral afferents that innervate the outer cells run along the cochlea for a millimetre or so, and send afferent terminals to large numbers of hair cells.  Consequently, although OHCs greatly outnumber IHCs, about 5 per cent of the auditory nerve fibres come from the outer hair cells and 95 per cent from inner.   Thus there is a great deal of convergence from outer hair cells on to the afferent fibres, but little or none from the inner hair cells, and a rough analogy with the rods and cones of the retina.  The outer hair cells have (like rods) a low threshold for stimulation - partly because their cilia actually stick into the tectorial membrane - and are grouped together in large receptive fields; whereas the inner hair cells, like cones, have reduced sensitivity but a more discrete connection with the brain, suggesting that here too the inner hair cells may have better 'acuity', in this case to small differences of frequency; there are some 400 IHC per octave, or more than 30 per semitoneSYMBOL 38 \f "Wingdings"; but the OHCs might be better at registering differences in amplitude.  However, we shall see later that the main function of the hair cells may not be transduction at all, but to do with modifying the response of the basilar membrane.  The hair cells also receive an efferent innervation, originating from a nucleus in the brainstem called the superior olive.  These fibres, which are probably cholinergic, terminate presynaptically on afferents to inner hair cells but directly on outer hair cells (Fig 6.13), suggesting a more direct control of their function (see p.   below).

Figure 6.12 innervation 1 

Figure 6.13 innervation 2 

There are two different sorts of electrical response that can be measured in the cochlea; with microelectrodes one can record action potentials from the auditory nerve fibres, and with larger electrodes in various areas within and around the cochlea one may in addition record several kinds of slower potential, some being essentially static and some related to stimulation by sound.  The hair cells have resting potentials that are some 45 mV negative to the scala tympani, while an electrode in the scala media records a standing potential of some 80-90 mV positive with respect to perilymph: this endocochlear potential appears to come about through an electrogenic Na+/K+ pump in the stria vascularis, and has the desirable consequence that the voltage difference across the top end of the hair cells is half as big again as that which is usually found across neural membranes, implying that any given conductance change will give much more than the usual generator current, thus presumably increasing sensitivity (Fig. 6.14).  One may also record cochlear microphonic potentials with large electrodes almost anywhere in the vicinity of the cochlea; these are thought simply to be the summed generator potentials of large numbers of hair cells, and appear to be more-or-less proportional to the local displacement of the basilar membrane; they thus follow the shape of the sound wave itself quite accurately, though with different degrees of frequency-filtering at different distances from the oval window.  

Fig. 6.14 Basic electrics

The auditory nerve fibres show similar properties to primary vestibular fibres, most having a spontaneous resting discharge whose frequency is increased when the basilar membrane moves towards the scala vestibuli and decreased when it moves in the opposite direction.  Outer hair cells seem to respond to the actual deflection of the basilar membrane at any moment, whereas inner hair cells seem to respond to its velocity, probably because their cilia are not directly linked to the membrane but only viscously coupled, providing a mechanism of filtering adaptation.  Different fibres have response curves lying on different positions along the displacement axis, and the effect of stimulation of the efferent fibres seems to be to reduce their sensitivity.  This effect is rather small under experimental conditions, being some 15 dB, and it is difficult to believe that this is all they are for.  We shall see later that there is good reason to think they have a much more fundamental part in receptor tuning.

The second filter

When tested with sine waves of different frequencies, individual auditory fibres show a marked frequency selectivity (Fig. 6.15).  Each has a ‘best’ frequency for which the threshold is lowest, and as the frequency is shifted from that optimum, the threshold rises.  In general the curves are asymmetrical, rising more steeply on the high-frequency side than the low frequency.  This is exactly what would be expected from the form of the travelling wave envelope, which tends to rise gradually to its peak, then fall off more abruptly (Fig. 6.11).  As a result, if we start with the best frequency for a particular spot on the membrane, a small increase in frequency will make the amplitude at that point fall off more than a small decrease.  

Broadly speaking, then, the shapes of these tuning curves are what might be expected from von Békésy's measurements of the response of the membrane itself to pure tones.  However, more recent work has shown that the system is actually much more sharply tuned than was originally thought.  When the preparation is in good condition, careful measurements show that there is an extra, very narrow, component at the foot of the tuning curve.  It seems as though there must be some extra mechanism - a second filter - that makes the responses more selective than they would otherwise be.  It appears to be an active, energy-requiring process rather than the kind of passive filtering provided by the basilar membrane's mechanics, for, under the influence of anoxia or cyanides, the tuning curves revert to something more like what von Békésy originally observed for the basilar membrane.  What is the mechanism?

Figure 6.15 tuning 

In some species, individual hair cells respond in a frequency-selective manner even to electrical stimulation at auditory frequencies (which of course bypasses the mechanical filter provided by the basilar membrane), suggesting that the second filter is an intrinsic property of the receptors themselves.  This suggests that there might be some kind of resonant circuit, perhaps generated in the outer hair cells by mutual interactions between mechanical displacement and electrical depolarisation.  It is not hard to imagine a process in which not only displacement of cilia cause a change in potential, but changes in potential, with consequent calcium entry, in turn generate mechanical forces on the cilia (in most ciliated cells the cilia are, after all, motile) (Fig. 6.16).  If this were so, one would expect the second filter to be observable not only in the electrical responses of the cells, but also (since their cilia are coupled to the basilar membrane) in the sharpness of the membrane's tuning.  Recent observations of the pattern of movement of the basilar membrane appear to support this idea.  If great care is taken to maintain the animal in reasonable condition, and to cause the minimal interference with the membrane itself, the envelope of the travelling wave appears to be much more sharply tuned than was originally observed, and corresponds more closely to the tuning curves of the hair cells themselves.   

Many other observations point in the same direction.  One of the distressing symptoms of the high-frequency hearing loss associated with progressive disorder of the cochlea is tinnitus, imaginary sounds taking the form of continuous high-pitched whistling (as in the well-known case of Ludwig van Beethoven) or hissing noises.   Occasionally, there have been reports of 'objective' tinnitus in which the whistling that is complained of by the subject can actually be heard by another person listening at his ear.  This too can be readily explained on the assumption that the spontaneous oscillation of the hair cells causes rhythmical movements of their cilia and thus movement of the basilar membrane.  A system like the ear that is designed to transfer vibration with the minimum loss of energy from air to fluid is of course equally efficient at transferring vibration in the opposite direction.  Similarly, with a sensitive microphone in the auditory meatus one may record cochlear echoes to very brief sound pulses, resulting from a short-lived ringing of the resonant mechanism: the phenomenon can be used to check auditory transduction in very young babies.  In man-made systems, instability of this kind is a very common problem with highly resonant feedback systems: if the feedback is too great it can easily turn into spontaneous oscillation.  It may well be that a function of the efferent fibres to OHCs in particular is to provide some general kind of central control of the feedback, incidentally detuning their selectivity.  SYMBOL 38 \f "Wingdings"
Figure 6.16 2nd filter mechanism 

A further mechanism that helps to sharpen up the spatial patterns of neural activity in response to auditory stimulation is the existence, as in all sensory systems, of lateral inhibition.  If one determines the tuning curve for a single auditory unit using a single tone, and then adds to this a second tone of different frequency, one finds that in the regions immediately neighbouring on the original tuning curve the response of the cell is actually reduced by the extra sound.  In other words, each fibre has - in terms of frequency - a central excitatory area and an inhibitory fringe, which serves further to sharpen its selectivity.  For various reasons, however it is clear that lateral inhibition is not, as elsewhere, due to inhibitory synaptic connections, but rather to some intrinsic property of the interaction between basilar membrane and hair cells that is not fully understood.

Temporal coding of low frequencies

The mechanisms of frequency analysis described so far provide a means whereby the spectrum of a sound can be coded into a spatial neural pattern, giving rise to the sense of timbre or tone quality.  They operate essentially at medium and high frequencies, and indeed at frequencies above a kilohertz or so there is no other way that information about frequency could be transmitted to the brain except by peripheral analysis and recoding, since individual nerve fibres are incapable of firing more frequently than about a thousand times a second at the very best, and hence cannot reproduce the pattern of the sound waves reaching the ear.  But this is not the case at low frequencies, and in any case we saw in Fig. 6.11 that the frequency analysis produced by the basilar membrane begins to become ineffective at low frequencies because the maximum of activity has nearly reached the helicotrema.  Recordings from single auditory units show that as the frequency of a stimulating tone is decreased, there is an increasing tendency for firing to be phase locked to the stimulating frequency; even if the frequency is too high for any one fibre to be able to fire once in every cycle, it may do so every two cycles, or every three or more (Fig. 6.17). So although no single fibre will be firing at the frequency of the stimulus, the average activity over the whole set may nevertheless be modulated at this frequency.  SYMBOL 58 \f "Wingdings"
Figure 6.17 phase locking 

In practice, phase locking is not quite as rigid as this: even at low frequencies where the fibres would be perfectly capable of following the imposed frequency, unless the stimulus intensity is very great what one observes is simply that there is an increased probability of firing during one part of the cycle rather than another.  At all events, phase-locking provides a method of conveying auditory information to the brain without peripheral frequency analysis, and has the advantage that it retains information about the phase of incoming sound, information which is thrown away at high frequencies, above some 5 kHz. (Though phase information contributes very little to sound quality, we shall see later that it is extremely important in localisation.) 

 This mechanism of phase-locking, working at low frequencies, is of course much better suited to transmitting information about the fundamental frequency of a sound than its harmonics, and a number of kinds of observations suggest very strongly that it is the frequency at which the activity in the auditory nerve repeats itself that generally determines the pitch of a sound.  Frequencies higher than those that can be coded by phase-locking are not heard as pitches at all, which is why the piano keyboard stops where it does rather than at our high-frequency hearing limit: the top notes on a piano (above 3 kHz) sound more like clicks than tuned notes, just as the top notes on a violin have a hissing rather than a truly musical quality.  Sounds that are modulated in amplitude at an auditory frequency generally appear to have the corresponding pitch, even though there is no energy at that frequency and no corresponding peak of neural activity along the cochlea. (Finally, human subjects who have been provided with auditory prostheses in the form of an implanted electrode that stimulates the cochlea or auditory nerve report that although they cannot perceive speech very well (a task that requires analysis of the shape of the spectrum, which their prosthesis cannot provide since it can generate only temporal patterns), they can still perceive pitch, though not very accurately.  It is clear that much of the sense of pitch must be due essentially to central analysis by the brain rather than to something done by the cochlea, since in this case it has been by-passed altogether.

To summarise, it seems that the perceived pitch of a sound depends essentially on the periodicity of the afferent neural activity - i.e. on its temporal pattern - whereas the sensation of timbre or quality, which requires the detailed perception of the high-frequency power spectrum of the sound, is coded by the relative activity of fibres from different parts of the cochlea, i.e. by their spatial pattern of activity.  Loudness is presumably simply a matter of the total amount of auditory activity; as auditory intensity is increased, there is both an increase in the firing of any one fibre, and also an increase in the total number of fibres that are firing at all, through recruitment (Chapter 2, p. xxxx): in effect, the patterns on the basilar membrane become broader.  These different aspects of auditory coding are summarised in Figure 6.18, which may help to emphasise the way in which sounds are represented in the auditory nerve as an extremely complex spatial and temporal pattern of activity.

Figure 6.18  coding

Spatial localisation of sound

Distance

There are two components to localisation - distance and direction - and these are analysed in very different ways by the auditory system.  Since the energy of a sound wave decreases with the square of the distance it has travelled, one could in principle judge distance if one knew in advance the power of the sound source and the degree of absorption of the intervening structures; but in practice intensity can give only very approximate information.  Rather more useful is the fact that not all frequencies suffer equal attenuation with distance: in an ordinary sort of environment, shorter wavelengths tend to be reflected or absorbed by physical objects, whereas long wavelengths simply ignore them.  For this reason, the further one is from a sound source, the more of its high frequencies are lost: as a marching band approaches, it is the bass drum and then the tubas and euphoniums one hears first.  Or again, when listening to a radio play one has a clear sense of how far the actors are from the microphone from the ratio of high to low frequencies in their speech sounds: close-to, the consonants - particularly sibilants like 'S' - are predominant, whereas with increasing distance it is the lower frequency components - mostly vowels - that are heard most prominently. (
Direction

Locating the direction of a sound source is a much more precise business, and is carried out by at least three separate mechanisms.  Contrary to popular belief, one can localise sounds quite accurately using one ear alone.  As was mentioned earlier, the peculiar pattern of bumps and whorls that decorate our pinnae add a coloration to all the sounds one hears, a pattern of small peaks and troughs in one's frequency sensitivity curve that is dependent on the angle at which the sound waves impinge on the ear. ( In the course of growing up one presumably learns that particular kinds of coloration of familiar sounds are associated with particular directions, and in the adult this mechanism has been shown to provide localisation of sound accurate to a few degrees.  Using both ears produces only a slight improvement, to perhaps 1-2SYMBOL 176 \f "GreekMathSymbols".  The extra information provided by binaural listening is of two distinct kinds: differences in interaural intensity and in interaural phase.  

Intensity differences come about because the head casts a 'sound shadow' that screens the ear to a certain extent from sounds coming from the opposite side (Fig. 6.19a). For the head to cast a shadow of this kind, it needs to be at least of the order of magnitude of the wavelength of the sound itself; thus screening of this type can only cause significant effects at frequencies higher than some 2-3 kHz.  You can explore this effect for yourself by using a transistor radio as a source of sounds of different frequencies, covering one ear and listening to the changes in the intensities of low- and high-frequency components as you move the radio around your head.  Intensity differences alone, even at high frequencies, do not permit sounds to be localised very accurately unless one is also allowed to move one's head to find the direction for which the intensity is most nearly equal in the two ears. (
Figure 6.19 localisation 1 

Phase differences arise because a sound coming from one side takes slightly longer to reach one ear than the other (Fig. 6.19b). ( Since by using phase information alone a subject may detect movement of a sound source of only 1-2SYMBOL 176 \f "GreekMathSymbols", one can calculate that the brain must be sensitive to interaural time differences of the order of 10 sec, or about one hundredth part of the duration of an action potential!  However, although phase differences can give accurate information about the direction of sounds, pure tones cannot be localised in this way if their frequencies are higher than some 1-2 kHz.  The reason for this is that once the wavelength of the sound is less than the distance between the ears, ambiguities can occur, in the sense that a given phase relationship could be the result of more than one possible source direction (Fig. 6.20).   For instance, a sound straight head will be exactly in phase at both ears; but the same will equally be true if the sound is coming at such an angle that the distance between the ears is exactly on wavelength.  In any case, we have already seen that information about phase is simply not transmitted by auditory nerve fibres at high frequencies.  

Thus the two fundamental binaural mechanisms of location are - rather conveniently - exactly complementary to one another.  At low frequencies, only phase can be used, and at high frequencies, only intensity: the cross-over point is a function of the size of the head.  With such a system one might expect to be able to cancel out a time delay on one side by increasing the corresponding intensity; this kind of time-intensity trade can in fact be demonstrated quite easily in the laboratory by arranging for a subject to hear a click delayed in one ear, and asking him to adjust the relative loudness in each ear until they sound as if coming from straight ahead - a sort of titration.

Figure 6.20 localisation 2 

Neither of these binaural mechanisms can do more than tell you the angle between the direction of a sound source and an imaginary line joining the two ears (Fig. 6.21); in particular, they cannot distinguish between a sound lying immediately behind the head, immediately in front, or somewhere overhead in the sagittal plane.  For a complex sound of known frequency composition, this extra information can be provided by the monaural mechanism of directionally selective coloration by the pinna, described earlier.  When this is impossible, then moving the head can provide an extra 'fix' on the sound that will enable its exact three-dimensional direction to be established, as when a dog cocks his head on one side when trying to locate the source of a sound.

Figure 6.21 cone of confusion  

Central pathways and responses

After leaving the cochlear ganglion, the primary auditory fibres synapse first in the cochlear nuclear complex, a group of three nuclei, each of which has a systematic tonotopic representation of the basilar membrane, so that neighbouring areas correspond to neighbouring frequencies.  Functionally, the cells of the dorsal and anteroventral parts have very different properties and project to different areas, with the intermediate posteroventral nucleus showing a mixture of the two types.  The anteroventral cells behave very like auditory nerve fibres, showing relatively simple responses to particular frequency-bands and an incompletely adapting response to tone-bursts; at low frequencies they show phase-locked responses.  In the dorsal region one finds cells with entirely novel and complex specialisations.  Some show only a brief burst of activity at the start of a sustained tone, while others respond with a slow increase in activity or with repetitive bursts of spikes (Fig. 6.22).  Many show tuning curves in which the main excitatory peak is flanked by prominent areas of inhibition that narrows the range of frequencies to which they respond. 

Figure 6.22 coch nucl 

The central auditory pathways are complex (Fig. 6.23) and not fully understood. Cells in this dorsal region project straight up to the next highest level in the ascending pathway, the (contralateral) inferior colliculus, whereas those in the simpler, ventral, region, first have to undergo an additional stage of processing in the superior olive of the brainstem. This represents the lowest level at which information from one ear meets information from the other, and seems to be concerned with auditory localisation rather than recognition.  Cells in the lateral part of the superior olive are typically excited by the ipsilateral ear and inhibited by the contralateral one (through a relay in the nucleus of the trapezoid body), and are concerned mostly with high frequencies: it seems very likely therefore that they form the neural basis for the use of interaural intensity differences in judging the direction of a sound. In the medial part of the superior olive the cells are predominantly low-frequency, respond in the same way to both ears, and appear to be interested in time differences: many of the cells respond best when there is a particular time-interval between the arrival of sound at each ear, so that sounds from different directions preferentially stimulate different neurons. SYMBOL 58 \f "Wingdings" (Fig. 6.24) SYMBOL 38 \f "Wingdings"
Figure 6.23 pathways 

Figure 6.24 coincidence model 

At the inferior colliculus the two pathways recombine, bringing together information about the kind of sound and about where it is.  Cells here may show the same types of complexity in their response as can be seen in the dorsal cochlear nucleus, as well as coding for localisation; in some species a systematic topological mapping of the directional responses has been described, with some somatosensory responses as well.  Crossed and uncrossed projections ascend to the next highest level of the auditory system, the medial geniculate nucleus, which in turn relays to auditory cortex.  Cells in the ventral part of the medial geniculate show much the same properties as those in the inferior colliculus, and relay to the primary auditory cortex (AI). SYMBOL 58 \f "Wingdings" But in the medial part, and in the secondary cortex (AII) to which it projects, some neurons seem to respond specifically to more complex sounds.  Whereas AI is essentially tonotopically arranged, this is much less obvious in the adjoining areas of auditory cortex.  Many units can be found that are not simply tuned to one particular frequency: some respond best to two different frequencies (the kind of response needed to recognise speech sounds), to changing frequencies, or react preferentially to such specialised, 'real' stimuli as clicks, whistles, hisses and voices.  When, in the next chapter, we look at the way the visual cortex processes information from the eye, we shall see that there are cortical cells that respond very specifically to fragments of the retinal image such as lines and edges and thus provide detailed information from which one's recognition of visual objects could easily be derived.  It would be nice to demonstrate a similar process unequivocally in the case of the auditory cortex, but it has been a less fashionable area of study and we simply do not have enough data, from enough species, to be able to make the same kinds of generalisations, except perhaps that the new kind of analysis that it adds to what has already been done lower down the auditory system is that of temporal analysis of sounds whose frequencies are changing, and important component in recognising speech, for example.  It is striking that ablation of AI in cats leads to very little impairment of frequency discrimination per se, but does cause difficulties in discriminating temporal patterns.

While the multiple auditory pathways may seem complex, some aspects are not difficult to explain by thinking about what kinds of information are analysed in the cochlea, and what has to be analysed by the brain.  (Fig. 6.25).   In the first place, timbre has already been sorted out by the cochlea, and is essentially represented as a spatial code in the auditory nerve.  Therefore relatively little processing remains to be done, and this information passes almost directly from the cochlear nuclei up to the inferior colliculus, coded spatially.  On the other hand, pitch derives from the repetition frequency of the temporal pattern of auditory nerve activity.  But while this is transduced quite faithfully at low frequencies by the cochlea, it is not analysed.  Some additional mechanisms is required to convert periodicity into the kind of spatial code that more central areas understand: we have already seen how this could be done by an extension of the processing carried out in the medial superior olive.  At all events, it is clear that this kind of information must undergo brainstem modification before being allowed to proceed to the inferior colliculus.   In the same, information from the two ears needs to be compared in the brainstem to compute location – and again encode it as a spatial code – before it can be allowed higher access.  

Figure 6.25

Figure captions

Fig 6.1  A loudspeaker driven by a sinusoidal current of period T, or frequency f = 1/T.  The resultant waves of compression and rarefaction of the air travel with a velocity v and are of wavelength , where v = f.  The amplitude A is the difference between the mean pressure and the peak pressure.

Fig 6.2  Approximate intensities of various sounds, measured in absolute decibels (dB) and also in terms of the amplitude of the corresponding movement of the molecules in the air (0 dB = 10-12 W/m2)

Fig 6.3  Audiometry curve: the shaded region shows the intensities of sounds that may be heard at different frequencies, averaged over many subjects.  (Date from Dadson and King, 1952).  The piano keyboard may help relate the frequency-scale to ordinary musical pitch.

Fig 6.4  Phase.  The sine wave (b) has the same frequency and amplitude as (a), but is shifted in phase by an angle  (in this case a phase advance of 60SYMBOL 176 \f "GreekMathSymbols"). (c) A sine wave shifted by 180SYMBOL 176 \f "GreekMathSymbols" relative to (a), or in antiphase to it.

Fig 6.5  Fourier synthesis: in this case, the gradual approximation to a square wave achieved by adding together successive sine waves of frequency f, 3f, 5f etc.; their amplitudes are proportional to 1, 1/3, 1/5, etc., as shown in the amplitude spectra at right.

Fig 6.6  Waveforms (left) and amplitude spectra (right) for different notes played by different musical instruments. (After Wood, 1930).

Fig 6.7  The human voice.  Above, the spectrum of vibrations of the larynx is modified by the resonances of the vocal tract (shaded) to produce the spectrum of the sound finally emitted (right).  Below left: the approximate positions of the two principal formants for a number of different English vowel sounds. Right, the vowel sound in 'EAT' sung at the various frequencies indicated.  Although the spacing of the spectral lines increases as the frequency rises, the overall shape, defining the vowel quality, remains largely unchanged.  (After Wood, 1930).

Fig 6.8  Left, diagrammatic section through the ear.  OHC, IHC:  outer and inner hair cells; E, endolymph; P, perilymph.  Right, how the ossicles convert low-pressure waves in the air into high-pressure, small-displacement waves in the cochlear perilymph: m, malleus; i, incus; s, stapes.

Fig 6.9  (a) Section through the cochlea, showing the organ of Corti (shown in (c) in more detail)  (b) A highly stylised representation of the relationship between scala vestibuli, scala media and scala tympani, and the path of sound through them.

Fig 6.10  Shear amplification.  Vertical deflection of the basilar membrane causes shear between the reticular lamina and the tectorial membrane, thus bending the cilia of the hair cells.  (For clarity the movement of the basilar membrane is of course vastly exaggerated.

Fig 6.11  Above, three consecutive 'snapshots' of the displacement of the basilar membrane in response to a sine wave (vastly exaggerated in amplitude, as usual).  The whole waves moves from stapes to helicotrema, with an envelope (shaded) that depends on the frequency.  below, peaks of the envelopes associated with waves of the frequencies indicated.  (After von Békésy, 1960.  Had the displacements been measured using modern techniques, the peaks would be seen to be much sharper)

Fig. 6.12  Differences in the innervation of individual outer and inner hair cells.  Outer hair cells (OHC) receive afferent and direct efferent innervation; inner hair cells (IHC) receive direct afferents only, but the terminals themselves are presynaptically influenced by the efferent innervation.

Fig 6.13  Afferent innervation of outer hair cells (right) and inner hair cells (left), showing convergence in the former case and divergence in the latter.

Fig. 6.14  Electrical and ionic aspects of hair cells.  Ionic pumps in the stria vascularis make the endolymph rich in potassium, low in sodium and about 80mV positive to perilymph.  The hair cells also have high potassium and low sodium, with a resting potential around –45mV.  Consequently the potential difference across the stereocilia is unusually large (some 125mV), yet the equilibrium potential for potassium is around zero.  They therefore depolarise when their (non-specific) channels open, mostly due to an inward potassium current.

Fig 6.15  Threshold response curves for individual units in cochlear nerve (left) and inferior colliculus, as a function of frequency.  (After Katsuki, 1961).

Fig. 6.16  The second filter: sharpening of hair cell tuning by a mechanism within the OHCs.  Left, two ways in which such intrinsic tuning might arise.  Changes in potential cause calcium entry, which in turn increases PK: if the delay round this feedback loop were large enough it could cause resonance.  In addition, the calcium can cause the cilia to move, creating another feedback loop through the transducer mechanism itself.  Right, the effect of the second filter on cochlear function.  A typical basilar membrane envelope for one frequency is shown above, a typical tuning curve for a cochlear afferent below, both in highly schematic form.  The shaded area shows what the form would be in the absence of the second filter, for example after poisoning (or with poor experimental techniques).

Fig 6.17  The principle of phase locking.  Although no one fibre out of the whole ensemble fires in every cycle of the sound wave, nevertheless the modulation of the total activity reflects the frequency of the original stimulus.  With a larger amplitude wave, the probability of firing per cycle would increase.

Fig. 6.18 Summary of spatio-temporal coding, showing sounds of different frequencies, of small (left) or large amplitude (right), and a schematic representation of the resultant firing patterns of neurons originating from different points along the cochlea.

Fig 6.19  Two binaural methods of localising sounds.  (a) Sounds of sufficiently high frequency cast a sound shadow on the far side of the head: the wavelength  must be less than the order of magnitude of the head diameter, d.  (b) A sound coming from a direction at a bearing  is associated with a phase difference between the ears of 360 (d/) sin  degrees, equivalent to a time difference of (d/v) sin  milliseconds, where v is the velocity of sound in km/sec and d is expressed in metres.

Fig 6.20  At high frequencies, a given phase difference (in this case, zero) could be due to more than one sound direction.

Fig 6.21  The cone of confusion.  A sound producing a given phase delay, even at low frequencies, may lie anywhere on the cone which is the locus of all points lying at a given angle from the axis formed by the two ears.  (this is not strictly the case if the source is close to the head.)

Fig. 6.22  Responses from cochlear nucleus.  Typical, simplified profiles of summed responses from some categories of neuron found in the cochlear nucleus are shown, in response to a 40-msec tone burst, shown in colour.  The heights of the curves effectively represent the instantaneous probability of a spike occurring.

Fig 6.23  Schematic diagram of ascending auditory pathways. 

Fig 6.24  A possible neural mechanism for binaural sound localisation.   Two neurons with axons pointing in opposite directions are driven each by one ear.  When a sound arrives sooner at one ear than the other, the resultant neural response will have travelled further than its opposite number when they meet.  An array of cells responding only when excited simultaneously by both axons would then code spatially for different interaural time differences. 

Fig 6.25  A functional interpretation of the pathways shown in Fig. 6.23.
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Notes

Hearing  Excellent general accounts of the physiology and psychophysics of hearing include: Gelfand, S. A. (1981) Hearing: an Introduction to Psychological and Physiological Acoustics. (Marcel Dekker, New York); Moore, B. C. J. (1989) Introduction to the Psychology of Hearing. (Cambridge University Press, Cambridge); Pickles, J. O. (1988) An Introduction to the Physiology of Hearing. (Academic, London); Stebbins, W. C. (1983) The Acoustic Sense of Animals. (Harvard University Press, Massachusetts).

p.  Fourier analysis    The best general book on Fourier analysis and synthesis is probably still Bracewell, R. (1965) The Fourier Transform and its Applications. (McGraw Hill, New York).

p.   Auditory sensitivity   To see what this astonishing sensitivity means in practical terms, in theory a 10 watt loudspeaker of moderate efficiency situated in London and sending out a I kHz tone ought to be audible in Cambridge, 50 miles away!  In fact, of course, not only would much of the sound be absorbed by intervening structures, but prevailing background noise will tend to drown the incoming signal: maximum sensitivity can only be obtained when all other sound sources are silenced.  Nevertheless, there are well authenticated reports from World War I of heavy shelling at a particular location being heard over wide areas in Europe.

p. Musical instruments   There are many good accounts of specifically musical aspects of hearing: see for instance Pierce, J. R. (1983) The Science of Musical Sound. (Scientific American Books, New York); and Roederer, J. G. (1973) Introduction to the Psychophysics of Music. (Springer, New York).

p.  Protective function of middle ear    The reaction time of such a response to intense sounds is such that it cannot in fact provide much protection against things like loud bangs, since by the time the muscles contract the damage has been done.  But in discos and other hostile environments they may help by acting as automatic ear-plugs.  

p.  von Békésy    His Experiments in Hearing. (1960) (McGraw-Hill, New York) still makes stunning reading.

p.  IHCs per octave    This happens to be of the same order of magnitude as what a musician can discriminate; but since pitch discrimination is more likely to be a central phenomenon, based on periodicity, this appears to be simply a coincidence.   Note also that this is not strictly a test of ‘acuity’ in the sense it is used in vision, but of ‘localisation’ along a frequency axis.  Acuity in the sense of hearing whether there are two waves present or just one is meaningless in these terms, because of beats.

p.  Hair cell mechanisms    See for instance Ashmore, J. F. (1991) The electrophysiology of hair cells. Annual Review of Physiology 53, 465-476; and Dallos, P. and Corey, M. E. (1991) The role of the hair cells in cochlear tuning. Current Opinion in Neurobiology 1, 215-220.

p.  Binaural localisation   These mechanisms are obviously of very great importance in the design of stereo audio systems.  Ordinary stereo heard through a pair of loudspeakers is not very realistic for a number of reasons.  First of all, it can provide an impression only of right - left localisation and not of vertical localisation; but more important, it messes up the normal time delays between the ears that are vital in low-frequency localisation: each ear hears the sound from both speakers, so that a single recorded click reaches the brain as four separate clicks, two to each ear.  This problem can obviously be got round by listening through headphones; and although this can certainly give a greatly improved sense of localisation, one is then up against a different problem.  In order to achieve good balance between different instruments in an orchestra or band, sound engineers like to use a vast array of microphones scattered about in different locations, and then mix them all together to form the two stereo channels.  As a result, the phase relations between the same sound on the two channels are more confused than ever, and a single click is likely to end up as many dozens of clicks by the time it reaches the listener.  Since most people listen through loudspeakers which muddle up the phase relationships anyway, this is not thought to matter much; but it means that recordings of this type do not work very well even through headphones.  

A very great improvement is the use of dummy head microphones.  Here each channel is recorded through its own single microphone, which is placed in a dummy head, carefully designed with detailed modelling of the external ears in such a way that it produces the same kind of directional coloration that a real head would.  If one now listens to the recording through headphones, the effect is extraordinarily realistic, partly because both amplitude and phase information is preserved, and also because for the first time it is possible to perceive the vertical localisation of a sound.  The one snag, which is true of all headphone systems, is that moving the head moves the sound image with it, reducing the illusion.

p.  Binaural coincidence    One might speculate on whether a similar mechanism, with signals from the same ear sent in from both directions, might not serve to convert the periodicity of lower frequency auditory signals into a spatial pattern suitable for processing by higher levels.   The same sine wave sent in on both sides will obviously be in phase – and therefore reinforce itself -  in the centre; but it will also be in phase one wavelength on each side, producing ‘sidebands’ whose spatial position can tell the brain what the frequency is.

NeuroLab
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  p.   Sound and Fourier Analysis   This exhibit lets you explore the relationship between the waveform of a sound and its spectrum.  If you have a sound card, you can listen to the waves that you create, by clicking on the Listen panel.  On the right is a list of radio buttons select various preset waveforms, ranging from a simple sine wave to an extremely complex sound with many spectral components.   Examine each of them in turn, and compare the waveform with the spectrum displayed in the window at bottom left, and listen to them as well if your equipment allows you to.   You can edit the spectrum by choosing a harmonic with the horizontal scroll-bar at the bottom, and altering its amplitude with he vertical one on the right; there is also a row of radio buttons to the right which select different phases.  When the spectrum is ready, press Make new wave, and the corresponding waveform will appear in the waveform window.  

[image: image3.png]


  p.  Vowels    This exhibit allows you to select various vowel sounds, with the radio buttons on the right, examine either their waveform or spectrum, and - if you have a sound card - to listen to the result.  Selecting Larynx alone shows the unfiltered sound from the vocal cords, with a comb spectrum in which all the harmonics are of the same amplitude.  Choosing High, Medium or Low frequency selects the pitch generated by the larynx, and you can see that at high frequencies the harmonics are spaced further apart.  The effect of changing the configuration of the vocal tract to generate different vowels is to add an envelope to the spectrum, which in this simple model has two peaks or formants (in real life there are three or four).  The positions of the formants change for different vowels, but they do not vary with pitch.   Note that although the spectra associated with different vowels are relatively simple, the resultant waveforms are extremely complex.
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  p.  The basilar membrane    This exhibit shows, very schematically, how a travelling wave passes along the basilar membrane at different frequencies.  Choose a frequency with the radio buttons on the right.  The corresponding envelope will then appear in the window (note that it does not incorporate the action of the second filter, which in real life makes the peak of the envelope much sharper).  Click on Start, and you will see a sequence of snapshots of the deflection of the basilar membrane (highly exaggerated in amplitude, of course) at equal intervals of time, giving the appearance of the travelling wave as it passes along the membrane.  
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  p.    Phase-locking    This exhibit illustrates the principle of phasing locking or circus firing in auditory fibres.  Click on Sweep, and you will see a sinusoidal sound wave (red, at top), and below it the pattern of action potentials in eight individual fibres, together with their total activity at the bottom (light blue).  Although there is a degree of randomness about the behaviour of any one fibre, and - particularly at high frequencies - fibres may fire on average only every other cycle, or less often, nevertheless because the probability of firing is determined by the sound pressure the activity of the nerve bundle as a whole reflects the frequency of the stimulus, even when this is so high that no one fibre can follow it.  You can alter the amplitude and frequency of the sound with the two sliders.
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  p.    Interaural delay    This exhibit show how a pair of delay lines conducting in opposite directions, with a row of neurons that detect coincidence, can convert interaural delays into a spatial pattern, for sound localisation.   Click at some point in the main window: this represents a brief pulse of sound, and you will see a wave front spread out from it.  The two bottom corners of the box represent the two ears.  When the wave reaches them, they are transformed into neural activity that moves at a steady rate along the corresponding horizontal delay lines.   Where activity in the two lines meets, the corresponding neuron lights up red to signify detection of coincidence.  If you click in the middle, a middle neuron eventually lights up; if to one side, a contralateral neuron is activated; in general, interaural delay is converted into spatial position.
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  p.  Cortical regions  A simple map of functional cortical areas, for self-testing.   Click on one of the radio buttons designating an area of cortex, and the name and Brodmann number will appear in the box at right.  Alternatively, click on the pull-down button at the right of the box to display the whole list, and click on an item: the corresponding radio button will be selected.
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People

Jean Baptiste Fourier (1768 - 1830) had the misfortune to be a young man during the French Revolution, became entangled in its politics, and as at one point arrested; it was Robespierre's own execution that probably saved him from the guillotine.  Though a teacher at the Collège de France he rose quickly to a power under Napoleon, at first as his scientific adviser, and later as Prefect of Grenoble.  It was at this relatively late stage that he published his work on harmonic analysis, which was considered controversial at the time.

Georg von Békésy (1889 - 1872) won the Nobel Prize for Physiology and Medicine in 1961 for his extraordinary experimental work on the cochlea, which demonstrated the truth of his travelling wave theory of how the cochlea translated frequency into spatial patterns.  His fertile technical inventiveness led to his constructing several mechanical models that supported his ideas.

