Chapter 7   



Vision

Light and dark

Light is a form of energy propagated by electromagnetic waves travelling at an immense velocity - some 300 metres per microsecond - and carried in discrete packets called quanta or photons.  Only a very small range of all the wavelengths of electromagnetic radiation known to physicists is visible (Fig. 7.1).  The longest waves that we can just see, forming the red end of the spectrum, are some 0.7 m in length, slightly less than twice as long as the shortest waves at the blue end.  In nature, most electromagnetic radiation is generated by hot objects: the hotter they are, the more of this energy is radiated at shorter wavelengths.  The peak of the spectrum of light from the sun - an exceedingly hot object - corresponds quite closely with the range of wavelengths seen by the eye.  Of man-made sources of light, many, like the ordinary incandescent electric lamp, radiate as hot bodies and have a smooth and broad emission spectrum: others are quite different, and emit light only at a few discrete wavelengths.  The sodium lights used for street lighting, for example, are effectively monochromatic, their energy being concentrated in a very narrow band in the yellow region.  Domestic fluorescent lamps have a spectrum consisting of a number of emission lines superimposed on a continuous background.

Figure 7.1  spectrum 

The spectrum in a sense defines the quality of a light; determining its quantity is called photometry, and is complicated by the fact that there are two kinds of photometric measurements: first, how much light is emitted by a source of radiation, and secondly, how much light is received by an illuminated object.   The candela is a measure of the rate of emission of light by an object: an ordinary 60 watt bulb is equivalent to about 100 candela.   The amount of light received by an object per unit area is its illuminance, and is measured in lux.  This unit is defined as the degree of illumination of a surface one metre from a source of one candela radiating in all directions.  Full sunlight may provide about 100 000 lux.    

Now objects in the real world scatter back some of the light that falls on them, so that in general an illuminated surface is also a luminous one, emitting a certain amount of light per unit area: this is described by its luminance, measured in candelas per square metre (cd/m2).  Finally, the ratio of luminance to illuminance in these conditions is a measure of the surface's whiteness or albedo (Fig. 7.2).  If we shine one lux on a perfectly white object that is also a perfect diffuser, it will have a luminance of about 0.32 cd/m2, and such a surface is said to have an albedo of unity.  Ordinary white paper has an albedo of about 0.95; paper printed with black ink, about 0.05. The photometry of coloured objects, which scatter back light of a different spectral composition from that which illuminates them (so that their albedo is a function of wavelength) is much more complex and requires special definitions and methods of measurement. SYMBOL 38 \f "Wingdings"  
Figure 7.2 albedo 

Figure 7.3 gives some idea of the range of luminances found in nature.  At the bottom end the eye can function at light levels measured in terms of single photons or quanta; at the upper end, the brightest lights we can tolerate without retinal damage are an amazing 1015  - 15 log units - brighter than this. These are extremes: useful vision over middle 1012 or so of all this.   This is an extraordinary performance, that no man-made device can begin to challenge: in television studios, for instance, absurdly high levels of lighting have to be used to produce decent pictures.  So here is something very special about vision - a function whose technical name is light and dark adaptation, or simply adaptation for short.

Figure 7.3  range

Adaptation: a sliding scale

In practice, however, at any one moment the actual range of luminances to which the eye is exposed is very much smaller than this.  The albedos of natural objects vary only from about 0.05 to 0.95.  So - whatever the overall level of illumination - as you look round a uniformly illuminated room the range of luminances that you see is only about 20:1.  Black objects seen in daylight look black because they lie at the bottom end of the range of luminances in the environment, even though in absolute terms they may radiate very much more light than white objects seen at dusk.  Although intrinsically not very bright, the latter look white because they are at the top end of the range of luminances in the vicinity (Fig. 7.4).

Figure 7.4  sliding scale 

Black and white are thus relative terms: the eye operates on a sliding scale of brightness that can be moved up and down the whole 15 log unit range in such a way as to match the prevailing level of luminance; this property is the result of various mechanisms of adaptation.  It follows that the eye responds not so much to the luminance of natural objects as to their albedo: a much more useful sensory quality, since albedo is an intrinsic property of objects, whereas their luminance depends on how much they happen to be illuminated.  So adaptation has two functions: it enables you to cope with a very wide range of light levels, but its also provides information about albedo, the first step towards recognition.

Contrast

The existence of adaptation has the most profound effects on what we are able to see and how see it.  It is easy to show that in a very wide variety of situations our perceptions are scaled to the prevailing luminance level.  Much of the time we are trying to see small differences of luminance on a relatively uniform background, and in many situations it turns out that their perception depends crucially on something called contrast.  Contrast is the ratio I/I  between some difference in luminance I and the background luminance I.  It can be defined equally well for positive or negative increments on a steady background (a star in the evening sky, a fly on a sheet of paper), or for repetitive stimuli called gratings in which the luminance varies - often sinusoidally - around a mean level I (Fig. 7. 5).   In general, we detect an object if its contrast exceeds a certain threshold value, and not otherwise.   This explains, for instance, why a very thin white line on a black background may be visible while a black line of identical width on a white background is not (Fig. 7.6).  Though I is the same in each case (though of opposite sign), I is not, so the contrast is considerably bigger for the dark background.  Or consider stars, which have a fixed I: as the sun rises, I increases and their contrast drops one by one and they disappear (Fig. 7.7).   

Figure 7.5  contrast

Figure 7.6  black/white

Figure 7.7  no stars

Photopic and scotopic vision

There are several distinct mechanisms that contribute to this ability of the eye to adapt to the prevailing level of illumination, and they are discussed in more detail on p. whatever it is below.  Some respond quickly to a sudden change in the ambient level, others more slowly.  If we go from daylight to a dark room we find that it takes nearly 40 minutes for the eye to adjust its sensitivity fully to the reduced level of illumination.  The simplest way to demonstrate this process of dark adaptation is to measure a subject's absolute threshold - the luminance of the dimmest light he can just perceive - at regular intervals during this adapting period.  Such curves normally show two distinct components (Fig. 7.8): an initial one that levels off after some 8 minutes, and a further, slower increase in sensitivity that takes another 30 minutes or so to reach completion.  SYMBOL 38 \f "Wingdings"
Figure 7.8  dark adaptation

This dual response is due to the presence in the retina of two different types of receptor, rods and cones. 

Cones are found particularly in the middle of the visual field and provide very detailed information about the retinal image, being a little more than 2 microns in diameter, and also responsive to colour.   But cones have a high threshold, and can only function when the light is above some 10-2 cd/m2  (the photopic region).  Below this, in the scotopic region, we're forced to use the rods. 

Rods are much more sensitive - in fact as sensitive as they could possibly be, since one individual rod can respond to a single photon of light - but the bad news is that in order to achieve this sensitivity they have to group themselves together into functional teams – numbered in thousands - by means of their neural connections in the retina.  By pooling their information they enormously increase their sensitivity, but at the cost of throwing away a lot of information about the spatial detail of the retinal image, and also sacrificing the ability to distinguish wavelengths or colours; they are also slow, and they respond to a range of wavelengths that is slightly shifted in the blue direction – something called the Purkinje shift (Fig. 7.9) SYMBOL 38 \f "Wingdings"
Fig. 7.9  Purkinje shift

So we have a sort of dichotomy between these two types of vision.  Some of these differences between photopic and scotopic vision are summarised in the accompanying box: further explanation of some of the terms used is given in the sections that follow. At in-between levels we have an intermediate kind of vision called mesopic.  The top of this mesopic region is at about 100cd/m2 ,when the rods stop functioning because they're completely saturated.  

Image-forming by the eye 

Optics

But the eye is not just a device for sensing light and dark: it forms an image of the outside world, and encodes it as neural messages for the brain.  The basic physics of image-forming is that when light enters a region of higher refractive index (or leaves one of lower) it is bent towards the normal, by amount that depends on the refractive index, .  So if the surface is curved, the further out bits bend parallel rays more and the inner ones less, and if you're lucky they come to a point.  To a first approximation the way to get them to come to a point is to use a spherical surface.  In the eye, there are three surfaces of this sort that act together to bring the images of distant objects to a focus on the retina: they are the cornea, and the front and back surfaces of the lens (Fig. 7.10). (See Box.) The refractive index of the aqueous humour that separates the cornea and lens is much the same as that of the vitreous humour that fills the rest of the eye, and is about 1.34; that of the crystalline lens is only slightly greater than this, being about 1.42, so that most of the refractive power of the eye is due to the cornea rather than the lens.  Ophthalmologists describe the power of refractive surfaces by the reciprocal of their focal length in metres, and these units are called dioptres (D).  Since the distance from the cornea to the retina in Man is about 24 mm, the total refractive power of the eye when focused on a distant object is some 42 D; of this, about 36 D are due to the cornea alone, and only 6 D to the lens.  SYMBOL 58 \f "Wingdings" So, contrary to popular belief, the focussing power of the eye is not mainly due to the lens: the reason is that its refractive index is not very different from that of the aqueous humour and vitreous humour on each side, so it doesn't contribute much.  The cornea is powerful because its interface is with air, which has a refractive index of nearly zero.   

Figure 7.10  Dioptres etc. 

Accommodation and the lens

Though the lens contributes little to the total refractive power, it still has a very important function: it can alter its shape and hence fine-tune the eye's effective focal length; this function is called accommodation.   It’s able to do this because it is elastic and flexible, made of remarkably long (10 mm) thread-like cells, rectangular in cross section and - for transparency - lacking nuclei, knitted together in a series of concentric layers by zip-fastener-like ball-and-socket joints that provide flexibility (Fig. 7.11).  Think of it as a kind of jelly held in place by guy-ropes all round the edge, the suspensory ligaments (Fig. 7.11) that are normally under tension from elastic elements attached to the wall of the eye and tend to flatten the lens out.  Behind the lens, encircling it, is a ring of muscle called the ciliary muscle.  When it contracts, it relieves the tension on the filaments, and the lens relaxes into a more bulging, rounded shape with a shorter focal length. (Fig. 7.12).

Figure 7.11  pupil
Figure 7.12  ciliary innervation

The lens presents something of design problem for nature, since – being transparent - it obviously cannot have a blood supply.  It obtains its nutrients and oxygen from the aqueous humour that bathes it both sides, and is able to penetrate the lens because of fibrous nature.  It is a fluid similar to plasma but with only some 1% of its protein concentration and a peculiarly high concentration of ascorbic acid, and is continuously secreted by the ciliary body (fig. 7.11), and passes through the iris into the anterior chamber where it eventually filters its way out into the canal of Schlemm, where it contributes to tears.  The resistance to its outflow generates an intraocular pressure of some 10 - 20 mmHg.  Blockage may raise this pressure to the point where the flow of blood into the back of the eye is hindered, a serious condition called glaucoma which is a common cause of blindness.   

The range of accommodation is the difference between the maximum and minimum power of the optics, expressed in dioptres. It can easily be measured by finding the positions of the near and far points of the eye, the nearest and furthest distances at which objects can just be brought into focus.  For a normal or emmetropic eye with accommodation fully relaxed the far point will be at infinity (0 dioptres), and the range of accommodation will be given by the reciprocal of the distance of the near point in metres.  For instance, a young emmetrope's near point will generally lie at around 80 mm, so that the range of accommodation is 12 D.  As one gets older, however, the lens begins to seize up, so that it no longer bulges so much when the ciliary muscle contracts, and the range of accommodation falls.  By the age of 60 the possible amplitude of accommodation may have fallen to 1 D or so, a condition known as presbyopia (Fig. 7.13).   It is the near point that moves further away, and when you find you can no longer read the newspaper even at arms length, then you have to start wearing either half-glasses, or bifocals, in which the bottom half of the lens has a stronger power than the top. SYMBOL 38 \f "Wingdings"   

Figure 7.13  presbyopia 

Errors of image-formation

That's the basic optics.  How good are they? SYMBOL 38 \f "Wingdings"  Few people are exactly emmetropic, and what is normally found is that when the accommodation is fully relaxed the total refractive power is either too strong or too weak in relation to the distance from the cornea to the retina.   If it is too strong, the image of a distant object lies inside the vitreous instead of on the retina and we have the condition called myopia. SYMBOL 38 \f "Wingdings"    An optician corrects myopia by using a negative or concave spherical lens.  For example, if your far point is one metre away then that means your eye has 1 dioptre too much power, and you need a minus 1 dioptre lens to make it up - called the spherical correction, part of an optician's prescription.   If you're long-sighted or hypermetropic, the eye is too weak and needs an additional positive lens to correct (Fig. 7.14).  In either case, you can describe the degree of disability by the power and sign of the lens needed to bring the eye back to emmetropia: thus a mildly short-sighted patient might require a correction of -1.75 D. This is called the spherical correction, and in general is not the same in both eyes. 

Figure 7.14  myopia etc.

A more subtle but very common type of focussing error occurs when the curvature of the cornea is different in different meridians.  It will then focus a horizontal line at a different focal length from a vertical one, a condition called astigmatism (Fig. 7.15)  If for example it has a smaller radius of curvature in the horizontal plane than in the vertical, the far point when measured with a vertical line as test object will be closer than when a horizontal line is used.  It is corrected with a cylindrical lens - in effect a section cut from a cylinder, just as a spherical lens is from a sphere: it focuses only in one meridian (Fig. 7.16).   Opticians test for astigmatism by means of a target like that of Fig. 7.17, called an astigmatic fan; an astigmatic subject will see some of the lines more sharply than others, and this will tell the optician the angle at which a cylindrical lens should be placed in front of the eye to make the refractive power as nearly as possible equal in all meridians.  The power of the cylindrical lens that is needed to do this, together with its meridional angle, make up the cylindrical correction that is the second part of a prescription for spectacles.  SYMBOL 38 \f "Wingdings"
Figure 7.15  astigm 1

Figure 7.16  cylinders

Figure 7.17  astigm 2

Astigmatism and incorrect refractive power are not the only faults that may be found in the eye's optics, and as in many man-made optical systems, the cornea and lens together produce a number of different types of optical aberration. SYMBOL 38 \f "Wingdings"  

The first of these is due to the fact that the refractive indices of the various optical media of the eye depend on the wavelength of the incident light.  In general, the refractive index increases with decreasing wavelength, so that blue light is refracted more than red.  This phenomenon is called dispersion and means that the focal length of a lens depends on the wavelength, with blue being shorter than red, amounting to some 2 D over the whole visible spectrum.   This gives rise to defects in the resultant image, in the form of coloured fringes, called chromatic aberration (Fig. 7.18). This means that if one looks at a blue object and a red object lying side by side at the same distance from the eye, they cannot both be in focus simultaneously, and a subject who is emmetropic when his far point is measured in red light will be short-sighted if it is measured in blue: his far point will then be only a metre or so away.  This forms the basis of a simple clinical test for errors of refraction, consisting of an illuminated screen divided into three portions that are red, green and white: identical test figures are superimposed on each field, and the subject is simply asked which figure he sees most clearly.  A myope, whose lens is too strong anyway, sees red targets more clearly than green, and vice-versa for a hypermetrope; an emmetrope will see the one on the white background best.  The importance of chromatic aberration can be seen by the fact that visual acuity is improved by some 25% in monochromatic yellow light.  The eye mitigates the effects of chromatic aberration in two ways: by a yellow pigment over the fovea that reduces the blue component, and by the fact that very few blue cones are found in the centre of the fovea, where the finest spatial vision is found. 

Figure 7.18  aberrations

The other aberration is spherical aberration.  We saw earlier that to make a surface bring parallel rays to a point it needs to be roughly spherical.  Although ordinary man-made lenses are nearly all spherical, simply because they're easier to make, a spherical lens does not in fact bring rays to a point focus: they get bent too much as you go further out, and the resultant blur is spherical aberration.   

The shape you really need is not a sphere but an ellipsoid.  For surfaces that are small in comparison with their radii of curvature the difference is slight, and spherical aberrations are often negligible.  But in the case of the eye, the aperture is of the same order of magnitude as the radius of curvature of the cornea, and the result is that rays entering near the periphery of the cornea are bent too much, and form a closer focus than those entering near the centre (Fig. 7.18).  To some extent Nature has compensated for spherical aberration, first of all by making a cornea that is not exactly spherical but tends towards the desired ellipsoid, and secondly in that the refractive index of the lens is not constant throughout, but graded from a maximum of some 1.42 at its centre to about 1.39 at the edge, thus cancelling out, to some extent, the extra bending of peripheral light rays.  The degrading effects of both spherical and chromatic aberration, and of other defects due to irregularities of the refracting surfaces, get worse as the pupil or aperture of the eye increases, and this in turn depends on the state of the iris: this is discussed below on p.xxxxx, in the context of visual acuity SYMBOL 38 \f "Wingdings" 

There are two other problems with the eye’s optics that are not exactly errors of focus, but do degrade the quality of the retinal image.  When light enters the eye it tends to get scattered, particularly by cornea and lens but also to some extent by bouncing off the back of the retina.  This effectively superimposes on the image a more or less uniform background, perceived as glare, whose illuminance is of the order of 10 per cent of the mean illuminance of the retina.  This means that if we look at a target whose actual contrast is 100 per cent, the effect of this scatter is to reduce the contrast of the retinal image to something nearer 90 per cent.  Because of  the progressive opacity of the lens, glare gets worse as you get older; it is particularly obvious when driving at night in the face of opposing headlights.   The second problem is something that is caused by the pupil, called diffraction.  Whenever light passes through a restricted aperture it tends to spread out and therefore degrades the retinal image: the smaller the aperture, the worse this gets.  More precisely, the width of the resultant pointspread function is of the order of /d radians, where  is the wavelength, and d the aperture of the system.  In practice, so long as the pupil is bigger than some 3mm, diffraction contributes rather little in comparison wit the other optical problems. 

Thus the ideal size for the pupil is something of a compromise.  An important factor is the ambient light level: under bright photopic conditions the eye can take advantage of the excess light by reducing the pupil and improving the quality of the retinal image.  In scotopic conditions, however, the eye needs all the light it can get and the quality of the retinal image is of secondary importance: in any case, we shall see later that the rods are not capable of passing on accurate information about the detailed structure of the retinal image.  It is important to emphasise that pupil dilatation contributes very little to the enormous changes in sensitivity that accompany dark adaptation, since it can only vary the incoming light by a factor of 16 at most, or 1.2 log units.  

Another factor is that the control of the pupil is closely linked to accommodation: when the ciliary muscle contracts in order to focus on a near object, there is normally an associated constriction of the pupil (the near reflex).  As these responses are usually also combined with binocular convergence movements of the two eyes, the whole pattern of response (constriction, accommodation, convergence) is also known as the triple response.  Under certain clinical conditions, notably in neurosyphilis, one may find that the pupillary response to near objects remains despite loss of the response to bright lights: this condition is known as the Argyll Robertson pupil, and is an important diagnostic neurological sign.  The fact that pupil dilation is also a measure of general sympathetic activity and of emotional or sexual excitement also has it uses. SYMBOL 38 \f "Wingdings"
Visual acuity

Measurement 

Visual acuity is a measure of the fidelity with which the visual system can transmit fine details of the visual world: it is the equivalent of the ability of a camera to produce sharp pictures.  In a camera there are essentially two stages at which sharpness may be lost: either through optical defects that blur the patterns of light in the image on the film, or by defects in the film itself, such as graininess, that limit the density of detail.  These correspond in the eye to the quality of the optics, and to the density of the retinal receptors.  But in the case of the eye there is a third factor: the possible degradation of the image that may occur in the course of the neural processing that takes place in the retina.

The effect of optical blur is relatively straight-forward.  Consider for instance the simplest of all visual objects, a star.  Stars are so far away that they can in effect be regarded as infinitely small point sources.    But the retinal image of the star will certainly not be a point, because the optics will spread the light out into a sort of heap on the retina.  This distribution of light is called the pointspread function, and its size is a useful measure of how good or bad the optics is.  In the human eye, under the best possible conditions, the pointspread function has a diameter of about 1.5 min (measured half-way up); the worse your optics are, the bigger this becomes. (Fig. 7.19)  SYMBOL 58 \f "Wingdings"
Figure 7.19  pointspread
This pointspread function is of fundamental importance, since it absolutely determines what sort of patterns we can see and what we can't.  For instance, if we have two stars rather than one, each with its own pointspread, then if they are far apart, they will been seen correctly as two separate stars; if closer, eventually there will be no little dip in between them, and the brain will have no way of knowing that there are two stars and not one (Fig. 7.20).   For normal observers the angle of separation for which this kind of resolution can just be performed provides a quantitative measure of visual acuity.   Its value - around 30 - 45 sec of arc - is an order of magnitude greater than the width of a black line that can just be seen.  This figure, that is found to apply in many similar tasks of resolution, can be taken as a measure of the visual acuity or resolving power of the eye.  

Figure 7.20  resolution

We need to pause at this point to consider exactly what is meant by 'seeing’ something.   Seeing can mean detection, or resolution, or recognition.  An ornithological friend points up in the sky and says "Can you see the crested willow-warbler?".  If you can't, it may be either because it's so far away you can't detect it, or because although you can see a formless speck you can't determine what markings it has, or finally because - although you can perceive every aspect of it - you haven't the least idea what a crested willow-warbler is meant to look like.  In each case, there is a failure to 'see', but for completely different reasons.  

The existence of spatial spread has implications for detection as well as resolution.   Since the incident energy from the point source is spread out over a larger area, the maximum intensity at the central peak is necessarily reduced, leading to a decrease in the contrast, I/I , that determines whether it will be seen against its background (see p.xxxx).  For objects of intrinsically high contrast, such as stars seen against the void of space, this will not matter much, and subjects with poor visual acuity as measured conventionally (see below) are not as bad at seeing stars as one might expect, bearing in mind the fact that such objects subtend an almost infinitely small angle.  In the dark, whether one sees a star or not is almost entirely a matter of whether a sufficient number of photons from it fall upon a rod summation pool; as the sun rises its visibility depends on whether I/I  exceeds the threshold contrast.    Thus – rather like the case of the skin, discussed on p.xxxx – we may find that we can localise a visual object to a much higher degree than our ability to tell whether there is one object or two.   

While the main effect of contrast is on detection, it also affects resolution.  In a case like that of Fig. 7.20c, it is clear that we cannot improve resolution simply by increasing the contrast, and such a stimulus may be described as absolutely unresolvable.  But in an intermediate case like Fig. 7.19b, whether resolution is possible or not will depend on the contrast of the original object as well as on the width of the pointspread function.   This interaction between resolution and contrast can best be investigated by using grating patterns as test targets.  A grating is simply a regular pattern of stripes; if the stripes are uniformly black and white, it is called a square-wave grating, because a plot of intensity as a function of distance across the grating would have a square-wave profile.  In the same way, sinusoidal gratings have an intensity profile that is sinusoidal (Fig. 7.5). In each case, one can describe the grating in terms of its spatial frequency (i.e. the number of cycles per degree) and its contrast (defined as the difference in intensity between peak and mean intensity divided by the mean intensity).  Thus a pattern of alternate pure black and pure white strips, each 1 degree across, could be described as a square-wave grating of 100 per cent contrast and spatial frequency 0.5 cycles per degree.  A simple experiment is to ask a subject to view a sinusoidal grating of a particular spatial frequency, and then reduce its contrast until he reports that he can no longer see it.  If we plot this threshold contrast as a function of spatial frequency, we typically obtain a curve such as Fig. 7.21.  Because a blurred pointspread function affects high spatial frequencies much more than low, the contrast required to see the grating increases sharply as its frequency is increased, until at about 40 - 50 cycles per degree (the cut-off frequency) the subject cannot even see a grating of 100 per cent contrast.  Because of the steepness of this cut-off, a small amount of extra blur causes a large increase in the contrast needed, and so the method provides a sensitive measure of acuity.  The reason for the fall-off in contrast sensitivity at low frequencies is discussed later (p. xxxx),

Figure 7.21  CSF

Of course, dispensing opticians don't bother with all that.  A rough-and-ready measure of visual acuity is to make up charts of letters, of standardised shape and graded in size, and see at what point the patient is unable to read them.  A common chart of this kind is the Snellen chart (Fig. 7.22) in which rows of letters of diminishing size are to be read: by discovering the row at which the subject finally stops, and knowing the size of letters and the subject's viewing distance, one can estimate his minimum resolvable angle.  You can see that a letter E, for instance, is a bit like a miniature grating, and you need to be able to resolve it in order to read it.  Each line is marked with distance in feet at which you should just be able to read it. If at six metres you can only read the line for 12 metres, then your acuity can be described as 6/12; a normal person is in theory therefore 6/6. SYMBOL 38 \f "Wingdings"   But Snellen charts are very conservative, since they are calculated not on the basis of 45 but of 60" arc, or one minute.  So at six feet away, with very good vision you should in fact be able to read the line marked 5, in which case your vision is described as 6/5.   The idea is no doubt to make the glasses the optician has just sold you seem better than they are.   
The difficulty of the Snellen chart for scientific work is that the test is only partly one of resolution.  Apart from the assumption that you can read, it is also clear that some letters are recognised more easily than others because of their overall shape; and for some purposes the Landolt  C chart (Fig. 7.22), used in the same way, is preferable because it provides no extraneous clues to the subject.  Even this is not ideal, since it is still possible to detect the overall orientation of the C even though it is not really resolved: for this purpose, simple barred patterns are better (Fig. 7.23).  A novel kind of chart in which all the letters are the same size but are graded in contrast has recently been introduced: it has the advantage of testing for certain kinds of defects in the visual system in which sensitivity to contrast is specifically impaired.

Figure 7.22  Landolt etc.

Figure 7.23  Snellen dimensions

The tests described so far are all genuine tests of acuity in that they require that detail of some kind be resolved.  Other tests, that at first sight might also appear to be acuity tests, are really tests of detection or localisation, and give apparent acuities far better than 30 - 45 sec of arc.   A well-known example is vernier acuity, where a subject is required to move two lines into alignment, as for instance in the scale of vernier callipers. Here one does incredibly well, typically of the order of a few seconds of arc.  But the task is not resolution but localisation: even if the retinal image is blurred, one can still estimate where the peak is quite accurately.  One can show that the longer the line the better one is, showing that accuracy is also being improved by averaging information over the whole line.  Another pseudo-acuity task is the detection of stars, which may subtend extremely small angles at the eye.  For instance, the bright star in Orion called Betelgeuse subtends only some 1/20 second arc.  But in a sense that figure is quite irrelevant: because of the pointspread, its image is still has a width of 45 sec arc, and whether you detect it or not depends simply on how whether its luminance exceeds the absolute threshold, I0.   SYMBOL 58 \f "Wingdings" 

The influence of the pupil

Unlike the lens, the size of the pupil is under the control of two different muscles: one, the sphincter pupillae, lies circumferentially round the iris, and the other, the dilator, lies radially.  The two muscles thus have opposed effects, the first causing contraction of the pupil and the second dilatation, and they are respectively under the control of the parasympathetic and sympathetic systems (Fig. 7.12).  It is not entirely clear which of the two branches of the autonomic nervous system is responsible for normal tonic control of pupil size, and one may cause mydriasis (enlargement of the pupil) by drugs that either block the action of acetylcholine on the sphincter (e.g. atropine) or simulate the effect of noradrenaline on the dilator (e.g. phenylephrine).  Light causes constriction through the parasympathetic route from the ciliary ganglion, in turn activated by the Edinger-Westphal nucleus high up in the brainstem, close to the oculomotor nucleus, which receives sensory information about overall light level from neurons in the pretectum that themselves receive fibres from the optic nerve.  
The advantages of a large pupil size are first that the eye receives more light (over the normal range of pupil diameters, about 2 - 8 mm, the amount of light caught by the eye varies by a factor of 16), and secondly that the diffraction effects that always occur when light passes through a small aperture are minimised.  The advantages of a small pupil, on the other hand, are an increased depth of field (a greater tolerance of errors of focus) and a reduction in the magnitude of the optical aberrations and of glare (Fig. 7.24): the extent of this effect can be seen for oneself by looking through a pinhole, which acts as a very small artificial pupil.   Aberrations are reduced because the smaller the pupil, the more nearly the optical surfaces will approximate to their ideal forms, and the less noticeable the aberrations will be.    The effects of diffraction can be calculated without much difficulty.  For a pupil of diameter 2.5 mm, and with green light, diffraction alone creates a pointspread of a little less than one minute of arc.  In other words, under these conditions acuity is effectively limited by diffraction at the pupil.  In the dark, with a pupil of some 8 mm diameter, the corresponding figure is about 17 sec of arc, but the actual pointspread is very much wider than this because of the increased contribution of the aberrations when the lens is widely exposed: in fact the pointspread function actually gets wider with increasing pupil diameter beyond 3 mm or so.  As a result, a graph of visual acuity as a function of pupil size is U-shaped, with a distinct optimum around 3mm. (Fig. 7.25).  Thus if acuity were the sole consideration, we might expect to find the pupil always fixed at that value.  But as we shall see, under conditions of dark adaptation the intrinsic acuity of the neural processing of the retinal image is so low that the poor optics contribute little to the overall blur, and the advantage of being able to increase retinal sensitivity by catching more light with a dilated pupil outweighs the disadvantage of slightly decreased acuity.  

Figure 7.24  aperture

Figure 7.25  Pupil and VA 

The influence of the retina

The previous section may have given the impression that acuity is purely a matter of the optics, and that what the retina and brain do doesn't matter very much.  Under photopic conditions, for most of us, in practice this is probably true.  But when there is an abundance of light, and the optics are free of any defects, then one finds that the visual acuity that one measures is not quite as good as one would expect from the quality of the retinal image; what is happening is that the retina and brain are introducing some extra deterioration of their own.  

The most obvious way in which the retina influences visual acuity is simply that the receptors are a finite distance apart from each other, which in itself inevitably limits the detail that can be seen.  In the very centre of the fovea receptors are at their closest spacing a little over 2.3 microns, or half a minute of arc, which happens to be about the same as the half-width of the point-spread.  This is no coincidence, since obviously it wouldn't make much sense to have wonderful optics with a beautifully detailed image combined with huge receptors incapable of transmitting the information; nor would it be helpful to have finely packed receptors able to respond to details that in real life they could never possibly experience, because of optical blur (Fig. 7.26).  

Figure 7.26  receptor size

The relative importance of optical as opposed to retinal and neural factors in determining acuity can be determined directly by arranging to project a grating on the retina in such a way that its contrast is unaffected by the quality of the optics.  One way of doing this is to generate interference fringes on the retina by means of two point sources of coherent light from a laser: the resulting interference pattern is in effect a sinusoidal grating, whose frequency depends on the separation of the two sources, and whose contrast is substantially unaffected by the quality of the optics.  One can then measure the subject's threshold contrast as a function of frequency, as already described, and compare the result with what is found when viewing a 'real' sinusoidal grating.  Although there is some improvement when the optics are bypassed in this way, even when the eye is fully corrected it is not a very great one.  This suggests that the retina is in a sense matched to the eye's optical properties 

But it's not just the receptor spacing that counts; we need to consider what happens to the neural signal as it goes through the retina to the brain.  In many ways one can think of the spatial pattern of activity in the receptors and subsequent neurons as another kind of image - a neural one – that may be subject to the same kinds of degradation as an optical image.    

If the receptors simply had a one-to-one connection to bipolars, and bipolars to ganglion cells, then one would not expect any deterioration to occur as the neural image is passed along.  We shall see later that this is perfectly true in the centre of the fovea, where acuity is highest, but is certainly not the case further out.  Here one finds many receptors pooling their information, funnelling onto one bipolar, and many bipolars funnelling onto one ganglion cell.  A telling statistic is that each eye has about 130 million receptors but only about one million ganglion cells.  In fact the degree of convergence in the periphery is actually even bigger than that implies, because of huge overlap of receptive fields.  In the periphery, a typical ganglion cell may pool the input from over two thousand rods.  This is good news from the point of view of trying to detect things, and in fact accounts for nearly all the difference in sensitivity between rods and cones (since the difference in threshold between one isolated rod and one cone is only about a log unit), but it is not so good for acuity. What this means is that we get a kind of neural pointspread: activation of one receptor in general may produce a wide spread of neural activity.  For this reason, acuity is very much worse in the periphery than in the centre. And most important of all, as you dark-adapt, changing from central cone vision to rod vision with their enormous pooling of information, acuity drops off dramatically.   If the contrast threshold as a function of spatial frequency is measured with a fixed pupil during progressive stages of dark adaptation, one finds a steady decrease in the cut-off frequency (Fig. 7.27), the result of changes in the neural organisation of the retina.  One of the adaptational responses to reduced light levels, as we shall see, is an increase in the effective size of the ganglion cells' summation pools, so that they can catch more light.  But this obviously has the effect of increasing the degree of neural blur, and hence of reducing the overall acuity. 

Fig. 7.27  CSF & adaptation

And this brings us back to the pupil again.  The fact that as you dark-adapt, the neural blur introduced by the retina increases, and begins to dwarf the real optical blur caused by bad optics, means that the pupil can now afford to get bigger.  Whereas a large pupil in bright light is a very bad thing because of the effect it has in increasing the aberrations and defects of focussing, in dim light these are not so important, so that one can enjoy the benefits of having more light for the purposes of detection.   Thus there is a kind of necessary reciprocal relation between sensitivity and acuity; the better you are at one, the worse you are at the other.  A big pupil provides more sensitivity but worse acuity; pooling of receptors onto ganglion cells also provides more sensitivity but less acuity.  We shall see other examples of this kind of trade-off later on.

To summarise, there are many factors that contribute to visual acuity, and their relative contributions depend on the state of adaptation of the eye: they are summarised in the adjoining Box.   In good light, acuity is limited by diffraction, and thus about as good as could be expected from an eye of the size that we actually have.

The retina

One might hope to be able to see another person's retina directly by eyeball-to-eyeball confrontation: if both eyes are emmetropic and relaxed, each retina should be clearly in focus on the other (Fig. 7.28).  The reason why this doesn't in fact work is that the presence of the observer's eye also prevents light falling on the other's retina, so that nothing can be seen: under normal conditions the pupil of the eye is always dark.  The ophthalmoscope is a device that gets round this problem by projecting a small beam of light into the subject's pupil at the same time.  It also has an arrangement whereby one of a set of negative and positive lenses can be introduced into the optical pathway: the power of the lens that exactly brings the subject's retina into sharp focus is equal and opposite to the combined refractive errors of observer and subject.  Thus so long as an oculist knows his own correction, the ophthalmoscope provides an objective method for determining what spectacles the subject requires, as well as permitting the examination of the retina for signs of disease.

Figure 7.28  ophthalmoscope

Two features of the retina are immediately obvious when seen through the ophthalmoscope (Fig. 7.29), both of them the consequence of what seems like massive error of judgement on the part of Nature, namely the decision to have the retina inside out.  As a consequence, the nerve fibres from the retina find themselves inside the eye when they want to be outside.   What they do is to come together to form the optic nerve, and crash their way out, together with the central retinal artery and vein, through a region called the optic disc at about 15° to the nasal side of the optical axis.  Since this area is incapable of responding to light, subjectively it forms the blind spot.  Although some 5° across, one is usually unaware of its existence because the brain tends to fill it in with whatever background colour or pattern immediately surrounds it (Fig. 7.30).  SYMBOL 58 \f "Wingdings"
Figure 7.29  fundus

Figure 7.30  blind spot

The other gross feature of the retina that is visible with the ophthalmoscope is that very close to the centre of the retina is an area about 5 degrees across that is free of large blood vessels - they arch around on each side to supply it from the edge - and is also distinctly yellower than the rest of the field.  This is the macula lutea (yellow spot), and at its centre is a very small dot - actually a depression or pit - called the fovea centralis. When we look at a small object in the outside world, it is the fovea that is directed to the corresponding part of the retinal image: its angular size is about that of one's fingernail with the hand fully extended.  The fovea is specialised for high quality, photopic vision: it is quite without rods, and the cones themselves are tightly packed to give the maximum information about image detail (Fig. 7.31).  Cones in this region are about 2.3 m across, corresponding to a visual angle of some half minute of arc.  The depression arises because the retinal structures that elsewhere in the retina lie between the receptors and the lens - remembering again that the retina is inside-out in its layered structure - are here displaced to one side so as to cause the minimum scattering of incoming light.  The supply of oxygen and nutrients for this region must derive almost entirely from the blood vessels that richly supply the choroid, the layer immediately superficial to the receptors and separated from them by the thin pigment epithelium.

Figure 7.31  fovea CS

The retina is quite different from any of the sense organs we have met so far, in that a good deal of the neural processing of the afferent information has already occurred before it reaches the fibres of the optic nerve.  No doubt the reason for this is that the eye is a highly mobile organ, and if each of the 130 million or so receptors sent its own individual fibre into the optic nerve, the latter would have to be some 11 times thicker than at present, and would be a considerable hindrance to rapid movement of the eye; and of course the blind spot would be correspondingly larger as well.  Thus some degree of compression of the afferent visual information is needed, and there is indeed a hundred-fold convergence of information from large groups of receptors, particularly from rods in the periphery. The fibres of the optic nerve are in fact at two synapses' remove from the retinal receptors: receptors synapse with bipolar cells, and these in turn synapse with the million or so ganglion cells whose axons form the optic nerve.  These two types of neuron form consecutive layers on top of the receptor layer - except in the fovea, where we have seen that they are pushed to one side - and are mingled with two other types of interneuron that make predominantly sideways connections.  These are the horizontal cells at the bipolar/receptor level, and the amacrine cells at the ganglion cell/bipolar level.   The arrangement of the connections of all these types of interneuron is shown schematically in Fig. 7.32; the general arrangement is quite constant across species, though details vary.  We shall see that there are marked differences in the electrical behaviour of these different neurons: although ganglion cells and amacrines show action potentials in response to retinal stimulation, the bipolars, horizontal cells and the receptors themselves do not: they are small enough to be able to interact electrotonically without the need for active propagation. SYMBOL 38 \f "Wingdings"
Figure 7.32 retina

The photoreceptors

Rods and cones both consist of two distinct parts: an outer segment, apparently a grossly modified cilium, and an inner segment containing the nucleus.  The outer segment possesses a high concentration of photopigment, associated with a richly folded set of invaginations of the outer surface, which are formed at the bottom and gradually move up to the tip over the course of a month or so, then breaking off and being destroyed.  In the case of rods they seal themselves off near the bottom, to form a stack of flattened saccules or discs (Fig. 7.33); in the cones they remain partially open: it is not obvious why.  At the base of the outer segment the remains of the ciliary filaments and centrioles can be seen.  The inner segment has mitochondria as well as the nucleus, and its inner end forms the synaptic junction with bipolar and horizontal cells.  There is no doubt that the photopigment straddling the membranes of the outer segment discs plays a key role in transforming incident light into electrical changes, for if the pigment is isolated from the receptor it is found that its absorption of light of different wavelengths corresponds closely with the spectral sensitivity of the receptors themselves.  In the frog, each rod has some 1700 discs, and a disc contains some 1.5 million pigment molecules.

Figure 7.33  rod

Retinal photopigment consists of two portions: a chromophore called retinal or retinene (a derivative of retinol, better known as Vitamin A), in association with a protein/oligosaccharide complex with a molecular weight of around 40 000, called an opsin.  It is slight differences in the composition of the opsin part that give rise to the different spectral sensitivities of rods and cones.   In the case of the rods, the combination of rod opsin with retinal is called rhodopsin, sometimes also known as visual purple.  In frog rods, there are about 1.5 million rhodopsin molecules in each disk, and about 1700 disks per rod.   Much more is known about rhodopsin than other pigments, but there is no reason to believe they are essentially different.  Rhodopsin absorbs over nearly all the visible spectrum, peaking in the green region, at around 500 nm (Fig. 7.9).   We can compare this with the spectral sensitivity of vision itself, by measuring the absolute threshold for lights of different wavelength, in the dark-adapted state when only the rods are operating.  This curve, the scotopic sensitivity curve corresponds very closely to the absorption spectrum for rhodopsin, implying that absorption by the pigment is indeed the first step in the transduction process. 

The first effect of light on rhodopsin is to cause an isomerism of the retinal from the normal, bent, 11-cis form to the straightened all-trans configuration (Fig. 7.34).  This in turn leads to a series of changes in the configuration of the rhodopsin, producing a number of more-or-less short-lived intermediates, at the end of which opsin and retinal part company, and the rhodopsin is said to be bleached.  In the test-tube, this is the end of the matter;  but in the retina, the ingredients are all recycled by enzymes present in the receptors and in the pigment epithelium that lies behind them.  The first stage of this process consists of the reconversion of the free all-trans retinal back to the 11-cis form, a relatively slow process (Fig. 7.35).  The significance of these wanderings of pigment back and forth between receptor and pigment epithelium is unclear. SYMBOL 38 \f "Wingdings"
Figure 7.34  retinol

Figure 7.35  photochem

We shall see later that it is this slow regeneration of pigment that determines the long time-course of recovery of rod sensitivity during dark adaptation that has already been mentioned (Fig. 7.8).   In bright light, most of the rhodopsin is in the bleached form: an equilibrium is reached in which the rate of bleaching equals the rate of regeneration.  Estimates of the amount of pigment in the receptors of a living eye during particular stimulus conditions may be made by the technique of retinal reflection densitometry, in which one measures the amount and spectral composition of the light scattered back from the retina when a light is shone into the eye.  In this way it is possible to track continuously the amount of rod or cone pigment in bleached form under relatively natural visual conditions.  Alternatively, in microdensitometry, the spectral absorptions of individual receptors may be measured in a preparation on a microscope slide.  As far as we know, the reactions that occur in rods and cones are fundamentally similar, though the regeneration of cone pigment is substantially quicker than in rods, so that under photopic conditions a smaller fraction of the cone pigment is in the bleached state than is the case for rods: this is one of the reasons why the cones are able to function at much higher light levels.

Electrical responses to light

The nature of the basic transduction process was outlined in Chapter 3 (p. [whatever it is]).   One of the stages in the sequence of photopigment bleaching – it is not certain which - is coupled by a G-protein called transducin to the activation of phosphodiesterase (PDE), that converts the cyclic nucleotide cGMP to GMP.  Since cGMP tonically promotes the opening of sodium channels in the plasma membrane, the effect of light on the outer segment is to reduce sodium permeability by reducing the level of cGMP (Fig. 7.36).  Because the effect of light is to reduce the amount of cGMP, you can see that – perhaps paradoxically – light causes a reduction in sodium permeability instead of an increase.  As a result,  the receptor hyperpolarizes from a resting value of some -30mV to a maximum of -60mV, when the response saturates because all the channels are closed.   As in many such cascades, there is a huge amplification of effects along the way: in rods, each quantum absorbed appears to cause the breakdown of about a million cGMP molecules, although the next stage is a bit of an anti-climax, since it takes three cGMPs to open a channel.   Measurements of the absolute threshold for seeing dim flashes of light when the eye is fully dark-adapted show that a single rod is capable of responding to a single absorbed photon.   Individually, cones are an order of magnitude less sensitive (photopic vision as a whole is several orders of magnitude less sensitive, because it enjoys less convergence and pooling of neural signals). SYMBOL 38 \f "Wingdings"
Figure 7.36  cascade

A disadvantage of cascades is that they tend to be slow, and the time-course of the hyperpolarization generated by a brief flash of light is very prolonged - a characteristic of indirect transduction with a lengthy cascade - and shows a pronounced plateau with very large stimuli, corresponding to closure of all the sodium channels.  If one plots the size of this receptor potential as a function of the intensity of the flash (Fig. 7.37) one finds a characteristic S-shaped, or saturating, relationship.  The effect of different levels of light adaptation is to shift this curve along the intensity axis, providing one of the mechanisms by which the sensitivity of the retina is adjusted to suit the prevailing luminance.   Bright backgrounds shorten the response as well as reducing its size; the significance and mechanism of this are discussed later, on p.  [whatever it is].  SYMBOL 58 \f "Wingdings"
Figure 7.37  responses

Students are sometimes upset to discover that photoreceptors respond to a positive stimulus, light, by what might be regarded as a negative response (hyperpolarization and consequent reduction in the rate of transmitter release at the synaptic ending).  It is understandable enough that a physicist should regard turning on a light as a positive signal; but in the natural world, dark is just as often something one may want to react to as light; indeed more so, since objects are probably more often dark against a light background than vice versa - think of a frog catching flies, or reading.  And for many small creatures sudden dimming of the whole visual field is a terrible sign that something is either about swoop down on them or step on them.   So it is not surprising that darkness is something one specifically wants to recognise, coded for at a very early level.  Photoreceptors are really scotoreceptors. SYMBOL 38 \f "Wingdings"
Horizontal cells and bipolars

The bipolar cells represent the next stage in the transmission of visual information from receptors to brain.  Photoreceptors tonically release their transmitter, glutamate, from their pedicles or feet, and in the light they release less of it.  Rods synapse with a particular kind called the rod bipolar, which hyperpolarizes in response to light.  Whereas the bipolars driven by cones in the central fovea have a one-to-one relation to individual cones, those driven by rods in the periphery show an enormous amount of convergence (Fig. 7.38), contributing to the rod pooling mentioned earlier.  Cones make contact with two kinds of bipolars.  With one class, the flat bipolar, the synapse is at the base of the receptor and is relatively conventional in appearance; the bipolar hyperpolarizes to light.  The other kind is of an unusual type in which invaginations of the foot of the receptors receive processes from both invaginating bipolars (depolarising to light - very unusually, the glutamate is inhibitory, reducing sodium permeability indirectly via cGMP-mediated channels) and also horizontal cells (hyperpolarizing) in a kind of three-way junction.  Here, the receptor affects both horizontal cells and bipolars, and in addition transmission to the bipolar is modulated by the horizontal cells acting on the receptors (they also make conventional GABAergic inhibitory synapses with both types of bipolars).  Since each horizontal cell is stimulated by a large number of receptors, what the horizontal cell is doing in fact is summing the activity of the receptors over a wide area, forming an estimate of something like the average background luminance.  In many species there are gap junctions between horizontal cells, so that they respond to light over an even wider area than one would expect from their anatomical size.   All of this means that the horizontal cells can provide a mechanism of lateral inhibition (Fig. 7.39). SYMBOL 58 \f "Wingdings"  

Figure 7.38 bipolar types

Figure 7.39  bip/HC 

This can be demonstrated directly by electrical recording from bipolars.  Although their electrical responses are generally similar in size and time scale to the slow potentials that can be recorded from the receptors themselves, they show receptive field properties that are quite different from those of rods and cones.  Whereas the receptive field of a receptor is very simple (a small area over which light causes hyperpolarization), in the case of a bipolar the field is much larger, and is non-uniform: light falling in its centre has the opposite effect to light falling in the periphery.  Thus a cell that depolarises when a bright spot shines on the centre of its receptive field will hyperpolarize if it is focused on the surround, and vice versa (Fig. 7.39). The effect of this antagonism between centre and surround is to make the bipolar respond more vigorously to small stimuli in the centre of its field than to large areas that cover both centre and surround; the existence of the two populations of bipolar cell, depolarising and hyperpolarizing, no doubt corresponds to the need to be able to detect objects that are lighter than their backgrounds as well as those that are darker.  More generally, this centre-surround antagonism is a mechanism for lateral inhibition, whose desirability was discussed in Chapter 4.  In this case, it helps to detect the edges that separate one visual object from another.   In a more abstract sense, because a bipolar shows a response in one direction to a light in the centre, and the opposite in its surround, it is in effect calculating the difference between the two, or in general I.   So you can see that it is beginning the computation of contrast that dominates visual perception.   As always, it is change - either in time as in adaptation, or in space as here, that is what the brain wants to know about.

In addition to pooling of information through horizontal cells, direct electrical synapses between the receptors themselves, and also linking horizontal cells, can sometimes also be seen.  Pooling of this kind is extremely desirable under scotopic conditions, when it is helpful to average responses over large areas of the retina in order to increase sensitivity and thus distinguish feeble stimuli from background noise (but it doesn't, of course, do much for one's visual acuity – see p.  xxxxxx).  In the periphery of the retina, pooling of this kind is also mediated by the bipolars, some of which receive synapses from large numbers of receptors and hence provide the first stage of convergence, the tunnelling of information that enables the number of optic nerve fibres to be so much smaller than the number of rods and cones.  Rod bipolars do not synapse with ganglion cells directly, but only through a particular class of amacrine, (A11), that in turn passes its information on indirectly through the feet of cone bipolars, providing a section stage of convergence.  As a result, one (alpha) ganglion cell may receive an input from perhaps 200 A11 amacrines, in turn are driven by a few thousand rod bipolars, which ultimately gather information from over 70 000 rods.  In the fovea this convergence is much less evident, and most of the bipolars contact only a single cone: acuity is thus preserved, at the expense of sensitivity.  There is a curiously complex change-over between these different systems as we go from the light-adapted state to scotopic vision (Fig. 7.38).  When photopically adapted, rods are completely saturated and the detailed cone pathway is the only functional one.  In the mesopic region, rods add their signals to those of cones through mutual electrical synapses in the receptor pedicles, but the A11 route is switched off by another kind of amacrine cell (A18).  In dark adaptation, the cones are below their threshold, but the A18 (which is dopaminergic) switches the A11 route on, creating the high-convergence, high-sensitivity visual system needed to cope with low light levels.

Ganglion cells and amacrines

We noted earlier that ganglion cells differ from all the other types of retinal neuron except the amacrines in that they respond to light with repetitive spike discharges.  Of the ganglion cells, the simplest are W or wide-field cells that show sustained responses to steady light level over a large field, with very slow conduction velocities: clearly some such source of information must be projected into the optic nerve to explain such tonic responses to constant illumination as the tonic pupil light reflex, or the various hormonal responses to day length and time of day.  But most show more complex responses, and fall into more-or-less distinct functional classes, often related to their size or the general shape of their dendritic tree.  One broad classification is between large neurons with high conduction velocities that respond transiently to movement or changes of light intensity, and small neurons showing sustained responses with simple linear summation when different parts of the receptive field are simultaneously illuminated.   The former are called magnocellular (M) cells in the primate (Y cells in cat); the latter, which form some 80% of the ganglion cell population, are parvocellular (P), or X in the cat.   Some of these differences seem to be related to whether their input comes primarily from bipolars (sustained) or from amacrines (transient); in mammals, all signals in the dark-adapted state must be transmitted via the amacrines.  

Like bipolars, both M and P ganglion cells generally have receptive fields consisting of a centre region with an antagonistic surround.  M cells have larger receptive fields than P, and respond only transiently when retinal illumination is suddenly changed from one level to another.  Sometimes a transient burst of firing is found in response to an increase of illumination (an 'on-response'), and sometimes to a decrease ('off-response'): and sometimes one may find a burst response both at the beginning and end of a period of steady illumination (an 'on-off response').  A cell with an on-response at its centre will normally show an off-response in its surround, and vice versa (Fig. 7.40), and they show on-off responses in intermediate regions.  The P cells normally show sustained responses, and many code specifically for colour, showing colour-opponency (see p.xxxx).  

More specialised ganglion cells can often be found, responding to movement in particular directions, and a host of other things; 23 different classes of ganglion cell have been described in the cat retina, but not all these kinds of response are found in all species.  The complete adaptation shown by the M cells may correspond with the fact that images that are stabilised on the retina, for example by projection through a device attached to the cornea, disappear from view in a matter of seconds; the function of this kind of fast adaptation was discussed earlier, on p. [whatever it is].  At all events, it is clear that the pattern of neural activity that is sent from the retina to the brain is not just a simple map of retinal illumination, but that various kinds of information have already been computed and extracted from the retinal image, in preparation for the still more specific analysis that is performed by the brain itself.  SYMBOL 58 \f "Wingdings"
Figure 7.40  ganglion cells

It seems very likely that these new functional features seen at the ganglion cell level but not in bipolars - especially transient behaviour and movement sensitivity - are due to the actions of the amacrine cells.   It is easy to see how in principle they can generate transience by inhibition, and the same circuit could also provide the lateral inhibition of the centre/surround arrangements.    Amacrine cells come in a large number of distinct types, each with a characteristic morphology and often with its own particular synaptic transmitter, including some fancy peptides, and it is likely that each type has a different specialised function. In some cases, such as the A11 and A18 neurons mentioned earlier, particular types are known to carry out very specific functions, but in general we have little idea as to what different roles amacrines might play in shaping up ganglion cell responses (Fig. 7.41).  

Figure 7.41  amacrines 

Early processing

Having now completed our tour of the retina, we are now in a position to consider the more difficult and perhaps more interesting problems that arise when we try to correlate what we feel about what we see (the psychophysics of vision) with what we know about neural networks like those in the retina (the neurophysiology).   The most important function of the retinal neurons is to pre-process the information provided by the receptors, by carrying out lateral inhibition, and two distinct kinds of adaptation: changes in gain, and transience.   All of these have profound implication for vision.   We have already seen (p.xxxx) how changes in gain allow us to cope with the huge range of luminance that the eye encounters, a range that defeats all man-made devices.  And it allows us to recognise objects through registering their albedos, ignoring the accident of how much they happen to be illuminated.  Lateral inhibition and transience simplify the messages sent to the brain by only signalling either if something new has happened: they enhance change, whether spatial or temporal, and hide from the brain things it doesn't need to know.  SYMBOL 38 \f "Wingdings"
Gain adaptation

There are several different mechanisms in the eye that contribute to adaptation.  

The first is a rather obvious one, but not actually very important: the diameter of the pupil, controlled by the iris of the eye.   The pupil of course expands in dim light and contracts when it's bright, which must help to reduce the range of light levels reaching the retina.  The reason why it’s not all that important is that the range over which it can vary is quite small.   In very bright light it may be 2 mm diameter, in the dark about 7-8 mm.  This means the area changes by a factor of only a little more than a log unit, which is only a small fraction of the 10 log units over which we have good vision.    

The other mechanisms are of two distinct kinds.  When we change the overall illumination of the visual scene, part of the resultant change in sensitivity occurs almost immediately, and is simply a function of how intensely the visual field is illuminated at any moment: this kind of adaptation is called field adaptation.  But in addition, we find that having adapted to bright visual surroundings, when the brightness is subsequently reduced it takes an appreciable time for sensitivity to return to its final value; the time-course of this slower component of adaptation, that persists after the adapting stimulus has been removed, turns out to be closely related to how much of the retinal pigment is in the bleached form: it is called bleaching adaptation.

Field adaptation

The simplest way to demonstrate the changes in sensitivity that accompany field adaptation is by means of an increment threshold experiment (Fig. 7.42).  Typically what we do is set up a screen with a background I on it, and then adding an extra test light I and see how big it has to be just to be seen against the background; the sensitivity is then the reciprocal of this threshold value, or 1/I.  It turns out that over a moderate range of background intensities the ratio I/I is constant: in other words, the sensitivity is inversely proportional to the light level to which one is adapted.  This is known as the Weber-Fechner relationship, and the quantity I/I as the Weber fraction, k.   This ratio, the contrast, can be defined for something like a star or bright line on a dark background, for sinusoidal grating patterns (Fig. 7.5) or indeed for any spatial pattern, and is absolutely fundamental to vision.  We shall over and over again, whether we perceive something or not nearly always depends simply on whether the contrast of the retinal image is greater or less than a relative fixed threshold, which is typically around 1%.   

This proportionality in the increment threshold experiment breaks down both at very high and very low luminances (Fig. 7.42). At the high end, the size of flash needed increases out of proportion to the background: this can be explained very well in terms of the kind of saturation of receptor response shown in Fig. 7.37. At low luminances, the value of I levels off to a fixed quantity, I0, which is the absolute threshold (i.e. the 'increment' threshold for a flash when there is no background present at all).  

Figure 7.42  

In fact you may already have spotted that in the formula I/I = k  something rather silly is going to happen when I tends to zero.  In that case I  will also tend to zero, which means we ought to be able to see anything, no matter how dim it is; whereas we know perfectly well that even in pitch darkness there are always some things so dim you can't see them.   

The answer is that the straight-line relationship for I and I only holds over a moderate range of luminances.  If you go on turning the intensity of the background down, the value of I gradually levels off to a constant value, called the absolute threshold, I0.   So the formula I/I = k is not quite right:  but it turns out that we can describe this low-intensity behaviour very economically with a simple alteration to the formula:           
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where I0 is a constant; so at zero I,  I0 / I0 = k.   

That is a neat mathematical trick, but what does it mean?  It is as almost as if there were some source of light I0 within the receptors that is somehow being added to any true light being received, even in pitch darkness.  That's nonsense, of course, but what is clear is that even in the dark, the pigment in receptors tends to break down spontaneously in exactly the same way as if it had really received light.  Even when no light falls on them, there is always a certain probability that the rhodopsin molecules will isomerise spontaneously through thermal activation, initiating the same train of events that would normally be triggered by the arrival of a photon. SYMBOL 38 \f "Wingdings" This rate of breakdown is actually quite small - in rods, of the order of one molecule per receptor every two minutes or so, but because there is such an enormous number of rods - of the order of 100 million  - taken altogether it is rather significant.  So even in  the dark the receptors are all the time sending out these false messages about non-existent light - called receptor noise (Fig. 7.43); it is sometimes also known as the dark light. You can see the dark light yourself when you're fully dark adapted - not black, exactly, but a sort of changing fluctuating grey: in German it is called the Eigengrau - 'intrinsic grey'.  

Consequently, even if no background I is present, the receptors will still generate a neural signal that will look to the rest of the visual system exactly like a 'real' background.  The reason that there is an absolute threshold at all is that visual targets have to be detected against this virtual background of dark light.

The Weber-Fechner relationship implies that the sensitivity is not constant, but decreases as the background intensity gets bigger.  How might this be done?  One possibility is to arrange that the sensitivity to be turned down automatically by the prevailing level of the input (I + I0).  Such a device is called an automatic gain control or AGC SYMBOL 38 \f "Wingdings", and is used in radio receivers, for example, to maintain a roughly constant average level of output to the loudspeaker despite fluctuations in the strength of the received signal: the analogy with visual adaptation is obvious.  In particular, if we arrange for the gain to be equal to 1/(I + I0), then the output in response to an increment  I will be I/(I + I0), and on the assumption that there is some constant threshold at which this is just detectable, the Weber-Fechner law is explained.

It is perhaps worth pointing out that the Weber-Fechner formula contains two kinds of adaptation built into it, which are logically entirely distinct (Fig. 7.44).  On the one hand we have the change in gain implied by the division by (I + I0), and we have examined at length the reasons why this kind of adaptation is necessary if we are to perceive objects independently of their illumination.  But there is another kind of adaptation, implicit in the I, which is quite distinct: this is the result of all the retinal mechanisms that enhance differences or change, whether in time or space.  This function of transience is discussed below (p.xxx).
Figure 7.43  noise

Figure 7.44 gain vs. inhibition

Where in the retina is this automatic gain control operating?  There almost too many places where it might occur, and at different times various proposals have been made.  Any kind of negative feedback could do the trick (see Chapter 3, p. [whatever it is]), and suitable feedback circuits are evident at the ganglion/amacrine cell level and at the horizontal/bipolar level; but on the whole they are probably more concerned with adaptation of a slightly different kind, that generates the transient properties obvious in many ganglion cell responses.   An attractive candidate is a feedback mechanism that can be demonstrated within the receptors themselves, involving calcium.   When light falls on receptors, as we have seen, sodium channels in the outer segment close; but these channels are also permeable to Ca++, so that a consequence of a raised level of illumination is that calcium concentration within the receptor starts to fall.  Calcium has several intracellular effects, including one that is relevant to the gain of the transduction process: it inhibits the recycling of GTP to form cGMP, that opens the sodium channels (see Fig. 7.36).   So in the light, when calcium levels are low, cGMP is quickly replaced and the responses to light are relatively small and brief (Fig. 7.45).  This appears to be supplemented by a further mechanism, in which the period of activation of rhodopsin is prolonged by recoverin, a protein resembling calmodulin in certain respects, that responds to calcium by inhibiting rhodopsin kinase.  If you record from rods and compare the electrical responses to the same flash at different background levels, you can see not only how the size increases as background level reduced, but also how it dark adaptation dramatically draws out the time-scale of the whole thing.  This slowing down also indirectly increases sensitivity, because it means that at low light levels the cell is integrating or summing the signals over a longer period of time. 

Figure 7.45  rec potentials and adn

It is very easy to see this summation effect directly for yourself, by looking at flickering lights.   The slower the receptors, the less good they are at following rapid changes in luminance, so as you turn the frequency up there comes a point where you can no longer see that the light is not simply steady.  This flicker fusion frequency is directly related to summation time, and the more dark-adapted you are, the lower the flicker fusion frequency.  Incidentally, flicker is in time what a grating is in space, and there is a clear parallel between the effects of dark adaptation in increasing sensitivity on the one hand by increasing summation time, and on the other by increasing the effective sizes of receptive fields, through spatial pooling.

Bleaching adaptation is quite different in its properties.  It can be demonstrated by means of the same apparatus as for measuring increment thresholds, exposing the subject to an adapting field I which is then turned off before the eye's sensitivity is tested with the test flash I.  The results are very different from the previous case.  Whereas in field adaptation I depends directly on I, now it is found that I is a function not of I on its own, but rather of how much pigment was bleached during the adapting period: for fairly short adapting periods this is proportional to the product of I and the time of exposure.  The second difference is that the adaptation lasts a considerable period after the adapting field has been switched off (see Fig. 7.5):  the time-course of the recovery also goes hand-in-hand with the time-course of regeneration of pigment, and that the extent to which the threshold is elevated depends in a quantitative way on how much pigment was bleached.    

From our knowledge of the photochemistry of the pigment we might well have expected some such effect: obviously sensitivity must depend in part on the amount of active pigment present, and if say 20 per cent of it is in the bleached state, then we would expect the eye to be 20 per cent less sensitive.  But it turns out that the changes in sensitivity that result from pigment bleaching are vastly greater than the simple proportionality that would be expected by this argument.  By means of the technique of retinal densitometry (p. whatever it is) it is possible to measure I in this experiment at the same time as monitoring the proportion of pigment that is bleached.  In the case of rods, it turns out (Fig. 7.46) that it is not I, but log(I), that is proportional to B, the fraction of pigment bleached, and that very small bleaches produce very large changes in sensitivity: a 20 per cent bleach produces not a 20 per cent reduction in sensitivity, but a reduction by a factor of 10 000!

Figure 7.46  dark ad 2

Another feature of bleaching adaptation that shows that it is not just the consequence of a simple lack of pigment is that if we bleach a patch of retina with a pattern that affects some receptors and not others, we find that not only is the sensitivity of the bleached receptors reduced, that of their neighbours' is as well.  It is difficult to avoid the conclusion that bleached receptors are sending some kind of message into a pool - perhaps to horizontal cells - that turns down the gain over a relatively wide area.

We can get a clearer idea of how this comes about by measuring the increment threshold curve after bleaches of different sizes: what one then finds is that though the values of I are unchanged at high background luminances, as I is reduced the curve flattens off sooner to a higher value of I0 the more pigment is in the bleached state (Fig. 7.47). It is as if the presence of free opsin as a result of bleaching caused an increase in the level of retinal noise or 'dark light', and indeed such curves can be very well explained by supposing that the dark light, I0, is increased by a factor of 10B, where  has a value of about 20.  In other words, bleaching an area of retina has much the same effect on sensitivity as shining a light of luminance   I0.10B on it; this imaginary light is called the equivalent background.  What seems to be happening is simply that bleaching the pigment greatly increases the rate of spontaneous isomerisation and hence the background of retinal noise (Fig. 7.43).

Figure 7.47  bleach

But why do we not see this light? The answer is that sometimes we do: after viewing a light that is bright enough to bleach a significant amount of pigment - an ordinary light bulb does very well - we see initially a bright after-image (positive  after-image)  which is in effect I0.10B; but being stabilised on the retina, it undergoes complete adaptation already described, and after some seconds it fades from view.  If we now look at an illuminated surface, the after-image may reappear, but in its negative form: the areas that have been bleached are less sensitive than the rest of the retina, because their steady dark light turns down the AGC, so that the bleached areas look darker than their surroundings.  When we go from a brightly lit room into a dark one, the reason we cannot see clearly at first is that everything we look at is superimposed on an invisible background consisting of all the after-images that we have accumulated over the past 20 minutes or so.  Although short-term field adaptation prevents us from seeing the dark light that is generated by bleaching, the pathways that control the size of the pupil do not show this complete adaptation, and during the course of dark adaptation the pupil responds to the dark light in exactly the same way that it would to real lights.  Incidentally, the lack of visual sensitivity in the dark that is caused by vitamin A deficiency can be explained very easily in these terms, since it will result in a pile-up of opsin that cannot be reconverted to rhodopsin, which will increase B and turn the sensitivity down.

What is not clear in this system is how the function 10B comes about, and whether the dark light signal is conveyed in the same neural pathways as those from real lights.  It is difficult to think of plausible mechanisms by which a receptor's output would be the sum of a signal corresponding to the amount of light falling on it, i.e. proportional to the rate of bleaching, and a signal so non-linearly dependent on the amount of bleach.  The answer almost certainly lies in the complex interactions that occur between the many intermediate products produced by the action of light on the retinal pigments.

Lateral inhibition

The general properties of lateral inhibition, and its desirability in sensory systems, have already been discussed in Chapter 4.  SYMBOL 58 \f "Wingdings"  It is a very important feature of visual processing, and is indeed one of the first things that the retina does - at the horizontal cell level - to the signals that come from the receptors.  It is strikingly demonstrated in the Hermann grid (Fig. 7.48b), and certainly accounts for some of the phenomena of simultaneous contrast (Fig. 7.48a) which, like adaptation, helps to ensure that the subjective sensation of brightness is on a sliding scale and thus more closely related to albedo than to luminance.   But its main function is perhaps to recode spatial information from the receptors more efficiently, whilst retaining and even enhancing those aspects of spatial information which are important in recognising objects.  To recognise something against a background, the really important thing is the edge, because the shape of the edge defines the shape of the object itself.  So you don't need a vast number of neurons in the middle all saying exactly the same thing, in effect 'This bit's grey!' 'Yes this bit's grey too!' 'So's this bit!' and so on: lateral inhibition helps reduce redundancy.  Lateral inhibition can also be thought of as enhancing aspects of an image that are some use, and suppressing what we don't really need to know.   Exactly similar processes are used for example to enhance the pictures from space probes and security cameras, and to compress graphics files (.jpg in particular) in computers: it is interesting that the compression factors of around 100 that are commonly achieved without significant loss of quality are similar to the compression ratio that is achieved going in going from receptors to optic nerve fibres.     

A good way to study lateral inhibition quantitatively is to measure contrast threshold as a function of spatial frequency, as already described on p. [whatever it is].  You will recall that as the frequency increases, you need more and more contrast in order to be able to see it, and that this can be explained in terms of the width of the pointspread function, influenced by optical blur and also by neural convergence.  Lateral inhibition has in a sense the opposite effect: it reduces the contrast of low-frequency gratings, producing what is called the low-frequency cut.  To see why this is so, consider the response of a unit with a receptive field consisting of an excitatory centre and inhibitory surround, as it views sinusoidal gratings of various spatial frequencies (Fig. 7.20).   At lower and lower frequencies, the intensity is changing more and more slowly (in spatial terms), so that the excitatory centres and inhibitory surrounds are about equally excited, and tend to cancel out.  You can see that a cell like that is going to be most excited by a grating that roughly matches it, in the sense that if a peak in the grating corresponds to the peak of the excitatory centre, and the troughs on each side correspond to the inhibitory troughs of the field, then the response of the unit will be a maximum.   Consequently the shape of the contrast-threshold curve as a function of frequency for such a unit will be shown in Fig. 7.20, and just as the high frequency cut-off tells us about the size and shape of the excitatory centre, so the low-frequency part of the curve tells us about the inhibitory surround.  You can demonstrate the low-frequency cut quite easily for yourself by means of Fig. 7.49, which is a sine-wave grating of low contrast and low spatial frequency.  At a distance of a metre or so, you will easily perceive the grating.   But paradoxically the more closely it is examined the more difficult it is to see: eventually it disappears altogether because its spatial frequency is reduced to below the cut-off for the contrast concerned.  Lateral inhibition means sensitivity to change, and at low spatial frequencies the rate of change is too small to be perceived.

Figure   7.48  illusions

Figure   7.49  LF grating

By measuring a number of contrast-threshold curves at different levels of light adaptation, one can follow the changes in effective field configuration as a result of changes in the retina: under bright conditions, the excitatory centre is small and the surround prominent, so that there is a marked low-frequency cut but a good high-frequency response.  As the illumination is reduced, the increase in size of the excitatory area brings the high-frequency cut down to lower frequencies, as already described on p. [whatever it is], and the simultaneous reduction in lateral inhibition gradually flattens the low-frequency response (fig 7.27).  At the lowest light levels the low-frequency cut cannot be seen at all, corresponding to the fact that under dark adaptation, inhibitory surrounds of the ganglion cells in experimental animals become progressively less and less prominent, and finally disappear altogether.  The fundamental process at work here is one we have met several times: that of a basic dichotomy between sensitivity and resolution.  If we try to maximise sensitivity by pooling information over wide areas, this can only be at the expense of acuity.

Lateral inhibition helps to explain what is perhaps otherwise rather puzzling, how it is possible for drawings of objects to be accepted by the visual system as representations of the real thing.  As a stimulus, nothing could be more different from a real face than this - no areas of colour or light and shade, just a thin black line where in real life there would be merely a transition from one colour to another. Yet we accept it instantly because our retina is sending essentially the same kind of signals to the brain that the real things would.

Transience

In a nutshell, just as lateral inhibition makes you respond to spatial changes, so transience makes you more responsive to temporal change, and less so to steady levels.  Lateral inhibition is in space what adaptation is in time.  Consequently, there are many tests of temporal function that are exactly analogous to tests for spatial processing.  Just as the spatial characteristics of vision can be determined with a sinusoidal grating, an area whose luminance is modulated sinusoidally as a function of distance, but is constant in time, so its temporal properties can be determined with a stimulus that is spatially uniform, but whose luminance is altered sinusoidally as a function of time.  With a sinusoidally flickering stimulus of this kind, we can perform an experiment that is analogous to determining the threshold contrast of a sinusoidal grating as a function of its frequency, previously described; this time we ask the subject to reduce the contrast of the flicker until he can only just see it, and determine how this threshold contrast varies with the temporal frequency of the flicker.  The resultant curve shows many points of similarity with the spatial one.  At the high-frequency end, there is a cut-off frequency (the flicker fusion frequency: see p.xxxxx) at which the flicker cannot quite be seen even with 100 per cent contrast; and at the low-frequency end, one again finds that sensitivity begins to fall off as the rate of change of luminance declines, reflecting the inability of the eye to perceive slow changes because of its adaptational mechanisms.  A further striking parallel between the two experiments is that if the flicker sensitivity curve is measured at progressively lower light levels, it undergoes very similar changes to those observed with sinusoidal gratings.  The increasing sluggishness of the system when luminance is low (see for instance Fig. 7.45) is reflected in a progressive lowering of the flicker fusion frequency, while the gradual loss of the fast adaptational component causes a flattening of the low-frequency end.  The close parallelism of the two effects, spatial and temporal, tempts one to speculate that the same fundamental mechanism might be responsible for both.  Once again, sensitivity is achieved only at the expense of resolution: in time, rather than in space.

The central analysis of vision  

We have seen something of the wide variety of signals being sent down the optic nerve from ganglion cells, reflecting the fact that vision is used for a variety of different tasks.  Boundary or edge detectors for recognition; movement detectors for proprioception; whole-field tonic units for working out the time of day or controlling the pupil; and so on.  Much of this information is packed off to different destinations within the brain, that correspond with the three main uses to which visual information is put (Fig. 7.50).  

We use our eyes: 

to recognise objects in the outside world (primarily a cortical function); 

to locate them (superior colliculus); 

as proprioception, a source of information about our position and movement relative to the outside world (largely pretectum and associated structures in the brainstem). 

(In addition, a small number of fibres also project, through pathways that are largely unknown, to the areas of the brain concerned with the control of accommodation and pupil size, and hormonal responses to light.)  Each of these kinds of analysis requires the incoming visual information to be processed in quite distinct ways, and we shall see that this is reflected in the behaviour of the neurons of which they are composed.  We shall deal first with the areas that are concerned with recognition.

Figure 7.50  destinations

Recognition 

Now much of the brain is divided pretty strictly down the middle, and you are probably aware that at higher levels, the left half of the brain is concerned with the right half of the outside world, and vice versa.   This has rather important implications for the topology of the incoming fibres from the optic nerve.  In animals like the rabbit, whose eyes point almost entirely sideways, it means that the fibres from one eye have to cross over or decussate to reach the other, the crossing point being called the chiasm (chi), and the part lying beyond the chiasm being called the optic tract rather than optic nerve.   

But in animals like us whose eyes point straight forward this clearly won't do, because each eye is capable of seeing both right and left sides of the visual world.  So what has to happen is that the fibres that are interested in the right half of the world (which lie on the left side of each retina, because of the inversion caused by the lens) must go to the left half of the brain, and vice-versa, turning what used to be a nice simple chiasm into something more like a motorway fly-over (Fig. 7.51).

Figure 7.51  chiasm 

A consequence of their rearrangement is that whereas lesions of the optic nerve naturally enough cause blindness in one eye (unilateral anopia), a unilateral lesion of the optic tract (the continuation of the fibres after the chiasm) results in blindness of the same half field of each eye (homonymous hemianopia); damage to the chiasm itself may give a bitemporal heteronymous hemianopia.  Not all the fibres decussate completely, however, and the fovea of each eye is to some extent represented in both cerebral hemispheres.  This gives rise to the phenomenon of macular sparing: lesions that would be expected to produce an exact homonymous hemianopia often show no loss of vision on the affected side near the point of fixation.

Lateral geniculate nucleus

After the chiasm, the majority of optic tract fibres go on to the lateral geniculate body (LGN), which is in effect part of the thalamus and essentially doing the same sort of thing that you have already come across in the somatosensory system, in part a relay up to the cortex.  Oddly enough the fibres from each eye are still strictly segregated from one another, in a series of 6 layers in all on each side, with layers 2, 3 and 5 receiving their input from the eye on the same side, and layers 1, 4 and 6 from the other (Fig. 7.52).  Layers 1 and 2 have larger cell bodies: they form part of the magnocellular (M) pathway that begins with Y ganglion cells and project more to the superior colliculus and other sub-cortical regions, though many go to cortex as well, particularly to those regions concerned with the processing of movement.  The other, smaller, parvocellular (P) neurons send their axons up to the cortex, their smaller conduction velocities perhaps reflecting the fact that recognition is a relatively leisurely process whereas information about localisation and movement is often urgently required by the motor system.  In case you're wondering what happened to the W cells, since they are not concerned with recognition they don't go to the LGN at all but straight to the pretectum instead. 

Figure 7.52  LGN 

The receptive fields and responses of geniculate neurons are not markedly different from those of retinal ganglion cells, show the same concentric organisation of on- and off-responses, and may be classified into M- and P-types.  Many LGN cells also show centre-surround antagonisms that are wavelength-dependent.  A cell of this type might for example show an on-response in the centre to red light, and an off-response in the surround with green light; or for that matter, vice versa.  Yellow-versus-blue cells may be found as well as red-versus-green ones, and some cells show spectral antagonism of this type without having a centre-surround organisation.  The significance of these spectrally opponent cells in the perception of colour is discussed later, on p. [whatever it is].  Another general feature of geniculate neurons is that to a far greater extent than ganglion cells their response to light may be modified by nervous activity in other parts of the brain: in sleep, for example, their responses to flashes of light are considerably reduced.  This 'gating' of the geniculate cells, allowing some control of what information reaches the cerebral cortex (see p.xxxx), seems to be a general feature of thalamic relays, and it is important to remember that the thalamus receives many descending fibres from other parts of the brain in addition to its primary sensory projections.

The various layers of the LGN are all strictly in register in the sense that cells driven by the same area of retina form a single radial column, and thus form a series of superimposed maps of the half-retina.  However there is a certain amount of distortion, in the sense that central regions have a relatively greater representation than more peripheral ones: this is partly a consequence of the greater degree of retinal convergence found in the periphery.  The general features of this map are preserved in the projection of neurons of the lateral geniculate through the optic radiation to Brodmann's area 17, the primary visual cortex, in the occipital lobe of the cerebral hemisphere, with the centre of the visual field projecting to the most medial part.   SYMBOL 38 \f "Wingdings"
Cerebral cortex

Area 17 is also known as the striate cortex on account of a prominent stripe, the stripe of Gennari (Fig. 1.31), SYMBOL 38 \f "Wingdings" that runs through it -  a consequence of the massive inflow of afferent fibres to this region  Fig 7.53; Fig. 7.54).  Area 17 is surrounded by other areas (18, prestriate, and 19, medial temporal or MT) that are wholly visual; further out are associational areas which show many visual features.  An alternative system of nomenclature denotes 17 as V1, divides 18 into areas V2 - V4 and calls 19 V5.  The interconnections between these various areas are partly direct and partly through another thalamic nucleus, the pulvinar.  

Figure 7.53  gross VCX

Figure 7.54  VCX layers

It is a relatively simple matter to record from cells in the visual cortex, and this has been a happy hunting-ground for neurophysiologists over the last forty years or so.  As in the retina, there is an enormous range of morphological types of cell within the cortex.  Two of the six layers of the visual cortex (Fig. 7.54) contain pyramidal cells whose axons form the output to other parts of the brain, including other cortical areas: in between are interneurons of different kinds, including stellate cells.  Although some cells, particularly in layer 4 close to the layer of afferent fibres from the geniculate, show receptive field properties that are very similar to the roughly circular and concentric fields seen in retinal ganglion cells and in the LGN, most (and all of them outside area 17) show receptive field properties that are quite novel.  Many other cells have fields that are not circular, but when mapped with single spots of light consist of a central strip with antagonistic strips flanking it (Fig. 7.55): the centre may be excitatory or inhibitory, and the orientation of the entire field is different for different cells.   As would be expected, what these cells respond to best is a line of a particular position and orientation: they can be called line-detectors.  Moving or flashed stimuli are in general more effective as stimuli than steady ones, and diffuse illumination is generally completely ineffective: this is of course only what would be expected in a system designed for recognition.  

Figure 7.55  simple cells

Cells whose behaviour in response to different kinds of stimuli can be easily explained from the receptive fields mapped with small spots of light, whether centre-surround or linear, are called simple cells.  Complex cells are not like this: it is not possible to map out excitatory and inhibitory areas of their fields as it is with simple cells, because they do not respond to single spots of light.  What they respond to best is a bar or edge of a specific orientation, but in this case they will respond to such a target placed anywhere within their field of view.   Moving stimuli are again more effective, and the neurons often show responses of opposite sign to movement in the opposite direction.  One can think of a complex cell as extracting information about what kind of object is present, while throwing away information about exactly where it is: recognition without localisation.  Some cells, originally called hypercomplex cells but now properly called end-stopped complex cells, are even more fussy: not only has the orientation to be correct in order to obtain a response, but the length of the stimulating bar or line must also lie within certain limits (Fig. 7.56). It is easy to imagine how a simple cell might derive its receptive field from the summation of the outputs of two or more geniculate cells arranged in a straight line; and although it is tempting to extrapolate this notion by supposing that the complex cell response might similarly be the result of the summation of the outputs of simple cells, it appears that in fact this is not so, and that both types of response are actually the result of appropriate connections from geniculate afferents.  Responses to colour are less evident, at least in area 17, than in the geniculate, and of the cells that show colour-opponent responses, most are of the simple or concentric type, and gathered together in 'blobs'. SYMBOL 58 \f "Wingdings"
It is important to appreciate that these various classifications of specificities amongst cortical cells are to a large extent arbitrary and artificial; as was emphasised in Chapter 4, if an experimenter finds any response at all from a cell, it must necessarily be to a stimulus that he has chosen beforehand.  Recent examinations of cortical visual cells suggest a richness of variety that is not well conveyed by conventional descriptions in terms of 'simple cell', 'complex cell' and so forth.  

Figure 7.56  complex

Orientation-specific responses appear to be functionally grouped in columns perpendicular to the cortical surface, the cells in a particular column sharing the same preferred orientation, this orientation changes in a systematic way as one moves across the cortical surface (Fig. 7.57), such that after half a millimetre or so we are back to the first orientation.   Thus the visual cortex is traversed by a series of bands, within each of which every possibly orientation is represented.  But columns can differ in another way too, related to the fact that we have two eyes.  We saw that in the geniculate the inputs from each eye are strictly segregated.  This segregation is maintained in the projections up to the cortex, with each column receiving fibres associated either with one eye or the other, but not both.  A column receiving right eye fibres is called right eye dominant,  and columns having the same dominance form a second series of bands, at right angles to the first. Together they create a sort of chequerboard, with both eyes and all orientations being represented in a patch about one millimetre by a half, called a hypercolumn; each hypercolumn typically also contains four colour blobs, regions occupying layers II and III staining for cytochrome oxidase and containing neurons that are monocularly driven and respond to colour (see below, p. xxxx).  

Although the simple cells in layer IVc of a column will normally be driven by one eye only, the complex cells on each side are normally found to be binocular, driven by both eyes.  Some of these neurons have receptive fields that are identically situated with respect to the fovea of each eye, others have pairs of fields that do not exactly correspond in the two eyes: this retinal disparity is undoubtedly an important source of information about the distances of visual objects from the plane of fixation, and is later discussed in the context of depth perception, on p. whatever it is.   

Figure 7.57  columns

So here are cells coding a wealth of information about the visual world, looking for spots and edges and lines of a certain orientation, of a particular length and moving in a particular direction.  Where do we go from here?  The information from area 17, passing outward into areas 18 and 19 and beyond, seem to form two streams, broadly corresponding to complex localisation (to posterior parietal areas; Fig. 7.53) and to complex recognition (inferotemporal regions, areas 20 and 21).  In the temporal lobe, cells have for instance been described in the monkey that respond to objects as closely defined as particular faces, or the appearance of the monkey's own hand.  In sheep, similar cells seem to identify other sheep, and classify as to the degree of threat they pose, and their place in the social hierarchy (based on the length of their horns: Fig. 7.58).  Lesions of these areas in the monkey can give rise to visual defects that are more subtle than those associated with lesions in the occipital lobe, such as difficulty in recognising or appreciating the significance of visual objects.  In chapter 13 we shall be looking at these and similar findings and their implications for sensory processing in general. 

Figure 7.58  Sheep view 
Colour vision

So far we've completely ignored rather an important property of light, that not all photons are the same.  It was Sir Isaac Newton who laid the foundations of our understanding of colour by showing that white light was in fact composed of an infinite number of different components - what we now know as wavelengths - and could be split up into a spectrum.  The psychological perception we call ‘colour’ is a function of the relative energy in different parts of the spectrum.

Now different objects reflect different amounts of light of different wavelengths - a red apple, for instance, is one that tends to absorb short wavelengths and reflects only the long ones.  So the simple concept of albedo presented at the start of this chapter needs to be extended to include different wavelengths: you can see a red apple against green foliage even if its overall albedo is the same, because in the red parts of the spectrum its albedo is higher than the leaves, but at shorter wavelengths lower.   If the light falling on them is monochromatic, so that only the albedo at one wavelength can be compared, then they may happen to be indistinguishable.  

So when we say something is a different colour from something else, what we mean is that we perceive that the overall shape of its spectrum is different.   But we are not in fact terribly good at determining the overall shape, in fact we do it extremely crudely.  What happens is simply that we have three types of cone, long, medium, short wavelength, roughly in the red, green and blue bits of the spectrum; every time we look at some coloured surface they send us just three signals - how much red, how much green, how much blue.   So what we mean by saying one colour matches another is simply this: that the red signal is the same whether we look at one or the other; the green signal is also the same, whichever we look at, and so is the blue.  

Now having three receptors makes things get a little complex and mind-boggling by the end, better to work up to it gradually.  So before considering what happens with three receptors we'll consider what would happen if there were only two, and before doing that - paradoxically - it is enlightening to consider what colour vision is like when we have only one receptor type, and can't discriminate colours at all.  This is what happens to us all of course in the scotopic state, when we have only rods.  For a start, rods are perfectly capable of detecting different wavelengths, because their absorption spectrum extends nearly over nearly all the visible range.  But what they cannot do is discriminate between them.  Suppose we have two lights, a green one lying somewhere quite near the peak of the scotopic sensitivity curve, and a red one well on the fringe, so that the green provides say 100 units of stimulation and the red only 10.   Clearly they won't look the same, since the red produces a smaller response; but it is equally true that one could make them look the same, just by making the red ten times as bright as bright.  So we would then have a situation in which the lights looked identical, even though one is red and the other green.  You can see that this is going to be true of any pair of colours: any two wavelengths can be made to look identical -  match - provided you are allowed to make them brighter or dimmer.   More exactly, a person with only rods would be unable to distinguish wavelengths independently of their intensities, which is what colour is all about.  It doesn't matter what shape this curve is: any system that has only one kind of receptor is bound to lack colour vision, or monochromatic.
Colour mixing

Suppose now we allow ourselves to have two receptors, each with a different absorption spectrum.  To make things easier we’re going to suppose a very improbable sort of absorption curve (Fig. 7.59).  In general every wavelength will stimulate the red by a certain amount and the blue by a certain amount, producing a pair of signals, (R,B).   So for example a pure red might give (100,0); a deep blue (0,100); yellow might stimulate each equally - (50,50).    Now a useful way to think about this is to plot a chart whose axes tell you how much each of the two types of receptor is stimulated.  All possible wavelengths will produce a point somewhere in this graph.  (Start with blue: then red; then yellow in between.)  So if we keep intensity fixed but sweep through spectrum, we get a line, called the spectral locus.    If on the other hand we keep the wavelength fixed but alter the intensity, the point moves in and out, keeping the direction the same, because the ratio of red to blue is identical.   

Now one of the things that is very obvious about colour is that things  do not in general change colour if they're more or less brightly illuminated.  If you shine a bright light on an orange it still looks orange.  In fact in a sense what is meant by colour is that aspect of a light that remains constant even when we change the intensity.  In terms of our diagram, the interpretation is simple: colour is direction, just as brightness is length.  

We can also use the chart to work out what will happen if we mix two colours together: red plus blue = (100,100), which is the same as we would get with a bright yellow.  And in general it is clear that we can match any colour by choosing suitable proportions of just red and blue.   These may then be called primary colours, stimuli from which all other hues can be made by mixture.  This is exactly the same situation that was shown in Fig. 4.18: the man holding a plank above his head can match the sensation generated by any distribution of any number of weights by just two ‘primaries’ of variable weight.

Figure   7.59  dichromat

Obviously that isn't true for normal people; so although having two channels certainly provides colour vision, it's not as good as ours: we have to get the blue and the red and the green right.  In fact called dichromatic, because any colour can be matched by mixing two primaries.  Now although there are many dichromatic animals, and some colour-blind humans, for whom the above provides an adequate description of their colour sense (except that the shapes of the sensitivity curves in Fig. 7.59 are highly improbable), human vision is trichromatic; we've got not two but three types of receptors.   Fig. 7.60 ( shows their spectral sensitivities.  It is clear that we cannot match a colour such as Y by using only two others together (such as B and R): although we may get fR, and fB right, the value of fG will in general be wrong; and we cannot correct fG without messing up one of the other channels.  In fact we now need three colours to match any other, to take care of the three degrees of freedom involved: a pair of colours will only match if fB for one is equal to fB for the other, and so on for the other channels.   To extend the analogy of the man with the plank, it is as if he is now holding a tray that rests on his hands but also on his head, providing three channels of information about any weights that are placed on it (Fig. 7.61).

Fig. 7.60 cone curves (and plate)

Fig. 7.61 Colour baker

Because of this, the diagram of the response space corresponding to Fig. 7.59b now has to be three-dimensional rather than flat; and because the individual sensitivity curves do not have the simple form of Fig. 7.59a, the locus of a light of fixed intensity whose wavelength is altered is no longer the simple straight line of Fig. 7.59b but one having a twisted three-dimensional shape (Fig. 7.62) (.

Fig. 7.62  colour space (and plate)

It is awkward to have to use three dimensions.  One way to get round this is to forget about the brightness part of this and just show the direction or colour part, which only has two dimensions.  The trick for doing this was invented by Newton some 300 years ago, and is called the colour triangle.  Recalling that the distance from the origin to a particular point represents brightness, whereas its direction represents colour (Fig. 7.63), if it is only the latter quantity that interests us, we can reduce the whole diagram to a two-dimensional form by the following simple expedient.   We set up an equilateral triangle whose vertices are at equal distances along the three axes: clearly every direction - and thus every colour - will be associated with a particular point on the triangle, and the point will be the same however bright the light is.   So points on the triangle represent all possible colours, disregarding luminance.  

This triangle is called the colour triangle( and each point on it correspond to a different colour.  Its centre, W (fig. 7.64a), corresponds to white light, that stimulates each type of receptor equally, and lines radiating from this point are lines of equal chroma or hue.  Along such a line, the nearer a point is to W the more unsaturated it is, i.e. the more it is diluted with white.  Thus pink and red lie on the same line of chroma, but pink is nearer the centre.  The red line represents the locus of a light whose wavelength is varied over the visible range: it therefore represents colours that are of maximum saturation.  The fact that this locus does not reach the G vertex reflects the fact that there is no wavelength that can stimulate G alone without the same time stimulating R or B or both, as can be verified in the spectral sensitivity curves of Fig. 7.60. Incidentally, see that some hues don't appear in the spectrum, for instance purple.  Such hues are not in spectrum because no single wavelength can stimulate R and B without stimulating G as well.  The edge RB of the triangle represents colours of this sort, saturated violets and purples that are not in the spectrum, but can be formed by mixtures of deep red and deep blue.

Figure   7.63  colour space

Figure   7.64  mixing

The rules for colour mixture can now be stated simply, and were described in this form by Newton in 1704.  To find the result of mixing two colours J and K (Fig. 7.64b), join JK with a straight line: all the colours on that line can be made by mixing J and K in different proportions, and the more J is used, the nearer the resultant will lie to J. In general it can be seen that the effect of mixing two colours is to produce a new one of intermediate chroma, but less saturated, i.e. nearer to W: such mixtures are therefore paler than pure spectral colours.  If JK happens to pass through W, J and K are said to be complementary: by mixing them in suitable proportions, pure white can be made.  By mixing three colours (J,K,L) we can produce any colour lying within the triangle JKL; so long as this includes W, this means that any hue can be mixed from any three colours (Fig. 7.64c).  Obviously, the bigger the triangle JKL is, the more saturated are the colours that can be mixed: but even if we use pure spectral wavelengths as our primaries, there will be certain colours (notably saturated blue-greens or yellow) that cannot be matched.  In practical colour mixing, as with colour film or colour television, one tries to choose primaries that make the triangle JKL as large as possible: but one's choice is limited by the dyes or phosphors actually available.  The reason why colour television in particular is often unsatisfactory can be seen by looking at the position of the primaries used - they are in fact close to the J,K,L of Fig. 7.64c: the result is that blue-greens and purples are rather desaturated, though grass-greens and flesh tints are relatively good.  The only practical solution to this sort of problem is to use more than three primaries, and high-quality colour printing - for example of reproductions of paintings - may use six or more to get as close as possible to fully saturated mixtures. SYMBOL 58 \f "Wingdings"
The essential point, then, about colour vision is that although there are three degrees of freedom, the sensation of colour itself is two-dimensional - it can be described by the two variables of chroma and saturation - and the third quality, intensity, is not essentially a colour attribute at all.  That is not to say that it doesn't contribute to the popular idea of 'colour': the colour brown, for example, is only an orange of low intensity.  So everything we see can be described as a combination of colour and brightness.  If we ignore brightness, any colour can be found somewhere on the colour triangle.  And since the colour triangle is two-dimensional, this means that to code for colour we need just two channels of colour information to specify a point on it.   It turns out the coordinate system the brain uses is very simple: if we orient the colour triangle so blue is at the top, the coordinates used by the central areas to code colour are simply horizontal and vertical.  You can think of the horizontal one as being a red-versus-green axis, and the vertical as blue-versus-yellow.   

Neural processing

So somewhere in the visual system, something must be recoding the three receptor channels, R G and B, into two colour ones and a brightness one.  It turns out that this recoding is essentially all done in the retina.  If you look at retinal ganglion cells, you find that most of them have very wide spectral responses, responding essentially as if they were driven by all three types of cone; they provide the brightness channel, which has high acuity and gets further processed in the primary visual cortex for line detection and so on.   But some of the X-cells behave differently, showing excitation for some wavelengths and inhibition for others.  Some for instance are excited by red and inhibited by green or vice versa, while others behave as if they were similarly wired for yellow versus blue: so here we have the neural counterpart of the two axes for the colour triangle: R/G, Y/B (Fig. 7.65).   Because the cells coding for colour are in a small minority, the true colour channels have poor acuity - if you make up Snellen charts with red letters on a green background , for instance, taking care to make the red and green equally bright (isoluminant), you find that acuity is enormously reduced.  SYMBOL 38 \f "Wingdings"  

Figure   7.65  channels

Psychologically there is no doubt that that is how people think about colour; unless they've been told about vision being trichromatic and three primaries and so on, one's natural feeling is that the basic colours are not three but four: red, yellow, green and blue.  Yellow looks fundamental, primary, and certainly not a mixture of R+G.  We talk about a yellowish green, or bluish red, but not a reddish green, or a bluish yellow. Evolutionarily, it seems that the blue/yellow axis is the more fundamental one: it is essentially a division of the spectrum into short wavelengths versus long.  The red/green axis seems to have evolved later (though the evolutionary history of colour-,vision is complex and shows many anomalies), and it has been suggested that it was the need for primates to distinguish between the reds and greens of ripe and unripe fruit that led to the split of the original yellow cone into red and green varieties.

Because in a sense the basic analysis of colour has already been done in the retina, there is relatively little representation of colour in primary visual cortex, which after all is more concerned with form perception; the line and edge detectors are not normally colour-sensitive at all, with colour responses being limited to the small patches of cells called blobs (see p. xxxx) , of which there are exactly four per hypercolumn. Colour is also absent from area 19 or V5, which is not concerned with recognition. Colour responses do appear in the recognition stream through area 18 especially areas V2 and V4 - as if make detailed black/white drawing first, then rather roughly colour it in, and show a new feature called colour constancy, described in the next section.

Chromatic adaptation

In the same way as adaptation is important in helping the visual system to register the albedo of an object independently of the intensity of the light that falls upon it, so chromatic adaptation - the independent adaptation of the individual colour channels - can help the visual system make allowance for the colour of the illumination.  Just as we want to recognise a grey object as grey whether it's very brightly illuminated or very dimly, so we want to recognise a yellow object as yellow even when it is bathed in say pink light.  Suppose we have a painting whose full range of colours falls within the triangle JKL of Fig. 7.66 under white light.  If we now illuminate it with blue light, the effect will be to reduce the signals in the red and green channels relative to those in the blue, and the result will be a distorted triangle (jkl) and hence misperception of hues.  But the red and green channels will respond to their reduced stimulation by increasing their sensitivities, which will have the effect of restoring the total range of colours perceived to something like its original extent.  In fact the eye is surprisingly tolerant of changes in the spectral composition of the illuminating light, and the sensation of colour is much more closely related to an object's albedo for short, long and medium wavelengths than it is to the actual spectral composition of the light reaching the retina.  This kind of behaviour - colour constancy - is demonstrable in the responses of many colour-sensitive cells in the more temporal regions of visual cortex, which can respond to an object of a particular colour even when the spectrum of its retinal image is quite different, because of changes in the colour of its illumination. SYMBOL 38 \f "Wingdings"
Figure 7.66  constancy

These adaptational changes can easily be demonstrated by means of successive contrast, or coloured after-images.  If the coloured spots of Plate IIa on the CD-ROM( are fixated for about 20 seconds in a good light, and the gaze then transferred to the blank area next to them, striking after-images of the complementary colour will be seen that are due to distortion of one's colour space because of adaptation: what was originally a white that fell in the centre of the colour triangle now falls to one side, in a direction opposite to the adapting colour.  The same explanation probably underlies simultaneous contrast (: an area of pale colour lying next to a strong one tends to take on the complementary tinge.  SYMBOL 58 \f "Wingdings"  Like lateral inhibition in general (p.xxxx) this reduces the redundancy of signals sent to the brain concerning the colours of adjacent area; and in the same way it can give rise to illusions when there is a colour change at a border that does not in fact represent the colours of the adjoining areas themselves (The water-colour illusion, Fig. 7.67).  Simultaneous contrast is probably related to the existence of double-opponent cells, for instance in the blob regions.  ‘Double’ here refers to the fact that they are not merely opponent in the sense of being for instance excited by red and inhibited by green, but that they have a colour-based centre-surround organisation as well. (Fig. 7.68)

Fig. 7.67  Water-colour illusion

Fig. 7.68  Colour opponency

Disorders of colour vision

If one of the three channels were inoperative, vision would become dichromatic, and the colour triangle would collapse into a single dimension (Fig. 7.69). One would then be able to match any colour in the spectrum by mixing blue and red in suitable proportions.  Defects of this kind are often seen: loss of the red mechanism is called protanopia, of the green, deuteranopia, and of the blue, tritanopia.  Probably because the division of a single yellow mechanism into red versus green came relatively late in evolution, SYMBOL 38 \f "Wingdings" the first two deficiencies are much commoner than the last (1% and 0.01% respectively) and give rise to what is commonly called red-green blindness: the resulting confusion of red with green forms the basis of clinical tests such as simple matching  or the Isihara test in which coloured dots are made up into figures that are read differently with different deficiencies (Plate IId on the CD-ROM().   A deuteranope, for example, will accept any pair of colours as a match so long as same they have the same R and B components, even if the G components are different.

Some 8 per cent of males are red=green blind, but a much smaller percentage of females: the gene in question is sex-linked and recessive.  Loss of the blue mechanism is much less common, except that everyone is tritanopic in the very centre of the fovea.  Over the whole retina, the blue cones are relatively infrequent compared to the red and green ones, and their acuity correspondingly depressed.  But in the very central fovea there is an area in which there are no blue cones at all - possibly a mechanism for reducing the effects of chromatic aberration.  Consequently if you look at very small or distant targets, you find that colours that differ only in the amount of blue cannot be distinguished, as can be seen from the demonstration in Plate IIc on the CD-ROM(). SYMBOL 38 \f "Wingdings"  More severe defects, involving the functional loss of more than one channel - for example, the rod monochromat, whose retina contains only rods - are also found.  Colour deficiencies might be due to a loss of one or more types of pigment, to lack of development of adequate neural connections, or possibly to a mixing of pigments or connections, so that discrimination is lost.  Studies using retinal densitometry (see p. [whatever it is]) have shown that in some dichromatic subjects, at least, one of the cone pigments appears to be missing.  One might wonder if it was possible to know what the world actually looks like to a colour-blind person.  Thanks to a very rare condition indeed, in which only one eye is colour-blind, the answer is probably yes: such a subject seems to see everything in terms of blue and yellow with the affected eye, so that the spectrum appears deep blue at one end, fading to white in the middle, and then passing through progressively deeper shades of yellow to the long wavelength end.  This is exactly what would be expected if colour space has simply been collapsed down to the yellow/blue axis.

Figure   7.69  colour blind

Less severe than actual colour-blindness are the various colour anomalies.  A protanomalous subject, for example, is trichromatic, but if asked to match a particular yellow by means of red and green will tend to use more red than a normal subject; deuteranomolous subjects use more green.  It is likely that such defects are due to imbalance in the amounts or spectral sensitivities of the cone pigments.

Finally, disorders of colour vision can arise with damage to specific cortical areas, which can take many forms; in some cases colour constancy may be impaired, so that colours appear to change under coloured illumination more than would be experienced by a normal observer.

Localisation

There are two components to localisation, direction and distance.  Of them, distance is the more difficult feature to extract from visual information; clearly the spatial organisation of the retina provides immediate information about the relative visual angles between different visual objects, since the retinal distance between two receptors that are stimulated is directly proportional to the angle between the corresponding stimuli in the outside world.  It is convenient to deal with direction first.

Direction: the colliculus

Computation of visual direction is a function associated particularly with a primitive visual integrating area high at the back of the brainstem, the superior colliculus (tectum in lower animals).  It is basically organised in two layers, the upper layer receiving visual information from the retina, the LGN and visual cortex, and the lower layer being motor in character, projecting down to areas of the brainstem and upper spinal cord concerned with the generation of eye movements and head movements (Fig. 7.70).  It also has extensive connections with the cerebellum, where it presumably provides information that helps in making directed limb movements to visual targets.  Neurons in the upper layer are interested only in where an object is, and care not a bit what it is: they show neither orientation nor colour specificity, and have large, overlapping and roughly circular fields.   The cells are arranged in an orderly way on the surface of the colliculus, forming a map of visual space.  An interesting feature of this map is that electrical stimulation of deeper layers of a region corresponding with a particular part of the visual field often initiates an eye movement or head movement which is of the right size and direction to bring that part of the visual world onto the fovea.  This suggests that one of the functions of the colliculus might be to control visually-guided saccades.   These are the very fast step-like eye movements that shift the gaze to objects of interest in the visual field, or when a subject tries to look at a target that is moving: during visual tracking of this kind the oculomotor system moves the eye smoothly at a rate that ideally matches that of the target (smooth pursuit), with occasional saccades to correct any errors of position that still remain (the various types of eye movements are listed on p. [whatever it is}).  

Figure 7.70  saccadic selection 

Saccades are generated by special neural circuits in a region of the brainstem that lies near the motor neurons for the eye muscles, called the prepontine reticular formation (see p.xxxx).  These circuits are normally held in check by inhibitory pause cells in the brainstem that are tonically active but stop firing briefly during a saccade.  The superior colliculus sends inhibitory fibres to these pause cells, and a burst of activity in such a fibre appears to trigger a saccade to a particular target.  Now, of course, there are many objects in the outside world which we might want to look at, and although the colliculus is well adapted to determining where they are and to initiating appropriate eye movements, what it cannot do is decide whether any particular object is worth looking at: this requires recognition.  Consequently, we would expect to find that the colliculus is itself under tonic inhibition from higher levels of the visual system, and only permitted to act when a possible target is recognised as being interesting.  Such a descending inhibitory system to the deeper layer has recently been demonstrated in the form of a group of neurons in the substantia nigra (part of the basal ganglia: see p.[whatever it is}.)  They fire continuously, keeping the colliculus in check, but pause briefly in response to a visual stimulus, well in advance of the subsequent saccade that is made to look at it.  Thus, through a curiously bureaucratic cascade of inhibitory neurons, the substantia nigra (which is ultimately cortically driven) allows the colliculus to give its permission to the brainstem to do its work of moving the eye to a certain position.  They in turn appear to be controlled by areas of the cerebral cortex - notably the posterior parietal cortex - that are concerned with the identification and localisation of objects that might be of interest.

The motor system needs to know about the position of objects relative not to the eye but to the body as a whole.  We shall see in Chapter 11 how knowledge of the position of objects relative to the eye is combined with information about eye position derived from the commands that are sent to the eye muscles (efference copy: see p. [whatever it is]), in order to compute the position of objects relative to the head; and how in turn this information, combined with signals from the vestibular system and from the neck, enables the motor system to calculate the position of objects both relative to the body as a whole, and also to absolute frames of reference such as the direction of gravity.  The deeper layers of the colliculus appear to receive copies of the efferent commands from the oculomotor system, and use this information to work out where targets are in space as well as relative to the eye.

Distance

The sense of distance is a little more complex, relying more heavily than the sense of direction on what might be called 'high-level' cues.  Some of this information derives from information about differences in the retinal images of the two eyes (binocular cues), while some is essentially monocular.  The use of one eye rather than two substantially reduces the accuracy with which judgements of distance can be made, but does not abolish it altogether.  It is convenient to consider the monocular cues first.  

The simplest, though probably the least important, is accommodation.  In order to focus on objects at different distances, you need to alter the power of the lens, and the effort of accommodation certainly contributes to how far away you think the object is, using efference copy.   In isolation, however, this source of information is rather inaccurate.  

A much more powerful and accurate physiological cue is something called movement parallax.  When you move your head, the retinal image of objects that are close to you move much more rapidly than those that are far away, and in fact the relative velocities are linearly related to exactly how far away they are; and if you know the speed of your head, they can give an absolute measure of their distance.  This is quite important, since the majority of the distance cues tell you only about relative distances.  If you look at a cat preparing to leap onto something you can often see it moving its head up and down in order to get precise information about how far it has to jump.   

The remaining monocular cues are all the ones that artists have used for centuries to give an impression of depth in their paintings - a hard task, since when you look at a painting your accommodation, movement parallax and all the binocular cues tell you very firmly that everything is in fact at the same distance.  Some of these higher-level cues are illustrated in Fig. 7.71.  They include:

overlap (nearer objects tend to obscure further ones: crude and unquantitative); 

size of known objects (if we know the actual size of an object and the angle it subtends at the retina we can deduce its distance);

linear perspective (for example, the apparent convergence of parallel lines);

texture gradient (that the spatial frequencies of a pattern or texture get higher the further away it is);

Position in field  (objects higher in the field are likely to be more distant);  

aerial perspective (distant objects are fuzzier and bluer than near ones);

shadows (giving information about three-dimensional shape rather than actual distance). 

It is possible to create artificial situations in the laboratory in which these cues are contradictory, and work out from subjects' response to them which cues are given more weight by the visual system than others.  Many well-known illusions occur because assumptions about the distance of an object affect one's estimate of its size. (Fig. 7.72). SYMBOL 38 \f "Wingdings"
Figure   7.71  depth cues

Figure   7.72  false depth

What extra information is available if we use two eyes rather than one? Because each eye is a little distant from the other, each has a slightly different view of the world, and these differences are interpreted by the brain as differences in distance.  In Figure 7.73, the small differences in the relation between the ‘R’ and the building in the background in the pair of images means that if they are viewed and fused binocularly, the R appears to stand in front.    More precisely, if we imagine the two eyes fixating a point A in the middle distance (Fig. 7.74). The image of A will fall on the fovea of each eye (F), and points like B that are as far away as A will be at the same angular distance from A as seen by each eye, and their images will therefore fall on points that are at the same distance and direction from the fovea in each retina: such points are called corresponding points. SYMBOL 38 \f "Wingdings"  However, a point like C that is at a different distance from the eye will form images in the two eyes that are at different positions relative to the fovea: these are called disparate images.  Now it turns out that if we examine the visual fields of cortical cells that have a binocular input (p. [whatever it is]), although many of them are connected to corresponding areas in the two eyes, others are connected to disparate regions of the retina, and may be called disparity detectors (Fig. 7.74). So with the eyes both fixating A, a unit like  will be responding to the image of A, a unit like  with zero disparity will be responding to the image of B, and a unit like SYMBOL 103 \f "GreekMathSymbols"with marked disparity will be looking at the image of C. Thus even with the gaze fixed on one point in space, some cortical units will be 'looking' at points lying in planes either in front of or behind the target, and will thus provide immediate information about depth. SYMBOL 38 \f "Wingdings"  

These mechanisms of disparity detection work automatically and subconsciously even when there seem to be no corresponding objects in the outside world for them to operate on.  If one takes pairs of identical patterns of random dots, and then shifts selected portions of them horizontally to create areas of disparity, when they are fused a three-dimensional structure may be perceived of which the individual patterns themselves contain no hint (Fig. 7.73)

Fig. 7.73 Julesz etc

Figure   7.74  disparity

It is important to emphasise that though this mechanism of disparity-detection is a very sensitive one indeed, it can only provide information about the distance of an object relative to the plane of fixation.  As in the case of direction perception, we need further information about the positions of the eyes, about their angle of convergence, before it can be used to compute absolute depth.  Since it turns out that knowledge of the convergence of one's eyes - derived through efference copy -  is rather imprecise, it follows that disparity, though highly accurate for determining relative distances, is not of great use for absolute estimates: its main function is probably to provide information about the three-dimensional shape of objects (stereopsis), and particularly the detection of camouflaged objects against backgroundsSYMBOL 38 \f "Wingdings".  It is not altogether clear what is in fact used to sense absolute depth: it may well be that the visual size of very well known objects, particularly of parts of the body such as the hand whose distance can be checked by direct proprioception, provides the ultimate measure by which the rest of visual space - beyond one's own reach - is calibrated.

Proprioception

The use of visual and other kinds of proprioception in improving the control of posture is discussed at length in Chapter 11.  A simple way to demonstrate the importance of the visual part of this is to stand on one leg and compare how much you sway about when your eyes are shut and when they are open.  The most important contribution of vision to proprioception is information about retinal slip velocity, which in the natural world is nearly always caused by one’s own movements.  Several different areas in the brainstem seem to be involved in sensing retinal image movement of this kind, areas that are not very well defined and show considerable species variation: they include the pretectal nuclei and other nuclei at the very top of the brainstem, and groups of cells in the pons, but are best referred to collectively as the visual proprioceptive system (VPS).  Neurons in the VPS typically have very large receptive fields indeed, and respond maximally when the field is filled with a lot of detail moving as a whole in a specific direction: precisely, of course, what happens if we move the head in natural surroundings (Fig 7.76):  the rate at which they fire codes for velocity.  Their information is sent to the vestibular nuclei and to the cerebellum, where it is added to information about head position derived from the vestibular apparatus, and generates compensatory postural reactions and eye movement.  In the cerebellum it also appears to be used to calibrate the vestibular signals, bringing both sources of information about head movement into correspondence with one another; this function is described in more detail in Chapter 11.  

The fact that many of these units adapt under prolonged stimulation gives rise to the striking waterfall illusion. SYMBOL 38 \f "Wingdings" If one stares for a minute or so at a surface that fills a substantial part of the field and is in continuous motion in one direction - like a waterfall - and then turns away to look at a stationary scene, one has the strong and persistent notion that it is moving in the opposite direction.  Presumably the sense of visual motion depends on the balance between the rates of firing of movement detectors having opposite preferred directions: after adaptation an imbalance is caused by the depression of one set of these, leading to the illusion of movement in the opposite direction. SYMBOL 58 \f "Wingdings"  
In addition to assisting the control of posture, retinal slip also provides information that tells us about our locomotion through the outside world, and particular our heading.  As we move, the direction and magnitude of retinal slip changes in a characteristic way across the retina, producing what are known as optic flow patterns.  In a region in parietal cortex called MT, some way along the ‘where’ processing stream (Fig. 7.53) units have been described whose activity appears to be related to optic flow.  Lesions in this region also give rise to rather strange perceptual disorders, in which patients can perceive the form and colour essentially normally but show a specific inability to detect object movement.

As with the sense of visual direction, the use of retinal slip information relies on knowledge of any movements of the eyes, provided by efference copy.   But other assumptions are necessary as well.  When two areas of the field move relative to one another, it is usually the larger area that is assumed to be stationary: on a cloudy night, the moon appears to sail through the clouds.  Of course it is the moon that is stationary and the clouds that move, but the latter occupy so much more of the visual field that the visual system assumes that they are stationary.  

Figure 7.76  pontine movement cells

Figure captions:

Fig 7.1  Above, the electromagnetic spectrum: vertical shading indicates the approximate energy distribution of radiation from the sun. Below, the visible portion of the spectrum expanded, showing the relative sensitivity of the human eye to different wavelengths in the light-adapted state.

Fig. 7.2  Illuminance measures how much light falls on a surface; luminance measures how much it emits.  Albedo is a measure of the extent to which a surface scatters back the light that falls on it: a perfect diffuser has an albedo of one.  Right, brightly illuminated black may have a higher luminance than dimply lit white, yet still looks black.

Fig 7.3  The range of luminances (left) and retinal illumination (right, approximate) found in the natural world.

Fig 7.4  The eye's sliding scale of brightness.  The range of the visual system is usually matched to the range of luminance in the visual scene.  If the latter changes, the visual system quickly follows suit.  As a result, perceptions correspond to albedo more than to luminance. 

Fig. 7.5  Contrast is defined as SYMBOL 68 \f "GreekMathSymbols"I/I both for light or dark lines on a grey background (left) or for a sinusoidal grating (right).

Fig. 7.6  Even though the width of the lines and the intensities of the black and white parts of the targets are matched, the visibility of the white line will always be greater than that of the black, because its contrast, SYMBOL 68 \f "GreekMathSymbols"I/I, is higher.

Fig. 7.7  On not seeing stars.  As the sun rises, the contrast of the image of a star will fall as the background intensity I against which it is seen gradually rises, even though SYMBOL 68 \f "GreekMathSymbols"I is constant.

Fig 7.8  Dark adaptation curves. The points show measurements of absolute threshold at different times after a strong light that bleached 99 per cent (triangles) of 24 per cent (circles) of the pigment in the rods. The red line indicates the approximate time-course of recovery of sensitivity of the cones alone. It is clear that recovery occurs in two stages: the first is due to cones, and the second, delayed, stage to rods. (Data from Rushton and Powell, 1972)

Fig. 7.9  Purkinje shift.  Red and black lines show light-adapted and dark-adapted spectral sensitivity curves; for comparison, the dashed line shows the approximate absorption spectrum for rhodopsin.

Fig. 7.10  Left: a positive (convex) lens with focal length f metres has a power of (1/f) dioptres; for a concave lens, the power is negative.  Right: for thin lenses, close together, dioptres simply add linearly (above). Below, images are formed in the eye by refraction at several interfaces between media of different refractive indices; the lens itself contributes less than might be expected, because its refractive index is not very different from what surrounds it.

Fig 7.11  Above, scanning electron micrograph of cells of human lens, showing interdigitating processes.  Below, the anterior part of the human eye, shown in parasagittal section.

Fig. 7.12 Sympathetic (colour) and parasympathetic innervation of the pupil and ciliary muscle.

Fig 7.13  Presbyopia: decline in the amplitude of accommodation as a function of age: average from three large groups of subjects. (Data from Fisher, 1973).

Fig 7.14  Errors of focusing. (a) shows an emmetropic eye with relaxed accommodation that focuses parallel rays exactly on the retina. A myopic eye (b) brings parallel rays to a focus that is too close to the lens: the defect may be corrected with a negative (concave) lens (right). A hypermetropic eye (c) cannot bring parallel rays to a focus at all: a positive lens is needed for correction.

Fig 7.15 An astigmatic lens has different focal lengths for line targets in perpendicular directions. 

Fig. 7.16  The origin of spherical and cylindrical lenses.

Fig. 7.17  Above, an astigmatic fan, a target used for testing for astigmatism, and its appearance (below) to a subject with marked astigmatism in the horizontal/vertical directions.

Fig 7.18  Aberrations.  Spherical aberration (above) arises because the focal lengths of different regions of the lens are not the same.  Below, chromatic aberration is the result of focal length depending on wavelength (B = blue; R = red). 

Fig. 7.19  The point-spread function.  An infinitely small point of light generates an image of finite width on the retina, the point-spread function.  Its size determines the spatial quality of retinal images

Fig 7.20  Resolution and contrast. As a pair of point sources are gradually brought together (above), their retinal images (below) begin to overlap. (a) is easily resolved, so long as the points can be seen at all; (b) will be resolved only if the contrast is sufficiently high; while (c) can never be resolved, whatever the contrast.

Fig 7.21  Visibility of sine-wave gratings of different spatial frequency. Left, frequency-sensitivity function for sine-wave gratings, showing a peak around 2-3 cycles per degree and a fall-off in sensitivity both at higher and lower frequencies.  Above, schematic representation of a sinusoidally modulated image falling on a receptive field having excitatory centre and inhibitory surround. When the centre is roughly matched in size to the peak of the sine-wave, the response is maximum.  With lower or higher frequencies there is a relative increase in the degree of stimulation of the inhibitory surround. (Data from Campbell and Robson, 1968).

Fig 7.22  Charts commonly used for routine testing of visual acuity. Left, Snellen chart; right, a similar chart using Landoldt C's: the subject must name the position of the gap in the circle.

Fig. 7.23  Above, criteria for the Landoldt/Snellen charts.  At the standard viewing distance, critical parts of the letters subtend 1 minute of arc.  Below, when equally blurred, Snellen and Landoldt figures mat still be recognised, even though not resolved: this is not the case for a grating target (right).

Fig. 7.24  A small pupil minimises the effects of bad focus on the size of the image: so it increases the depth of focus as well as reducing the effects of the aberrations. 

Fig. 7.25  Pupil and VA.  Highly schematic representation of the effects of pupil diameter on different optical factors affecting acuity, and the overall effect.

Fig 7.26  (no caption) 

Fig 7.27  Effect of adaptation level on the visibility of sinusoidal gratings. Each curve is a contrast sensitivity function of the kind shown in Fig. 7.21, measured at a different background intensity level ranging over 6 log units (the number by each curve indicates background intensity in relative log units). (After van Nes and Bouman, 1967)

Fig 7.28  The principle of the ophthalmoscope. If an observer looks into a subject's eye and both are emmetropic, the retina of one will be focused on that of the other. But the observer's eye prevents light from reaching the subject's retina, so that nothing can be seen (above).  But the ophthalmoscope (below) introduces an extra source of light, S, to illuminate the subject's retina, and is fitted with a set of lenses (L) that correct for errors of refraction.

Fig 7.29  Photograph of a living human retina, showing blood vessels, optic disc and blind spot (left) and macula lutea, with fovea at its centre (right). (Courtesy of J. Keast-Butler, FRCS)

Fig 7.30  Demonstration of the blind spot. Close the left eye, and fixate the cross with the page at about 25cm from the eye. The face will disappear, and no discontinuity on the background will be apparent.  [Note to publisher: this distance must be revised once the published figure size is known].
Fig 7.31  Section through a monkey fovea. The direction of incident light is from above downwards, passing through the layers of neural elements (which in the central fovea are pushed to one side) before reaching the receptors.

Fig 7.32  Retinal neurons and their connections. Left, simplified representation of section of primate retina, showing rods and cones (r, c), with their pedicles (p) forming synapses with horizontal cells (h) and bipolars (b). The latter connect with amacrine cells (a) and ganglion cells (g) whose axons form the optic nerve. (After Dowling and Boycott, 1966.)  Right, highly schematised representation of the principal connections shown on the left.

Fig 7.33  Schematic section of a monkey rod showing inner and outer segments. H, horizontal cell; FB, IB, flat and invaginating bipolars; RB, rod bipolar.

Fig 7.34  All-trans retinal and 11-cis retinal. 

Fig. 7.35  The cyclical sequence of events by which light leads to isomerisation of retinal and its dissociation from opsin, followed by the relatively slow processes that lead to the final regeneration of rhodopsin.

Fig 7.36  The cascade linking bleaching of rhodopsin (RH SYMBOL 174 \f "GreekMathSymbols" RH*) to sodium entry, as believed to occur in vertebrates. PDE = phosphodiesterase.  The entry of calcium at the same time as sodium is believed to be a mechanism contributing to receptor adaptation, in part by slowing the regeneration of cyclic AMP.

Fig 7.37  Electrical responses from cones. (a) Hyperpolarizations generated by a very brief flash of various intensities ranging from 0 to 4.2 relative log units in steps of 0.6 log unit. (b) Showing the effect of pre-adaptation to different backgrounds in such an experiment. Each curve is the result of an experiment like the one on the left, where peak electrical response is plotted as a function of the flash intensity. Curve a was measured in the dark, b-e under different increasing background adaptation levels over a range of some 3.5 log units. (After Baylor and Fuortes, 1970, and Normann and Perelman, 1979).

Fig. 7.38  Diagrammatic representation of the functional relationship between primate rods and cones, various types of bipolar cell, a typical ‘on’ ganglion cell, and an A11- or rod amacrine cell.  Rod bipolars receive information from many rods, and, like receptors, hyperpolarize in response to light; their signals reach ganglion cells via A11 amacrines, that are deactivated except scotopic conditions, under the control of another kind of amacrine (A18), not shown, that releases dopamine.  Invaginating and flat bipolars connect with cones, and show opposite electrical responses; through rod-cone electrical connections they may also respond indirectly to rods.  The red arrows show the sign of the electrical response: upward means depolarisation.  Below, schematic representation of the functional pathways at different light levels.  Under photopic conditions the rods are saturated and cannot contribute.  In mesopic conditions, their signals are added to those of cones through electrical synapses.  In the scotopic state the cones cannot function, and the rods operate through the highly convergent A11 system previously described.

Fig 7.39  Lateral inhibition in bipolar cells. Left, a set of cones influencing a horizontal cell; bipolar cells may receive a hyperpolarizing input from a receptor and a depolarising one from the horizontal cell, or vice-versa, result in a receptive field with opposed centre and surround. Right, responses of bipolar cell to disc (above) and annulus of light, showing antagonism between centre and surround.   Arrow conventions as in Fig. 7.38.

Fig 7.40  Schematic representation of types of ganglion cell response: (a) sustained; (b) off-centre; (c) on-surround; (d) intermediate on-off.

Fig. 7.41  Schematic wiring diagram showing how amacrine cells may mediate the transient and field properties of ganglion cells.  (Data from Ikeda and Sheardown, 1983)

Fig 7.42  The increment threshold curve. The smallest increment SYMBOL 68 \f "GreekMathSymbols"I that can just be seen against a background I is plotted; for very small values of I the curve levels out at the absolute threshold, SYMBOL 68 \f "GreekMathSymbols"I0, while in the mid-range SYMBOL 68 \f "GreekMathSymbols"I is proportional to I. At very large values of I, saturation occurs, and SYMBOL 68 \f "GreekMathSymbols"I begins to rise more steeply. (Data from Aguilar and Stiles, 1954).

Fig. 7.43  Noise in photoreceptors (toad rods).  Above, three electrical records in the dark, with a control records below showing the level of instrumental noise.  Below, Effect of bleaching a receptor (0.7%) followed by recovery in the dark.  The fluctuations in the recovery phase show the same statistical properties as the random responses that would occur during actual illumination.  (Baylor et al, 1980; Lamb, 1980; with permission).

Fig. 7.44  Two aspects of adaptation.  Sensitivity to change, SYMBOL 68 \f "GreekMathSymbols"I, comes about primarily through centre-surround arrangements of receptive fields.  Changes in gain or sensitivity or logically distinct, and may come about in part through the monitoring of larger areas of the visual field.  Together, they create a final signal proportional to SYMBOL 68 \f "GreekMathSymbols"I/I that is essentially independent of changes in overall illumination (compare left and right).

Fig 7.45  Effect of adaptation on time course of toad rod response.  Stimuli of constant intensity were delivered in the presence of backgrounds of increasing intensity, starting from zero (top trace).  It is evident that brighter backgrounds make the response shorter as well as smaller.  (After Lamb, 1984; with permission).

Fig 7.46  The relation between rhodopsin concentration and sensitivity during dark adaptation. Above, continuous line shows the percentage of rhodopsin in the bleached state at various times during recovery after a full bleach: the curve is closely similar in a normal subject and in a rod monochromat. Also shown are simultaneous measurements of absolute threshold by a rod monochromat (dashed line) and normal subject (dotted), plotted on a logarithmic scale as shown on the left. Below, the relation between per cent pigment bleached and log threshold obtained from this experiment in the case of the rod monochromat: it is evident that the relationship is a linear one, and threshold is proportional to 10aB, where B is the percentage of pigment bleached, and a is a constant. (Data from Rushton, 1965).

Fig 7.47  Effect of bleaching on increment thresholds. Increment threshold curves are plotted as in Fig. 7.42, at various times (shown in minutes by the number above each curve) after a very intense bleach of the rods. (Data from Blakemore and Rushton, 1965).

Fig 7.48  Illusions caused by lateral inhibition. (a) Simultaneous contrast: the small grey squares are of equal luminance, but appear different in brightness because of the backgrounds they are seen against. (b) The Hermann grid: illusory dark spots are seen at the intersections of the white bars.  Both illusions can be explained in terms of units with centre-surround organisation (below).  The effect is much less striking at the fovea, perhaps suggesting because of a difference in the size of the inhibitory surrounds.  (c) an enhanced version of the Hermann grid, not easy to explain.

Fig. 7.49  Demonstration of the low-frequency cut, and thus of lateral inhibition.  This sine-wave grating, of low spatial frequency and contrast, is more easily visible at distances of a metre or so than close to, when its spatial frequency is too small.

Fig. 7.50  The functional destinations of fibres in the optic nerve.  LGN, lateral geniculate nucleus; HThal, hypothalamus; PT, pretectum and other visual proprioceptive areas; SC, superior colliculus; Par, Temp, parietal and temporal cortex.

Fig 7.51 (a) Schematic representation of the partial decussation of the optic nerve fibres in the chiasm. (b) the effect on the visual fields of each eye of lesions at three different points on the peripheral visual pathway.

Fig. 7.52  Lateral geniculate nucleus: schematic diagram of the layers, showing the termination of optic nerve fibres from each eye (left) and the cells of origin of the optic tract, to different destination (right).

Fig. 7.53  Cerebral cortex, showing the general location of visual areas 17, 18 and 19.   Subsequent processing can be divided roughly into two separate strands: of localisation and movement, to parietal areas ('where'), and of recognition, including colour and shape, to temporal regions ('what').

Fig. 7.54  Schematic representation of the segregation of input and output in visual cortex. (After Hubel, 1988)

Fig 7.55 Visual responses of simple cells. (a) Receptive fields of three typical cells, showing regions responding to a localised spot of light being turned on (+) or off (-). (b) Responses of a single unit to a bar of light presented at the various orientations shown: it is preferentially stimulated by a vertical bar. (c) The receptive field of the unit whose responses are shown in (b). (After Hubel and Wiesel, 1962)

Fig 7.56  Complex cells. (a) Responses of a complex cell to a dark bar within its receptive field (shaded): it responds if the bar is horizontal, wherever it is within the field, but not if the bar is tilted. (b) Responses of an end-stopped ('hypercomplex') cell to a moving bar of optimum orientation but different lengths: there is clearly an optimum length for evoking maximum activity. (After Hubel and Wiesel, 1965).

Fig 7.57  Left, highly stylised representation of a slab of visual cortex, showing its organisation into 'columns', narrow strips in which cells share a common preferred orientation, and roughly perpendicular dominance bands, preferentially driven by one or other eye. Preferred orientation usually changes systematically (as shown) in passing along a set of columns. An analogous 'columnar' organisation is found in other neocortical regions.  

Fig. 7.58   Responses of a single cell in the temporal cortex of a Dalesbred (horned) sheep when presented with the three sheep faces shown. (After Kendrick and Baldwin, 1987)

Fig. 7.59  Colour vision in an extremely hypothetical dichromat. (a) The spectral sensitivities of the two types of receptor, B (blue) and R (red). (b) The colour response space: the axes show the degree of activity of each of the two channels, and any particular colour will result in a particular point in the diagram. The thick line indicates how the B and R responses vary as a light of constant intensity is varied in wavelength, while lines such as OA, OB represent stimuli of constant wavelength but variable intensity: in each case the ratio of B and R activity is constant, and they are thus of constant hue or chroma. (c) J and K represent two stimuli of different intensity and wavelength. If they are added together, the resultant response is given by the vector sum (J + K) of each separate response. 

Fig. 7.60  Approximate spectral sensitivity curves of the three human cone pigments.

Fig. 7.61  (no caption)

Fig. 7.62  Three-dimensional representation of colour space, showing the spectral locus and its projection on to the colour triangle.

Fig. 7.63  Trichromatic colour-space.  The effect of varying just the intensity of a given colour is to move it along the line joining it to the origin, without affecting its direction (above).  Changing just the colour, on the other hand, affects the direction but not the distance (below)

Fig. 7.64  The colour triangle and its uses.  (a)  The colour triangle, showing the spectral locus in red: note that it cannot reach the green vertex, and that along the BR edge is a range of colours (purples) that are not in the spectrum. (b) The laws of colour mixing. by mixing two colours (J, K) in different proportions we can form any of the colours lying on the line JK.  (c)  With three colours (J, K, L) we can form any colour lying within the triangle JKL.  If, as here, this triangle encloses the white point (W), then any hue can be formed by mixing them in suitable proportions, though not with full saturation.

Fig. 7.65  Above, how information from the three receptor channels (R, G, B) is neurally recoded into a red-versus-green channel (R/G), a yellow-versus-blue channel (B/Y) and a brightness channel. The resultant form of colour space, based on R/G and B/Y axes, is shown below with the colour triangle superimposed.

Fig. 7.66   Effect of coloured illumination. A picture whose range of colours falls within the triangle JKL under white lights is illuminated instead with blue. The effect is to shift the triangle as shown, to jkl; however, the perceived changes of colour will generally be very much smaller than this, because of the effect of chromatic adaptation: the sensitivities of the R and G channels increase, and that of B decreases.  

Fig. 7.67  ‘Watercolour’ effect: the coloured edges of the line make the interdigitated areas take on slightly different illusory colours.

Fig. 7.68  Three types of opponency.

Fig. 7.69  Effect of lack of one channel on colour perception. Colours lying on a line such as GJ or GK differ only in the amount by which they stimulate the G channel. If, in a colour-blind subject, this channel were inoperative, such colours would all look identical: lines like GJ, GK can then be called lines of confusion. Consequently such a subject could match any colour by using only mixtures of deep red and deep blue light, in appropriate proportions.  

Fig. 7.70  Schematic representation of the role of the colliculus of the colliculus and its afferent and efferent connections on the generation of saccades.  Although the colliculus has sufficient information to convert information about the location of one saccadic target into a command to the saccade-generating circuits of the brainstem, only the higher levels (cortex and basal ganglia) can decide which of various competing targets should be selected as a saccadic goal.

Fig. 7.71  Illustrating schematically some of the monocular depth cues. The third row illustrates first how conflict may arise, in this case between size and overlap; and secondly, how it is possible to construct figures that may be interpreted in more than one way (in this case, as a cube viewed either from above or below). Addition of extra depth information resolves the ambiguity.

Fig. 7.72  Illusions that probably result from false depth interpretations. (a) The Ponzo illusion: the lower bar looks smaller than the upper, probably because it is perceived to be nearer (the sloping lines being perceived as parallel but receding into the distance). (b) Müller-Lyer illusion: the upright in the right-hand figure looks larger than the other, perhaps because the figure is interpreted as the far corner of a room or box, whereas the left-hand figure is taken as the near corner.

Fig. 7.73  Stereoscopic stimuli.  Above, by allowing the eyes to diverge slightly, bring the two red later R’s into visual superimposition.  The R will then appear to lie in front of the background scene.  Below, random dot patterns, neither of which on their own appear to contain an image.  But if fused in the same way as the pair of figures above, a letter appears in depth, that is defined by its different in disparity compared with the background (the effect may take some seconds to build up).

Fig. 7.74 Retinal disparity and disparity detectors. When binocularly fixating A, targets such as C that are at a different distance give rise to disparate images on the two retinae.  Of neurons in the visual cortex that respond to signals from both eyes, many are stimulated by corresponding points in each retina SYMBOL 97 \f "GreekMathSymbols"SYMBOL 98 \f "GreekMathSymbols" but some are connected to disparate points (SYMBOL 103 \f "GreekMathSymbols").

Fig. 7.75  Pontine visual proprioceptive cell (cat), showing marked preference for movement of an extended, textured, field in a particular direction (Baker et al, 1976).
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Notes

Vision     There are many excellent books on vision in general, intended for readers with different interests.   A selection: Cornsweet, T. N. (1970) Visual Perception. (Academic, New York); Davson, H. (1990) Physiology of the Eye. (MacMillan, London); Hess R F, Sharpe L T and Nordby K (ed) Night Vision (1990) Excellent reviews of adaptation and scotopic vision in general; Hubel, D. H. (1988) Eye, Brain and Vision. (Freeman, New York); Oyster CW (1999) The Human Eye: Structure and Function (Williams and Wilkins). A thoughtful and beautiful book; Rodieck RW (1998) First Steps in Seeing (Sinauer).  Mostly about the periphery, but intelligent and imaginatively set out; Walls, G. L. (1942) The Vertebrate Eye. (Hafner, New York) A classical reference source for those with an interest in comparative aspects; Wandell BA (1995) Foundations of Vision (Sinauer).  Quantitative and conceptual; Zeki, S. (1993) A Vision of the Brain. (Blackwell, Oxford) is mostly on cortex and colour: clear and well illustrated; another useful source of information on colour is Gegenfurther, K.R. and Sharpe, L.T. (eds.) (1999) Colour Vision  (Cambridge University Press)

p.  Units  These are all photometric units: they take into account the degree to which different wavelengths are actually absorbed by human photoreceptors and contribute to vision.  A different system of units, radiometric, is purely physical, and is based in effect either on the number of quanta emitted or absorbed, regardless of their wavelength, or on energy (not quite the same thing, since high-frequency photons are more energetic).

p.  Dark-adapted vision  Hess R F, Sharpe L T and Nordby K (ed) Night Vision (1990) (Cambridge University Press) has excellent reviews of adaptation and scotopic vision in general.  

p.  Purkinje shift  It is said that Purkinje first became aware of the relatively enhanced sensitivity of the rods at short wavelengths when he noticed that the blue flowers in his garden seemed brighter than the others at dusk.

p.   Getting older.     The lens also starts to lose its transparency: if the tendency to cloudiness and yellowness goes too far, we have cataract, with an inability to form proper retinal images.  These changes are probably through a gradual accumulation of damage to cell protein and membrane disruption, and are accelerated by both short- and long-wave radiation.

p.   How good are the optics?   Not terribly good.  The great 19th c. physiologist Hermann von Helmholtz allegedly once said if an optician made me a lens as bad as the one nature gave me, I would send it back.    

p.   Myopia  The incidence of myopia in the US is about 25% of the adult population.  Some of this may be induced by reading: there is increasing evidence that the axial growth of the eye is linked to retinal blur by some kind of internal mechanism, possibly involving dopamine, to create what has been called ‘emmetropization’.  See for instance Hung, G.K. and Ciuffreda, K.J. (2000) A unifying theory of refractive error development Bulletin of Mathematical Biology 62, 1087-1108.   

p.  6/6 vision   In the US, where (ironically) Imperial measurements still prevail, 6/6 translates as 20/20 (feet).

p.  Astigmatism   Astigmatism also results in different magnification in different meridians, and there has sometimes been speculation whether this might explain the distortions that some well-known artists seem to introduce into their paintings - El Greco is a good example.  At first sight, there is an obvious logical flaw in this, for the artist would suffer the same distortion when looking at his canvas as well as at the model; but nevertheless there are optical defects that could account for it.   This and many other ocular disabilities amongst artists are discussed in Trevor-Roper, P. (1970) The World through Blunted Sight. Thames and Hudson, London.

p.  Poorly-designed optics.   Recall the saying of the great physicist and physiologist Hermann von Helmholtz: 'If an optician made me a lens as bad as the one nature gave me, I would send it back'.

p.  Large pupils reveal bad optics   Presbyopes often complain that their eyes are weaker, in the sense that they need more light in order to read.  The reason is not that their sensitivity is low, but that with very bright illumination the pupil shrinks down and increases their depth of focus, enabling a tolerable image to be formed of an object considerably closer than the real near point.

p.  Emotional pupils.   Photographs retouched to make the pupils larger are generally judged more attractive and stimulating than the original.  Curiously, the viewer's own pupils then dilate, suggesting a covert system of sexual signalling that would result in positive feedback in certain circumstances - possibly an explanation for 'love at first sight'.

p.  The retina    Three classical accounts of retinal structure, of various vintages:  Dowling, J. E. (1987) The Retina: an Approachable Part of the Brain. (Belknap, Cambridge, Mass); Polyak, S. L. (1941) The Retina. (University of Chicago Press, Chicago); Rodieck, R. W. (1973) The Vertebrate Retina. (Freeman, San Francisco).

p.  Pigment regeneration    11-cis retinol is more familiar as Vitamin A, and one of the consequences of vitamin A deficiency is incomplete regeneration and hence a condition known as night-blindness, cured by eating more carrots.

p.  Electrical responses    A clear account of this area is Lamb, T. D. and  Pugh, E. N. (1990) Physiology of transduction and adaptation in rod and cone photoreceptors. The Neurosciences 2, 3-13.

p.  Black on white.     And of course the way text is ordinarily printed.

p.   Adaptation    Useful articles in this area may be found in Hess, R. F. (1990) Night Vision. (Cambridge University Press, Cambridge).

p.  Spontaneous isomerization    It occurs at a rate of about one molecule per receptor every two minutes.

p.  Gain    The gain of a system is simply the magnitude of the output divided by that of the input; so for example an amplifier that generates 100 mV for a 1mV input has a gain of 100.  In a linear system the gain is always constant, regardless of the size of the input.

p.  Optic radiation   It is worth emphasising that as we go from geniculate to cortex there is an enormous expansion in the neural width of the visual system.  Whereas in the retina there are something of the order of 130 million receptors, the LGN has only 1.5 million cells - net convergence; yet in primary visual cortex we are back to something like 200 million.  It is clear that cortical cells are elaborating rather than condensing the information that they receive. 

p.  Stripe of Gennari    Discovered in 1776 by Francesco Gennari while he was a medical student, studying his histology: which goes to show that diligence in this area can bring you fame as well as immense intellectual satisfaction.

p.  Opponent processing    Curiously enough, exactly the same system is used in colour television.  The camera provides a red channel, a green channel, and a blue one: but these three signals are then recoded to provide a luminance signal plus two colour or chroma signals that are formed, as in the retina, by subtraction.  Black-and-white sets simply ignore the chroma part of the signal.

p.  Colour constancy    This topic (amongst many others) is intelligently discussed in Zeki, S. (1993) A Vision of the Brain. Blackwell, Oxford.

p. Red v. green more recent     Sequencing has shown that the red and green cone opsins are more than 90% homologous, much more than in relation to blue.  

p.  Foveal tritanopia    This seems to have been realised empirically for a long time.  Tritanopia causes yellow and white to be indistinguishable at a distance, and blue and black.  The flags used for signalling at sea are designed such that these confusions can never make one confuse one signal for another; similarly, the strict laws of heraldry forbid a yellow charge on a white field, or vice versa.

p.  Monocular distance cues   These are the ones that artists have to use to create a sense of depth - a hard task, since both the binocular cues, accommodation and motion parallax work against them.  One trick is the use of the peep-show, in which the painted interior of a box is viewed through a small hole; this rather cleverly limits the viewer to monocular vision, eliminates parallax and reduces the effect of accommodation because of the small aperture.   Some accounts of psychological and physiological aspects of artistic representation include Gage, J. (1993) Colour and Culture. (Thames and Hudson, London); Kemp, M. (1990) The Science of Art: optical themes in western art from Brunelleschi to Seurat. (Yale University Press, New Haven); and Wright, L. (1983) Perspective in perspective. (Routledge and Kegan Paul, London).

p.  Corresponding points  Strictly speaking, as you can probably prove for yourself geometrically, points like B must lie on a circle that passes through the centres of the two eyes and also through A. Such a circle is called a horopter.

p.  Fusing disparate points.  Subjectively, there is indeed an area around the plane of fixation, called Panum's fusional area, in which one is not aware of the double image normally perceived when an object is out of the plane of fixation; the disparity units seem in some way to have fused the two images back together again in one's perception.

p.   Stereopsis.  It is interesting to note also that in military reconnaissance it is common to use a plane with two cameras some distance apart rather than one, for exactly the same reason.  However much you fling nets and leaves and branches over a tank, the one thing you cannot disguise is that it hasn't got zero thickness.) 

p.  The waterfall illusion    First described by R. Addams, who wrote in 1834:  'During a recent tour through the Highlands of Scotland, I visited the celebrated Falls of Foyer on the border of Loch Ness, and there noticed the following phaenomenon.  Having steadfastly looked for a few seconds at a particular part of the cascade, admiring the confluence and decussation of the currents forming the liquid drapery of waters, and then suddenly directed my eyes to the left, to observe the vertical face of the sombre age-worn rocks immediately contiguous to the waterfall, I saw the rocky surface as if in motion upwards, and with an apparent velocity equal to that of the descending water, which the moment before had prepared my eyes for this singular deception.'   Philosophical Magazine Series 3, Volume 5, 373-374.
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 p.   Visual optics   This shows a schematic eye and the way in which light is focused on the retina under different circumstances.  You can choose to see what happens with white light, or with red and blue (check box at bottom).   The various controls are self-explanatory.  There are radio buttons to select three possible target distances, and various conditions of refractive error.  The slider bar controls the state of accommodation, and you can add spectacles with either positive or negative lenses.   Experiment with various combinations of settings.  One or two things in particular that you might note: (1) That myopes see better with red light, hypermetropes with blue; (2) that a presbyope reads better (i.e. target distance 0.1 m) in very bright light, when the pupil is constricted; (3) a small pupil improves chromatic aberration.   If you click on Demo, you can see a simple demonstration of the influence of chromatic aberration on apparent depth: the red elements appear to be closer than the blue, mainly because a slightly greater effort of accommodation is needed to focus them.
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  p.   Blind Spot   This exhibit allows you to demonstrate your blind spot, and plot out its boundary.   First decide which eye you are going to use; click on the corresponding radio button at bottom left, and keep the other eye covered.  The look at the red fixation spot, and move the cursor around within the window.  You will be aware that within a certain area it disappears from view: this is the blind spot.  While still fixating the red spot, try to trace the boundary of the blind spot with the cursor.  Click whenever you think you are just on the edge, leaving a mark permanently on the screen.  Go on doing this all round the edge, and you will end up with a tracing of the edge of the blind area.   You can erase the marks with the Clear button.  You may like to drag one of the two brightly coloured objects at bottom left on to the blind spot and demonstrate that they too are completely invisible.  Finally, click on Pattern, and notice how the brain fills in the blind spot with the prevailing background pattern, so that you are not aware of a blank.  
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  p.  Photoreceptors   This exhibit embodies the cascade of events between absorption of light by photoreceptors (toad rods), the activation of PDE, reduction in cGMP, and closing of sodium channels.  If you press Sweep, a trace is initiated showing the stimulus (a brief pulse of light) in red, and the resultant photocurrent in green.  You can set different background levels as well as different sizes of stimulus (radio buttons at right).  Observe saturation with large stimuli, and also the way in which a steady background reduces sensitivity mostly by affecting calcium levels, which mediate adaptation by altering the rate at which cGMP is recycled.  The Auto-zero check box makes every response start at the same level; if you want to examine steady states, turn it off.  For easier comparison, sweeps are superimposed until the Clear button is activated.
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  p.  Horizontal cells   This very simple demonstration shows how horizontal cells can mediate the lateral inhibition seen in bipolar cells of the retina.  Move the cursor on to one of the receptors (light blue) and press and hold the left button.  The thermometers to the left of each neural element indicate membrane potential  (down = hyperpolarization).  If you have selected Hyperpolarizing bipolars (radio button at right), notice how the bipolar immediately connected to the receptor hyperpolarizes, while its neighbours show decreasing degrees of depolarization with distance, mediated by the horizontal cell (far right, hyperpolarizing).  
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  p.   Receptive fields     This exhibit enables you to perform virtual experiments on different kinds of visual cell, determining their receptive field properties by using different kinds of stimulus.    On the right are two sets of controls, for Stimulus type and Field type.  Select Circle as your stimulus, and Simple large-field as the field-type.  When you click in the window at left, which represents the visual space for your experiment, you will see a white disk appear (or a black disk on a white background, if you have selected the check-box Invert white/black).  you can alter the size of the circle with the Size slider, and in the case of elongated stimuli,, the Angle slider alters their orientation.  When you click, the horizontal thermometer at the bottom will light up blue to indicate the degree of response of the cell.  

Explore all round the window, and try and estimate the extent of the receptive field, and its general characteristics (for example, do you get inhibition rather than excitation at any point?).  You will find it actually respond only excitatorily, in a roughly circular area in the middle.  You can confirm this by selecting the Reveal check box on the right.   The two check boxes just above it determine whether the response is inverted (i.e. inhibitory rather than excitatory) and whether the cell is predominantly transient in its response. Try them.  Then go on to look at more elaborate receptive fields, perhaps with other kinds of stimulus.  Don't forget to investigate movement sensitivity (drag the cursor within the field) as well as simple on/off (clicking).   
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  p.  Linespread function and acuity   The linespread function is to a very thin line stimulus what the pointspread function is to a very small point.  This exhibit demonstrates how the linespread function is related to the appearance of various kinds of visual targets: single lines, edges, bars and pairs of lines (selected by the radio buttons on the right: the controls below them allow you to alter the spacing of the pair of lines, and the width of the bar, as well as selecting whether the stimulus is white on a black background, or black on white).  In the window we have, from top to bottom: first a representation of the stimulus itself; then (yellow) a plot of the distribution of light across the stimulus; and then (green) the distribution of light across its image.  If you select Single line, you can see the linespread itself directly: the slider at bottom right alters its width.   Select Two lines, and see for yourself how the image cannot be resolved if the lines are close together in relation to the width of the linespread.  Select Single edge, and see how blur reduces the rate of change of intensity as you go from light to dark.  Finally, select Single bar, start with a wide spacing and gradually make it smaller.  You will see that at first the image also gets narrower, but there comes a point at which making the stimulus thinner does not reduce the size of the image: what it does is reduce its intensity.  This is why measurements of how thin a line we can just detect are not essentially measures of acuity, since the dimensions of the retinal image do not alter.  
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  p.  Lateral inhibition   This exhibit demonstrates some aspects of lateral inhibition; it was introduced in Chapter 4, (p. [whatever it is]), where the more general demonstration in the left window, was described: that part of the description is repeated here, since it is relevant to vision as well.   The section which is more general is on the left, which shows a spatial stimulus (blue) and the spatial pattern of its response (green).  The radio buttons choose as stimulus either a single line or point, and edge, or a pair of lines.  The buttons just to the right generate either blur or lateral inhibition, and can be used repetitively to increase the effect: Restore returns to the original state.   At top right, the slider called Completeness determines how much lateral inhibition is applied.   Look first at an edge, blur it once, and then apply lateral inhibition once; do this for several settings of completeness.  With full completeness, the steady DC component on each side of the edge is completely removed.  Using a point stimulus, notice how lateral inhibition counteracts blur, at least up to a point.  With a double stimulus, notice that if you add blur to the point where the two stimuli cannot be distinguished, lateral inhibition does not separate them again: in other words, strictly speaking lateral inhibition does not improve acuity. 

These effects of blur and lateral inhibition are also shown more graphically in the centre window: if you click on the buttons below the picture, it will be processed by applying either one or the other.  You will see that the general appearance of a blurred picture can be improved with a certain amount of lateral inhibition, but that detail can be irretrievably lost.  Notice that very complete lateral inhibition leads to a kind of outline drawing in which only edges and high spatial frequencies appear.  

Two visual illusions related to lateral inhibition are also shown: click on Cornsweet illusion or Strip illusion.  In the Cornsweet illusion, a central perturbation is introduced into an otherwise uniform field: from left to right, it consists of a gently increasing luminance followed by a sudden drop in luminance, and then a further gentle increase back to the original level.   When looking at the whole field, especially at a little distance, what is seen is two more-or-less uniform fields side by side, brighter on the left and darker on the right.  This is presumably because lateral inhibition enhances the sudden transition at the expense of the more gentle luminance gradient, so that the former dominates the overall perception.   In the strip illusion, a perfectly uniform strip[ is seen against a background that changes systematically from dark on one side of the screen to light on the other.  Because of contrast effects mediated by lateral inhibition, the strip does not appear uniform at all, but graded in brightness the opposite way round.  

[image: image9.png]


  p.  Cortical regions  A simple map of functional cortical areas, for self-testing.   Click on one of the radio buttons designating an area of cortex, and the name and Brodmann number will appear in the box at right.  Alternatively, click on the pull-down button at the right of the box to display the whole list, and click on an item: the corresponding radio button will be selected.
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  p.   Colour   This exhibit demonstrates some aspects of colour mixing, and some contrast phenomena.  Note that it will not work properly, or at all, if your computer display is not set to at least 256 colours.  One left, for reference, the colour triangle (this is displayed using only 16 colours, so that the gradations are not very satisfactory).  At top right, a small foreground patch of colour is shown against a background of a different colour.  You can alter the red, blue and green components of foreground and background with the sliders.   You can prove to yourself (in case you didn't believe it) that red and green make yellow; and you can see how the appearance of the patch is modified by the colour of the background: simultaneous colour contrast.  Below the patch and background is a strip showing all the colours lying along the line joining the foreground and background colours on the colour triangle, representing the range of colours that could be mixed from the two colours chosen.  Below it, a small patch shows the complementary colour to the foreground, the colour which would create white if mixed with it.  The Blackout and Whiteout buttons enable you to see successive contrast and after-images.  Stare at the central patch, and then press Whiteout.  The whole field will go white, and you will see an illusory patch at the centre, having the complementary colour to the original patch; it is also in effect a negative after-image.  If instead you select Blackout, you will see a positive after-image.
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  p.  Adaptation   Most of this exhibit has already been introduced (Chapter 3, p. [whatever it is]., but it also contains a specifically visual demonstration of the effects of adaptation, the waterfall illusion (click on the button).   Click on Adapt, and fixate the centre of the figure.  The stripes move steadily inward, stimulating visual motion detectors, which then begin to adapt.   After some ten to twenty seconds, click on test, stopping the motion.  The stripes will now appear to be moving backwards, although they are in fact stationary; the adaptation has upset the balance between units signalling motion in different directions.  The effect is also very pronounced if after adaptation you look away at other objects around you.

Boxes

Factors affecting visual acuity

	TARGET
	OPTICAL
	RECEPTOR/NEURAL

	Contrast
	Aberrations:
   chromatic
    spherical
	receptor spacing: matched to best optics

	Colour:
  wavelength – decreased diffraction if shorter;
  monochromatic light – decreased chromatic aberration
	Diffraction
	neural convergence and divergence:
decreased spatial resolution with dark adaptation


	Luminance:
  at very low luminance increased quantum fluctuation

	Refractive error:
  myopia
  hypermetropia
  astigmatism
	

	
	glare
	

	
	pupil size
decrease: increases diffraction
increase: all other optical factors worse
	


Vision under photopic and scotopic conditions





Photopic


Scotopic

Sensitivity


Low; best vision

High; best vision




 in fovea.


 outside fovea.





Light entering 






periphery of pupil

No Stiles-Crawford




less effective than
 
effect.




centre (Stiles-Crawford





effect)

Spatial


High acuity; contrast
Low acuity; less
properties

 
sensitivity reduced

lateral inhibition




at low spatial




frequencies (lateral




inhibition)

Temporal 


High flicker fusion

Low flicker fusion
properties

 
frequency; reduced

frequency; less




sensitivity at low

fast adaptation.




frequencies (fast

Increased latency




adaptation).


Wavelength


Most sensitive at

Most sensitive at




around 550nm.

around 500nm








(Purkinje shift).




Trichromatic colour




discrimination.

Monochromatic.

The three types of visual information

Recognition


Geniculate, cortex: cells respond to




 specialised features of a stimulus but are




  relatively uninterested in where it is.

Localisation


Superior colliculus: cells respond to the




 existence of a stimulus at a certain




 place, regardless of what it is.

Proprioception

Pretectum, pons: cells respond to movement




 of the visual field as a whole in a




 particular direction.

Responses of visual neurons


Receptors



Circular uniform fields; tonic

Bipolars 



Circular concentric +/- fields,





 essentially tonic.

Ganglion cells


Many types, all with circular fields: 





  mostly phasic.





  X-cells: sustained, simple 





  Y-cells: transient, complex





  W-cells: slow, may be complex





  Some cells show colour-coding (R/G,





  Y/B), and in some species there can





  be responses to movement in specific 





  directions.  A small number of cells 





  show tonic responses to light level





  over a wide dynamic range.

Lateral geniculate 


Essentially similar to ganglion cells,





  with double-opponent colour coding





  (e.g. R+G- centre, R-G+ surround) as





  an additional feature in some cells.





  Little response to diffuse light.

Visual cortex


The first level at which binocular 





  cells are found; colour less common





  than in the geniculate. Many types,





  some circular, mostly linear.  No 





  response in absence of pattern.





Simple: linear +/-, localised





Complex: linear, often directionally 





  selective; larger response area.





Hypercomplex: linear, generally 





 directionally-selective, end-stopped.





In inferotemporal cortex, more





  specificity and more colour 





  (including responses showing 





  colour constancy).  
Superior colliculus


Small uniform fields in centre, larger





 in periphery; often directionally-





 selective.  Uninterested in shape or 





 colour.

Pretectum, pons


Very large fields, directional





 selectivity when detail in field





 moves as a whole; firing rate 





 reflects the velocity. 

What’s happened to Box 7.1???  See Book

People

Jan Evangelista Purkynĕ (Purkinje) (1787 - 1869) has given his name to an extraordinary range of structures and phenomena, from the Purkinje fibres in the heart to the Purkinje shift in vision.  He was one of a generation of early microscopists who were interested in the brain, and as one of the first to identify and draw neurons such as the Purkinje cells in the cerebellum.

David Hubel (b. 1926) and Torsten Wiesel (b. 1924), seen here plotting out a receptive field by marking a translucent screen on which areas of light can be projected and moved.  Their description of 'feature detectors', cells responding to quite specific shapes of stimuli, sometimes combined with specificity of movement and size as well, has had a profound effect on the thinking of neurophysiologists since; for this work they shared the 1981 Nobel Prize for Medicine.

Sir Isaac Newton (1643 - 1727) did most of his best work while he was the Lucasian Professor at Cambridge, amongst which was his celebrated demonstration of the mixed nature of white light, and the fundamental nature of colour.  His touchy, highly-strung temperament involved him in many controversies, notably in espousing a predominantly corpuscular theory of light as opposed to the wave theories being proposed by scientists such as Huygens.
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